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ABSTRACT

To the human eye, an image of another person contains a wealth of information. The recent emergence of deep neural networks has enabled researchers to
train models which imitate “human intuition”, accelerating progress on problems such as human pose estimation and tracking.
Computer vision systems for solving human-centric tasks often require locating keypoints from visual cues. Regularised soft-argmax is proposed as a technique
which can be applied to any neural network architecture that locates points of
interest. This approach was implemented as a part of three different systems
for solving distinct human-centric analysis problems. For 2D pose estimation,
regularised soft-argmax was found to outperform existing techniques; for 3D
pose estimation it was a key contributor to state-of-the-art results; and for action
monitoring it outperformed alternatives for subject tracking.
An important technological trend is the ever-improving camera quality and
storage capacity of commodity handheld devices. This trend makes mobile
devices convenient deployment targets for computer vision applications. In a
handheld environment it is desirable to employ computational techniques with
less demanding resource requirements, since the target device has limited processor speed, memory, and battery capacity. In this regard, regularised softargmax allows for a better trade-off between accuracy and resource usage compared to existing techniques. Empirical results show that a model trained using
regularised soft-argmax was able to achieve triple the inference speed and half
the memory usage, whilst matching 99% of the accuracy of a popular state-ofthe-art 2D pose estimation model.
Additionally, a case study is investigated for applying computer vision techniques to the real-world action monitoring problem of athletic diving analysis.
This complex vision task involves solving the when, where, and what of human
activity in continuous video footage. Using regularised soft-argmax and a novel
combination of traditional and deep learning techniques, a solution is presented
with compelling practical results.
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1
INTRODUCTION

Human beings are incredibly adept at perceiving and inferring a wide variety
of information by simply looking at another person. With very little conscious
effort, most people are able to identify actions, and roughly gauge the pose of a
subject. Although this kind of analysis feels natural to a human being, it is heavily dependent on a wealth of implicit prior knowledge accumulated in the brain
from a lifetime of past observations and experiences. Intuitive understandings of
how shadows indicate depth, the likelihood of poses, and how objects interact
in the physical world are all vital components of human thought which most of
us take for granted.
The ways in which the human brain works make us well-equipped to handle
tasks like action recognition and analysis. Such tasks involve analysing optical
inputs (vision) in order to infer meaningful information about human subjects.
The inferred information could be low-level and general (e.g. a subject’s pose), or
higher level and more specific (e.g. a classification of whether a boxer is blocking,
ducking, or punching). This is demonstrated by the fact that, after watching a
short video clip of a another person doing a star jump, the vast majority of people
could reenact their pose and give a short explanation of what action the subject is
performing. Although these kinds of human-centric analysis tasks may initially
seem trivial, they are crucial for many different application areas. For example,
medical professionals can identify injuries and even perform diagnoses based
on the way a patient moves their body; sporting coaches can watch an athlete
in motion and suggest improvements to technique; security guards can monitor
CCTV footage and identify when someone starts engaging in illegal activity;
and computer animators can look at reference footage and recreate the observed
motion using 3D animation tools.
Although humans are very good at action recognition and analysis, this kind
of manual inference is labour intensive and takes a lot of time—especially in situations that involve many hours of continuous video footage and/or a large num-
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Reference image

2D pose skeleton

3D pose skeleton

Figure 1.1: An example of human pose in two and three dimensions.

ber of subjects. In contrast, processing large amounts of data is something that
computers are typically very good at, especially in terms of cost effectiveness.
However, traditional computer vision techniques have, for many years, been unable to approach the level of accuracy that human beings are able to achieve
in many action and pose-based analysis tasks. This situation has changed with
recent advancements in artificial intelligence research.
Modern artificial intelligence enables the training of models which crudely
approximate “human intuition” by learning statistical relationships from vast
amounts of data. Starting with the perceptron [96], an approximate model for a
single neuron, research has progressed to complex deep neural networks containing millions of learnable parameters. Neural analogies for artificial intelligence
are often overstated in popular media reports, and it would be erroneous to
consider neural networks as accurate simulations of true brain function. However, the influence that biological observations have had on the development of
modern artificial intelligence is undeniable. A particularly noteworthy example
is how the hierarchical, translation-invariant processing observed in the visual
cortex by Hubel and Wiesel [39] inspired the early development of what we currently call “convolutional neural networks” [28]. Computer vision tasks which
have previously been difficult to codify as a sequence of algorithmic steps are
now solvable with deep convolutional neural networks, often exceeding human
performance.
The scientific community is now in an interesting position where the opportunity has arisen to come full circle and leverage artificial intelligence to learn more
about how human beings work. One direction researchers have begun exploring
is the development of automated medical diagnostic tools, such as computerassisted radiology [77] and digital pathology [62]. Another promising direction
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is analysing human subjects at a another level via their externally observable
pose (Figure 1.1), enabling better understanding of the mechanics of individual
human bodies. For example, pose data may be used to investigate the physical rehabilitation of patients with motor disabilities [10], to remotely operate
robots [68], or to aid in more creative endeavours such as the design of naturallooking computer animations [87].
This thesis focuses on on externally observable human-centric analysis, and
how deep learning techniques and neural network architectures can best be
leveraged to make such automated analysis feasible. Multiple novel models are
introduced for extracting a variety of information from image data, including
the locations of key body joint locations in 2D (Chapter 3) and 3D (Chapter 4),
the temporal boundaries of actions (Section 5.3), the location of an active human
subject in a greater scene (Section 5.4), and the detailed classification of action
attributes (Section 5.5). Experimental results indicate that these systems are able
to achieve highly accurate predictions, and have great potential for application
in a variety of domains.

1.1

overview of coordinate regression

When solving human-centric computer vision tasks, a frequently encountered
sub-problem is the localisation of keypoints based on visual cues from the input image. For human pose estimation, mapping the input image to a set of
coordinates is essentially the entirety of the task, since the desired outputs are
the positions of key body part joints. The ability to locate points of interest in the
input image can also be useful in solving higher-level human-centric analysis
problems. For example, predicting where the subject is located can help with
analysing what action the subject is performing. The term coordinate regression is

Predictor

ConvNet

Point of
interest

Predicted
coordinates

Spatial
activations

Input image

(x,y)

Figure 1.2: Simplified overview of a coordinate regression model.
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Figure 1.3: A synthetic 64 × 64 pixel heatmap generated for a keypoint located at (10, 20).

used to refer to any task which involves predicting a fixed number of numerical
coordinates from image data.
In recent years deep convolutional neural networks (ConvNets) have proven
to be remarkably adept at extracting features from image-based inputs. By implicitly learning intermediate feature representations from examples drawn from a
large dataset, ConvNets are able to learn complex relationships between inputs
and outputs for a variety of computer vision tasks [57, 51, 98]. A fundamental
property of ConvNets is that the intermediate features are represented spatially,
not as linear vectors. So, in order to perform coordinate regression, it is necessary to introduce an architectural component which maps spatial activations to
numerical coordinates. This component is referred to as the predictor, based on
a probabilistic interpretation of the activations. Figure 1.2 shows a simplified
overview of how the predictor fits into a coordinate regression model (a more
detailed probability-inspired framework is presented later in Chapter 3). Existing
predictors which appear frequently in related works are fully-connected output
layers [69, 108, 117] and spatial argmax with heatmap matching [74, 114, 125].
A fully-connected output layer can be used to form dense connections between
spatial features and numerical coordinates, thus performing the requisite output
mapping. During training, loss is calculated by comparing the output coordinates with ground truth locations. A major drawback of this approach is that
fully-connected layers are not translationally equivariant, meaning that observations are tied to particular spatial locations. This is especially problematic for
coordinate regression, since ideally a keypoint should be correctly localised regardless of its position in the image. In practice, fully-connected output layers
tend to exhibit relatively poor prediction accuracy results.
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A more popular and successful prediction strategy involves training the spatial
activations directly to match synthetically rendered heatmaps which represent
the ground truth target location with a Gaussian-shaped “hot-spot” (Figure 1.3).
This heatmap matching is usually achieved by minimising the pixel-wise mean
squared error between the output and target heatmaps. At inference time, the
predicted numerical coordinates are obtained by applying a spatial argmax to
the output heatmaps (i.e. extracting the location of the brightest pixel). Since
argmax is a non-differentiable function, it is not possible to use the predicted
coordinates themselves in the loss function or as inputs to subsequent neural
network layers.
In this thesis, regularised soft-argmax is proposed as an alternative to fullyconnected outputs and heatmap matching. Soft-argmax is a differentiable function which maps heatmaps to numerical coordinates by calculating a weighted
average of pixel positions. As with fully-connected outputs, loss can be applied
directly to the numerical coordinates themselves. However, it was found via experimental results that soft-argmax with pure Euclidean loss was less accurate
than heatmap matching in some scenarios. We are able to overcome this performance gap by introducing a heatmap matching-like regularisation term to
the loss function for soft-argmax. This regularisation term complements the Euclidean loss by providing a strong pixel-wise learning system for the predicted
heatmaps.
The fundamental idea of soft-argmax (without regularisation) was independently discovered by Luvizon et al. [66]. The regularised variant of soft-argmax
proposed in this thesis is, however, a novel contribution. An alternative name for
soft-argmax used in a prior publication was DSNT, or “differentiable spatial to
numerical transform” [76].

1.1.1 Resource-limited coordinate regression

Handheld devices with built-in cameras such as smartphones and tablets have
become ubiquitous pieces of technology. Since such devices facilitate the acquisition, storage, and processing of image data in a convenient, portable package,
there is a need for developing useful computer vision algorithms that target
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mobile platforms. Since handheld devices typically have much lower computational power and memory when compared to traditional desktop computers and
laptops, the efficiency of algorithms and models used within mobile apps is a
key concern. In contrast, deep learning research for tasks such as pose estimation
has generally progressed in the direction of larger models which achieve greater
accuracy at the expense of greater resource usage. So, for resource-constrained
environments, such state-of-the-art models are often not feasible to implement.
As was established earlier, coordinate regression is a fundamental problem
which can be used to help solve a variety of useful tasks. One way to improve
the efficiency and memory usage of coordinate regression models is to design
the model architecture such that spatial activations are represented at a lower
resolution. The relationship between memory usage and heatmap resolution is
found to be quadratic, so using smaller heatmaps is vital to memory efficiency.
Concretely, 3× more memory usage was observed for 56 pixel heatmaps when
compared to 28 pixel heatmaps for a dilated ResNet-50 model (see Section 3.3.2.1
for more details about this slightly modified deep residual network [35] architecture). However, when using heatmap matching, reducing the dimensionality
of spatial activations means that the argmax predictor must operate on low resolution heatmaps. Since argmax returns the coordinates of pixels, the precision
of predictions is tied to the heatmap resolution and therefore severely degrades
when heatmaps are small. For this reason it is traditionally difficult to design
coordinate regression models which perform well on a resource-limited device.
In contrast to argmax, the precision of predictions obtained using soft-argmax
is not dependant on the resolution of the heatmap, since the coordinates are calculated as a weighted average of pixel locations. Consequently, it was found that
the performance of soft-argmax degraded much more gracefully than argmax
as heatmap resolution was reduced, thus enabling a more desirable trade-off
between efficiency and accuracy. Furthermore, experimental results also indicate
that regularised soft-argmax is more accurate than heatmap matching for shallower networks when heatmap resolution is held constant. By taking advantage
of these properties, a 2D pose estimation model was trained which performs
inference three times faster than the state-of-the-art stacked hourglass architecture [74], with only modest concessions to accuracy.
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In the more specific context of three-dimensional coordinate regression, some
existing works choose to represent heatmaps in 3D space [83, 65], which is a
logical extension of the heatmaps used successfully in 2D pose estimation. The
inclusion of an additional axis in the spatial activations naturally requires more
memory in comparison to 2D spatial activations. So, when considering 3D coordinate regression, an approach which uses a set of 2D marginal heatmaps
instead of a dense 3D volume is proposed. 2D marginal heatmaps are essentially
projected “views” of the dense 3D volume, and result in much more compact representations of joint locations. For this reason, marginal heatmaps could be an
important step towards the development of accurate 3D computer vision models
for handheld devices, where memory constraints are much tighter than in high
performance or cloud computing. The concept of 2D marginal heatmaps is explained in more detail in Chapter 4. Furthermore, regularised soft-argmax can
be used in conjunction with marginal heatmaps, which was observed to be an
important component for designing accurate small coordinate regression models
in the context of 2D pose estimation.

1.2

automated human-centric analysis

Although coordinate regression is applicable to many different computer vision
problems, the scope of this thesis has been restricted to applications in humancentric analysis. Automated human-centric analysis describes a class of problems
where a computer system is required to infer information from video or stillframe image data depicting the external appearance of a human subject. Broadly
speaking, human-centric analysis problems lie on a spectrum from low-level
tasks, which are domain-agnostic, to high-level tasks, which are highly domainspecific. Higher-level forms of analysis can often be informed by the results of
lower-level tasks. For example, an expert sports analyst may utilise the results of
a pose estimation system to perform a detailed analysis of an athlete’s technique.
This thesis focuses specifically on the low-level tasks of 2D and 3D human pose
estimation and the mid-level task of action monitoring. It is anticipated that highlevel analysis will remain within the realm of human experts for the immediately
foreseeable future, since clear reasoning and interpretability are currently not
strengths of leading computer vision and deep learning techniques.
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Figure 1.4: A 2D pose estimation model takes an image as input and outputs 2D joint
locations describing the subject’s pose.

3D pose
model

Figure 1.5: A 3D pose estimation model takes an image as input and outputs 3D joint
locations describing the subject’s pose.

1.2.1 Two-dimensional human pose estimation

Chapter 3 explores two-dimensional human pose estimation (Figure 1.4), and
introduces a probabilistic framework for solving coordinate regression tasks. In
the context of this framework one of the core contributions of this thesis is introduced: a novel way of training coordinate regression models using soft-argmax
with divergence-based regularisation in the loss function. This coordinate regression approach is demonstrated to be able to outperform established alternatives
on a popular benchmark dataset for 2D human pose estimation.
Additionally, re-purposing existing classification ConvNets with the proposed
coordinate regression approach is found to yield models that are computationally and memory efficient, whilst remaining competitive with architectures designed specifically for pose estimation. This is mostly a result of soft-argmax
being suitable for low-resolution heatmaps, which can be computed much more
efficiently than high-resolution heatmaps.
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1.2.2 Three-dimensional human pose estimation

Chapter 4 explores monocular three-dimensional human pose estimation (Figure 1.5), which is the task of predicting 3D human body joint locations from a
single RGB image. This is challenging since inferring depth without the aid of
a depth sensor or stereoscopic vision is an under-constrained problem which
relies on the correct interpretation of subtle visual cues. In order to formulate a
solution to this problem, the work on 2D pose estimation is built upon to propose a novel output representation for three-dimensional coordinates which can
take advantage of regularised soft-argmax.
Our novel pose estimation model differs from existing work in that it generates 2D heatmaps which represent marginalised probabilities along each of the
three spatial axis. Numerical ( x, y, z) coordinates are predicted from the normalised marginal heatmaps using the soft-argmax operation. In contrast, existing
heatmap-based 3D pose estimation models usually represent joint locations with
memory-intensive volumetric heatmaps [65, 83] or simply use fully-connected
output layers instead [69, 108].
Predicting marginal heatmaps which include a depth axis is complicated by
the observation that spatially local computation (as in convolutional layers) is
only beneficial when there is a spatial correlation between inputs and outputs.
This condition is violated by output heatmaps which have a z axis, since the input image exists in xy space. Two different methods are proposed for addressing
this issue in convolutional neural networks. The first approach is to gradually
eliminate one axis and then gradually grow the z axis to replace it. The second
approach is to permute intermediate spatial activations in a single step such that
the model learns to pack and unpack depth cues along the feature dimension. It
is found that, using the latter approach, it is possible to create a model which performs very well on 3D human pose benchmarks without relying on volumetric
heatmaps.
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"Running" from t=27 to 34

Action
monitoring
model
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...

Figure 1.6: An action monitoring system takes continuous video footage as input and
outputs action detections.

1.2.3 Action monitoring

Chapter 5 explores action monitoring (Figure 1.6). The term action monitoring is
used to refer to problems in which multiple actions are to be identified from
continuous video footage. Action monitoring is particularly challenging as it involves solving three sub-tasks well: temporal action localisation, object tracking,
and action recognition. Although existing work addresses solving each sub-task
individually, the integration of each stage such that the entire system is robust
to intermediate mispredictions has largely been neglected. So, in addition to proposing novel solutions to each sub-task, the system is designed such that error
propagation is minimised through the use of intermediate post-processing steps
which smooth out predictions.
To demonstrate the effectiveness of these proposed techniques, a complete
system is implemented for an exemplar action monitoring application: the automatic annotation of untrimmed athletic diving footage. This case study demonstrates how automated, AI-based systems can spare professionals from menial
and time-consuming hand annotation of actions in video.

10

2
BACKGROUND

This chapter begins by presenting some of the more traditional approaches
to human-centric analysis tasks which are not based on representation learning. Subsequent sections detail foundational background information on general
deep learning techniques and algorithms, with a focus on computer vision.

2.1

traditional approaches to human-centric computer vision

2.1.1 Hand-engineered and model-based approaches

Before the recent resurgence of neural networks within the field of computer
vision, it was common for human-centric analysis systems to utilise human body
models and hand-crafted feature extractors [85].
A human body model is a parameterised model which describes various properties of the body. The most notable parameters of such a model are the bone
joint locations/rotations, but other attributes such as body shape and clothing
appearance may also be included. The objective of the human-centric computer
vision algorithm is to automatically infer the values of these parameters. Once
the human body model has been fully specified, it is possible to perform further
analysis (e.g. activity recognition) without further handling of the image data.
Raw input pixels are difficult to directly correlate with meaningful high-level
human body attributes. Classic approaches use hand-crafted feature extractors
to address this problem. A hand-crafted feature extractor is a fixed-function process which maps the input image pixels into abstract features that are predictive
of human body model parameters. Common hand-crafted feature descriptors
and algorithms include colour histograms, edge detectors, histogram of gradients [18], and SIFT [64].
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Figure 2.1: Overview of the top-down approach. Output selection is based on optimal
similarity score.

There are two main strategies for using a human body model and feature
extractors to infer information about human subjects: top-down and bottomup processing. In top-down approaches, virtual projected views are synthesised
from the human body model and compared to the input image in order to find
a match. In bottom-up approaches, individual body parts are detected first, then
assembled into an overall human figure. The delineation between top-down and
bottom-up is not always clear, and works exist which fuse elements of both to
form a hybrid strategy.

2.1.1.1 Top-down processing
When taking a top-down approach, candidate values for human body model
parameters are sampled to synthesise candidate projected views of the subject
(Figure 2.1). A matching function is used to determine the similarity between
projected views and the input image, thus permitting the algorithm to select
the best-fitting candidate parameters. Top-down approaches are sometimes referred to as analysis-by-synthesis since parameter inference is performed by way
of synthesising candidates.
One of the major difficulties faced by top-down approaches is that the human
body model parameter space is typically very large. Hence efficient sampling of
parameters is an important concern.
Many top-down systems assume that an initial pose estimate is known, which
narrows the parameter search space. For example, traditional motion tracking
solutions often require the first frame in a sequence to be manually annotated [46,
5, 4]. Although semi-automatic methods for labelling the initial pose are available [3], the requirement of human intervention makes it infeasible to apply such
systems to large-scale video data repositories.
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Figure 2.2: Overview of the bottom-up approach.

Lee and Cohen [58] utilise a data-driven Markov chain Monte Carlo (MCMC)
framework for proposing model parameters. Rather than requiring an initial
pose estimate, proposal maps are introduced as a means of improving sample efficiency. Each pixel of a proposal map contains a body joint location confidence
which is used to guide MCMC sampling. The proposal maps are generated from
image observations obtained via face detection, contour matching, blob detection, and ridge detection.

2.1.1.2 Bottom-up processing
When taking a bottom-up approach, individual body parts are detected, possibly
with many false positives (Figure 2.2). The human body model is used to reject
incorrect body part proposals and assemble a likely overall collection of joint
locations and body attributes. It is also possible to assemble groups of body
parts incrementally rather than attempting to associate all parts at once.
A prominent challenge posed by the bottom-up approach is the huge number
of possible combinations of proposed body parts. The naive approach of considering every possible grouping is often not feasible, especially when the number
of false body part detections is high. Ioffe and Forsyth [40] propose efficient
methods for pruning and structuring the search for assembling the model. Using an iterative assembly algorithm, the authors detect impossible configurations
of body parts in small groupings and use this information to prune the search
space.
Ronfard et al. [95] incorporate machine learning into body part detection by
training a single support/relevance vector machine binary classifier per part.
Each classifier is evaluated with a sliding window over the image in order determine which image patches are likely to contain a particular body part. The
image features considered are the Gaussian filtered image and its derivatives,
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which are more general than the feature descriptors used by many other approaches.
Ramanan and Sminchisescu [89] also utilise machine learning, using a conditional random field for parameter estimation. In contrast to Ronfard et al. [95],
the feature extraction process is quite specific—a bar filter is applied to the image
in different orientations to locate body parts.

Limitations of traditional approaches

A notable disadvantage of traditional approaches which use hand-crafted feature
extractors is that performance is reliant on the quality of the feature descriptors.
It is very difficult to design algorithms which extract salient features from images
that are robust to nuisance factors, such as lighting variation and background
distractors, whilst simultaneously retaining all of the information necessary to
predict target attributes. Put another way, the input space of RGB images is very
large, and it is almost impossible for a human algorithm designer to manually
account for all possibilities.

2.1.2 Representation learning

More recently, convolutional neural networks (ConvNets) have proven capable
of learning features from photographic image data directly [51], obviating the
need for hand-engineered feature extractors. This breakthrough has resulted in
a shift towards end-to-end deep learning for solving a range of human-centric
computer vision problems, including human pose estimation [117] and activity
recognition [45].
In the context of representation learning, the model is a “black box” which
maps input images to output attributes (e.g. human joint locations). Although
a ConvNet model has a structural prior related to the spatial nature of image
data, no explicit details about the application domain are encoded into the architecture a priori. Instead, statistical patterns are learned directly from data by
training the model on large quantities of examples. As training progresses, intermediate representations and relationships between features develop internally
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within the model. Hence this approach is fundamentally different from traditional model-based top-down and bottom-up approaches, where a human body
model is manually specified.
The remainder of this chapter is dedicated to presenting background knowledge about machine learning and deep convolutional neural networks, which
is foundational to most modern human-centric computer vision solutions (including those proposed in this thesis). Discussion of more task-specific related
work using ConvNets will be deferred to later chapters. Existing works on 2D
pose estimation, 3D pose estimation, and activity monitoring are presented in
Chapter 3, Chapter 4, and Chapter 5 respectively.

2.2

supervised learning

Given a finite training dataset containing input-output pairs, supervised learning
is the task of modelling the underlying relationship between inputs and outputs.
Many categories of practical problems can be solved using the framework of
supervised learning. These include classification problems (e.g. which animal
is being depicted?), image segmentation problems (e.g. which pixels belong to
trees?), and localisation problems (e.g. where is the person in this photograph?).

2.2.1 Requirements for supervised learning

The typical supervised learning set up requires three core components: the data,
the model, and the loss function. The particulars of these components depends
on the specific problem to be solved.

2.2.1.1 Data
Let D be the (possibly infinite) set of input-output pairs in the data manifold

being modelled. A concrete training set, Dtrain ⊂ D , is constructed by sampling

example instances ( xi , yi ) ∼ D , where yi is the expected output for some input
xi . As an example, consider the task of identifying mushroom species by appearance. In this case, xi is an image of a mushroom, and yi is its associated ground
truth class label (i.e. species).
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The process of building a dataset is commonly referred to as “data collection”,
and sometimes involves manual annotation by humans. Well-constructed datasets are large and accurately represent the underlying distribution of the true
data manifold.

2.2.1.2 Model
Let f ( x; θ) be the model to be learnt, where x is the input and θ is a vector of internal model parameters. In theory, for a sufficiently flexible model there exists a
vector of optimal model parameters θ∗ such that f ( xi ; θ∗ ) = yi for all ( xi , yi ) ∼ D .
That is, with optimal parameters f is a function that perfectly maps all inputs to
outputs in D . In practice, such an ideal model is rarely obtainable—however, for
many applications it is possible to find an approximate model which achieves satisfactory performance. By their very nature, approximate models are imperfect,
and can generate inaccurate predictions. For this reason, research into improved
model architectures continues to be very important for supervised learning. Section 2.5 describes different types of neural networks which can function as the
model, f .

2.2.1.3 Loss function
Let L be the loss function, which measures the distance between the approximate
value output by a model, ȳ, and the ground truth target output, y. The purpose
of the loss function is to provide a direct measure of how well a model predicts
the output relative to the ground truth. As such, the selection of an appropriate
loss function is dependent on the particular problem being solved. For example,

`2 loss (or Euclidean loss), defined as L(ȳ, y) = |ȳ − y|2 , is an appropriate choice
for the loss function of a model which predicts spatial locations. Loss is utilised
by the learning algorithm to adjust the model parameters such that ȳ will be
closer to y in the future. Section 2.4 describes a selection of commonly used loss
functions, and the types of situations in which they may be applied.

16

2.2 supervised learning

Figure 2.3: The relationship between sampled datasets and the data manifold. The training set, Dtrain , and test set, Dtest , are disjoint subsets of the data manifold.

2.2.2 Learning algorithms

Once the model, dataset, and loss function have been defined, the next step in supervised learning is to optimise the model parameters using a learning algorithm.
The role of the learning algorithm is to find the model parameter values which
minimise the average loss of the model on the training set. Equation 2.1 provides
a high-level mathematical description of how an ideal learning algorithm, F, operates.
F ( f , θ, Dtrain , L) → argmin EDtrain [L( f ( x; θ), y)]

(2.1)

θ

A key observation about F is that that there is no explicit objective which guarantees that a trained model will be able to generalise to previously unseen examples. A hypothetical model which precisely memorises all examples in Dtrain
and recalls the expected outputs in response to associated inputs is considered
to be a perfect solution by this algorithm. Of course, for most practical applications a model which works only on the training set is of limited use. Hence
this phenomenon of performing well on the training set but failing to generalise, referred to as “overfitting”, is very important to consider for practitioners of
supervised learning.
Evaluating how much a model overfits requires using an additional dataset—
the test set, Dtest . The test set is acquired in the same manner as the training
set. However, in order to preserve the integrity of the test set it is very important that the two datasets are disjoint (Figure 2.3) and that only the training set,

Dtrain , is used for learning. That is, Dtest is explicitly reserved for evaluating the
ability of the trained model to generalise to previously unseen examples, and is
not used for optimising model parameters in any way. The generalisation ability
of a model can be assessed by evaluating the loss function (or a similar accuracy
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metric) on examples from Dtest . A model which heavily overfits the training set
will generally exhibit very poor performance on the test set despite good training set performance. It is worth noting that for supervised learning to work, an
assumption is made that the training and test data come from the same distribution. Currently all existing methods perform poorly—in a manner that resembles
overfitting—when this assumption is violated.
Assuming that the training and testing data originate from the same underlying distribution, various regularisation strategies may be used to reduce overfitting. One general approach to regularisation is applying hard constraints to
the model itself, such as introducing a structural prior or limiting the number
of learnable parameters. Another general approach is introducing penalty terms
into the loss function, such as an `2 parameter regularisation term which reduces the magnitude of θ. The overall motivation for both of the regularisation
approaches is the same—to simplify the model such that predictions do not
hinge on spurious features. However, the applicability and efficacy of specific
regularisation strategies depend on the particulars of the model and problem in
question. Common techniques which can help deep neural networks are detailed
later in Section 2.6 and Section 2.7.

2.3

gradient descent

Models presented in this thesis are trained using learning algorithms based on
gradient descent (Algorithm 2.1). Gradient descent is an incremental optimisation
algorithm guided by the first order gradient of the loss. At each optimisation
step, the model parameters are updated in the direction of steepest descent (following the negative gradient), eventually converging upon a minimum in the
Algorithm 2.1 Gradient descent
1: θ ← random vector
2: η ∈ R
3: repeat
4:
l ← EDtrain [L( f ( x; θ), y)]
∂l
5:
∇L ←
∂θ
6:
θ ← θ − η ∇L
7: until loss converges

. Initial parameters
. Learning rate (configurable)
. Calculate average loss
. Calculate gradient of loss w.r.t. parameters
. Update parameters
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Parameters, θ
(a) η is too low

Parameters, θ
(b) η is too high

Figure 2.4: The effects of learning rate, η, on gradient descent. If η is (a) too low, or (b)
too high, training is negatively impacted.

loss surface. Therefore gradient descent requires that the loss be differentiable
with respect to the model parameters, a constraint which must be kept in mind
when formulating models and loss functions.
An important hyperparameter for gradient descent is the learning rate, η. The
ideal value for η is highly dependent on the loss surface EDtrain [L( f ( x; θ), y)],
which is collectively defined by the model, loss function and dataset. If η is set
too low, the algorithm will take a very long time to converge (Figure 2.4a). If η
is set too high, the loss may completely fail to converge correctly (Figure 2.4b).
Generally the loss surface of a neural network is non-convex [13], and hence
contains critical points which can theoretically trap the gradient descent algorithm before the global minimum is reached. However, on high-dimensional
loss surfaces, critical points with loss much higher than the global minimum are
exponentially more likely to be saddle points than local minima [19]. Following
this line of reasoning, if gradient descent does find a local minimum it is likely
to be a solution that is almost as optimal as the global minimum. Saddle points
encountered by the algorithm can slow down convergence due to the gradient
becoming extremely shallow, but in theory should not prevent gradient descent
from finding a minimum. Furthermore, it is not necessarily desirable for the optimisation algorithm to find the true global minimum in any case, since at that
point the model is likely to overfit on the training data.
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Algorithm 2.2 Stochastic gradient descent
1: θ ← random vector
2: η ∈ R
3: repeat
. One iteration of this outer loop is an "epoch"
4:
for each ( x, y) ∈ Dtrain do
. Iterate over training examples
5:
l ← L( f ( x; θ), y)
. Calculate example loss
∂l
6:
∇L ←
∂θ
7:
θ ← θ − η ∇L
8:
end for
9: until loss converges

2.3.1 Stochastic gradient descent

One disadvantage of gradient descent as described thus far is that in order to
perform a single parameter update step, the entire training dataset must be
passed through the model. For large datasets and complex models this incurs
a steep computational cost. Stochastic gradient descent (SGD) [49] reduces training time by performing an update after each individual example seen, resulting
in a stochastic approximation of gradient descent optimisation (Algorithm 2.2).
Since each update is performed using a different example, the loss surface is
slightly different for each gradient calculation, resulting in noisy parameter updates. SGD has been shown to implicitly regularise model parameter values [45],
and research suggests that this is at least in part due to the noisy updates [104].
Modern computer hardware is highly efficient at performing parallel computations using the so-called “single instruction, multiple data” style of processing.
A variant of SGD called batch stochastic gradient descent takes advantage of this
method of computation to improve model training speed. Rather than perform
updates using a single example at a time, batch stochastic gradient descent operates on small sets of examples called mini-batches. Selecting the number of example instances per mini-batch depends on a number of factors including model
size, available memory, and the kind of data being worked with. Typical minibatch sizes are somewhere in the range of 16 to 1024, though exceptions are not
uncommon (especially in multi-GPU training setups).
The addition of batching to the SGD algorithm speeds up the wall-clock time
to model convergence considerably. Henceforth the term “SGD” will be used to
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θ2

θ2

Algorithm 2.3 Momentum-based parameter update
1: v ← βv − η ∇L
. Calculate and store the update
2: θ ← θ + v
. Apply the update to model parameters

θ1
(a) SGD without momentum

θ1
(b) SGD with momentum

Figure 2.5: Momentum increases speed of convergence by smoothing the gradient across
multiple iterations.

refer to the batched variant of stochastic gradient descent, since unbatched SGD
is rarely used in the context of deep learning.

2.3.2 Momentum

Consider a canyon-like loss surface which is steeper in one direction than the
other. Since each step of SGD is taken in the direction of the current gradient,
the position on the loss surface will oscillate between the canyon walls as it
descends towards the minimum (Figure 2.5a). In such a scenario SGD takes a
long time to converge, with a large component of each step wasted travelling
laterally to the direction of the minimum.
Momentum extends the update rule of SGD by maintaining a moving average
of past steps and using this moving average to affect the direction of future updates (Algorithm 2.3) [97]. This technique originates from a physics-based interpretation of gradient descent1 . At each step of gradient descent with momentum
the lateral oscillations will be dampened, and the component of each update in
the direction of the minimum will grow (Figure 2.5b). Momentum introduces a
new hyperparamer, β, which controls the balance between using historical and
current gradient information. When β = 0, momentum is effectively disabled
1 Imagine a particle travelling along the loss surface, experiencing forces at each step based on the
gradient of the surface.
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Figure 2.6: Learning rate schedules specify how the learning rate changes as training
progresses.

and the update rule is identical to the plain SGD. In practice, β = 0.9 tends to
work well for a wide range of models.

2.3.3 Learning rate schedules

Vanilla SGD uses a fixed learning rate, η, to specify the step size of each update
(Figure 2.6a). An alternative approach is to use a learning rate schedule which
adjusts the learning rate as training progresses. That is, η = h(t),where t is the
current training iteration. Using a learning rate schedule does not eliminate the
need to tune hyperparameters, as it is still necessary to select an initial learning
rate, η0 = h(0).
The main advantage of using a good learning rate schedule is that it blends
the strengths of large and small learning rates (Figure 2.4). The learning rate
can be set to a large value early on to facilitate fast initial learning. As training
progresses, the learning rate can be reduced so that SGD descends deeper into a
minimum in the loss surface.

2.3.3.1 Step decay
Step decay is a simple learning rate schedule where the learning rate is reduced
by a constant factor at fixed milestones (Figure 2.6b). For example, Equation 2.2
is a definition of h(t) which decreases the learning rate by a factor of 10 after
every T iterations.
h(t) = η0 × 10−bt/T c

(2.2)
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If the schedule is tuned correctly, a sharp decrease in loss should be observed
at the same time that the learning rate is stepped down. However, this effect is
usually only noticeable for the first few steps of the schedule.

2.3.3.2 1cycle
The 1cycle learning rate schedule [103] differs from most other schedules in that
it includes a “warm-up” period at the start of the learning process. The purpose
of the warm-up is to overcome initial optimisation difficulties which sometimes
arise as a result of using a large learning rate [33, 35].
The 1cycle policy consists of three phases, which are shown graphically in
Figure 2.6c:
1. Ramp up: From t = 0 to t = t1 , increase the learning rate linearly from η0
to ηmax .
2. Ramp down: From t = t1 to t = t2 , reduce the learning rate linearly from
ηmax to η0 .
3. Annihilate: From t = t2 to t = t3 , reduce the learning rate linearly until
η ≈ 0.
Although 1cycle appears to have a lot of hyperparameters, the most important
values to select are the maximum learning rate, ηmax , and the total number of
training iterations, t3 . Once these hyperparameters have been selected, heuristics
can be used to derive the values of the others: t1 = 0.45t3 , t2 = 0.9t3 , and η0 =
0.1ηmax .

2.3.4 Adaptive gradient methods

As an alternative to momentum and learning rate schedules, numerous variants of SGD which utilise per-parameter adaptive learning rates exist. Some
examples of adaptive optimisers which fit this description are AdaGrad [22],
ADADELTA [132], RMSprop [113], and Adam [50]. Compared to vanilla SGD,
these algorithms tend to converge quicker and are generally more robust to learning rate selection. However, some research suggests that adaptive optimisation
methods converge on solutions which exhibit poorer generalisation properties
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than properly tuned SGD [127]. In practice, finding the correct SGD configuration to outperform adaptive methods can be difficult, so adaptive optimisers are
still commonly used.

2.4

commonly used loss functions

The loss function determines how well a model is performing on examples
drawn from a dataset. The lower the loss is, the more accurately the model is accomplishing its objective. There are many ways of defining the loss function for
supervised learning tasks, depending on the application. This section outlines
some of the most frequently used loss functions, and which kinds of problems
they are applicable to.

2.4.1 Mean squared error

L MSE (ȳ, y) = |ȳ − y|22

(2.3)

Mean squared error (MSE) is commonly used for regression problems, where
the aim of the model is to estimate a continuous numerical value. The loss increases quadratically as model output deviates from the ground truth, resulting
in more severe penalties being applied to very poor predictions.
In computer vision applications, MSE is often used to establish how much
two images differ. For example, image autoencoder models frequently use pixelwise MSE to establish how accurately the image has been reconstructed. Although convenient for comparing images, MSE is not generally a good indicator
of true perceptual similarity—slight differences in scale, position, and rotation
can severely increase the MSE calculated between two images.

2.4.2 Binary cross entropy

L BCE (ȳ, y) = −(y log(ȳ) + (1 − y) log(1 − ȳ))

(2.4)

Binary cross entropy (BCE) is used for two-class classification problems, such
as when the result can be classed as “positive” or “negative”. For example, in
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Figure 2.7: Plot of the binary cross entropy loss function. Loss approaches infinity as the
model output, ȳ, approaches total confidence of misclassification.

medical applications a patient may test positive or negative for a disease. BCE
assumes that the model output, ȳ, is a probability (i.e. ȳ ∈ [0, 1]). It is common

practice to use the sigmoid function, σ( x ) = (1 + e− x )−1 , to “squash” real-valued
activations into the required numerical range.
As is shown in Figure 2.7, BCE loss applies an extremely high penalty on
confident, but incorrect, outputs. This property helps encourage the model to
favour producing output values that indicate uncertainty (ȳ ≈ 0.5) as opposed
to making arbitrary high-confidence predictions.

2.4.3 Negative log-likelihood

Consider one-in-k classification tasks, where the aim is to determine which of k
classes a particular input instance belongs to. The most common machine learning approach to this kind of problem is to construct a model which represents
the log-likelihood of each possible class label, ȳi = log Pr(y = i |x, θ ), 0 < i ≤ k.
At inference time, the predicted class label for a given input is taken to be the
class with the highest probability estimate.
A neural network with output activations z may be constrained to model a
valid log probability mass function by using the log-softmax function (Equation 2.5). The softmax guarantees that estimated probabilities are non-negative
and sum to one, regardless of the values of z. Most neural network classification
models utilise a softmax layer at the output.
ȳi = log

e zi
∑ j ez j

(2.5)
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The typical loss function used for such a classifier is the negative log-likelihood
(NLL). This loss minimises the negative log probability of the correct label, thus
maximising the probability of the correct label. Since the softmax operation ensures that the probabilities sum to one, increasing the probability of the correct
label also has the effect of lowering the probability of incorrect labels. The mathematical definition for NLL loss is very simple:

L NLL (ȳ, y) = −ȳy

(2.6)

2.4.4 Multi-task loss

Multi-task problems involve simultaneously solving multiple sub-problems
which leverage similar evidence. For example, identifying the sex and age of
a person from their image may be considered as two different, but related, tasks.
In such cases it may be desirable to construct a single model which shares common features between both tasks. This setup is known as multi-task learning,
because one model is trained to perform multiple tasks.
The overall loss for a multi-task model is typically taken to be the weighted
sum of individual task losses:

Lmulti = ∑ λi Li

(2.7)

i

The coefficients of the loss terms, λi , may be tuned to balance or prioritise the
contributions of different tasks to the overall learning objective. The values of
the coefficients are usually determined empirically, which can be challenging in
situations where there are many losses to be combined.

2.5

neural network models

Until this point in the discussion of background theory, the model, f , has been
treated as a black box function. The only stipulation thus far has been that the
model must be differentiable in order to optimise its parameters using gradient descent. When implementing a supervised learning system in practice, it
becomes necessary to actually define f by constructing a model.
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(a) Graph-like neural network structure.

(b) Layered artificial neural network
structure.

Figure 2.8: Multiple neurons connect to form a neural network.

Selecting a good model architecture is very important to the success of supervised learning. A model that is too simple will simply not have enough capacity
to model complex relationships (it will underfit the data). A model that is too
large and generic may lack the structural prior required for good generalisation,
resulting in overfitting.
This section introduces neural networks, a flexible and modular class of models which are applicable to a wide range of supervised learning tasks. Neural
networks are currently state-of-the-art for many applications including machine
translation [2], semantic image segmentation [34], and speech synthesis [121]. All
trainable computer vision models proposed in this thesis are instances of neural
networks.

An aside: Biological neurons
Although many artificial intelligence innovations were inspired by biology, the
connection between contemporary neural networks and natural brain function
is often overstated. However, the fact remains that artificial neural network research borrows quite a lot of terminology from neuroscience. The reader is advised to consider references to biological terms as analogies, and not direct artificial counterparts.
The basic computational units in a neural network are neurons. A neuron
accepts one or more input signals, weighting the contribution of each. The
weighted signals are then added together and passed through an activation function to produce an activation, which is simply the output signal of the neuron.
The activation of a neuron may be connected to one or more other neurons as
inputs, which in turn may be connected to other neurons, and so forth. Such an
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Figure 2.9: A perceptron with two variable inputs, x1 and x2 .

assembly of neurons is known as a neural network. Within the brain, neurons are
arranged in a graph-like manner with a high degree of connectivity (Figure 2.8a).
In contrast, most artificial neural networks (especially within deep learning research) adhere to a strictly layered structure (Figure 2.8b).

2.5.1 The perceptron

The perceptron [96] is a very early predecessor to modern artificial neural networks that simply learns a linear combination of its inputs. The result then passes
through a Heaviside activation function to produce a binary output of either 0
or 1. Following the definitions above, a perceptron models a single neuron as opposed to a neural network. Figure 2.9 illustrates a perceptron with two variable
inputs. The weight associated with the static x0 = 1 input is a bias term which
adds a constant offset to the output activation. Equation 2.8 describes a general
perceptron with an arbitrary number of inputs.

0, z < 0
y = H (wx> ), where H (z) =
1, z ≥ 0

(2.8)

The gradient of the Heaviside step function is zero-valued wherever it is
defined, which precludes the use of gradient descent. This obstacle can be overcome by selecting an alternative activation function with better behaved gradients, such as sigmoid. A more significant issue with the perceptron is its severely
limited modelling power. Since the core computation of a perceptron is based
solely on a linear combination of inputs, it is only able to correctly learn binary
classification when the input is linearly separable.
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Figure 2.10: Plot of data with “exclusive or”-style labels.
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Figure 2.11: A two-layer MLP with ReLU activation functions.

Notably, it is impossible for a perceptron to model the “exclusive or” (XOR)
function. By considering a plot of data labelled in a XOR-like fashion (Figure 2.10), it becomes evident that there is no way to separate the two classes
with a straight line. The data is not linearly separable, and cannot be modelled
by a simple perceptron. In practice, most problems require more flexible modelling than the linear capabilities of perceptrons.

2.5.2 Multi-layer perceptrons

The multi-layer perceptron (MLP) is among the simplest possible artificial neural
network architectures. As the name suggests, it is a logical extension of the perceptron into multiple layers of computation.
Equation 2.9 generalises the perceptron into a fully-connected layer. Firstly,
the Heaviside step function is replaced with a general activation function, φ.
Secondly, the weight vector is replaced with a weight matrix, implying that a
fully-connected layer can have multiple outputs. That is, a fully-connected layer
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is a collection of sibling neurons which all accept the same inputs, but weight
them differently.
y = φ (W x> )

(2.9)

A typical choice for the activation function is the rectified linear unit (ReLU),
defined as φ(z) = max(0, z). The gradient of ReLU is z when z > 0 and 0
elsewhere. This is sufficient for learning via gradient descent.
An MLP is constructed by composing multiple fully-connected layers (Figure 2.11), and can represent complex, non-linear functions. Since each layer is
differentiable, gradients can be multiplied using the chain rule of calculus. This
technique of passing gradients back through multiple layers is known as backpropagation [97], and is fundamental to deep learning.
The inclusion of non-linear activation functions is very important for the representational power of MLPs. Consider a two-layer MLP:
y = φ(W2 φ(W1 x> ))
Without the activation functions, the calculation becomes
y = W2 W1 x>
This is equivalent to a single fully-connected layer with weight matrix W =
W2 W1 . Therefore an MLP without non-linear activation functions is restricted
to learning a linear mapping between inputs and outputs (like perceptrons).

2.5.3 Convolutional neural networks

The dense connections that constitute MLPs are very powerful for representing
arbitrary relationships, and can be applied to any mode of data. However, this
flexibility is somewhat of a “double-edged sword”. To an MLP, an image is just
a flat vector of pixel values—nothing in the architecture considers the proximity
of pixels. In fact, if the pixels of each input image were permuted randomly (but
consistently across images), the MLP would learn in exactly the same way.
The inability of an MLP to consider pixel data spatially is problematic for two
main reasons:
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Output
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Figure 2.12: A spatial convolution with a 3 × 3 kernel will apply the same kernel weights
to each 3 × 3 patch of pixels in the input image.

1. It’s easy for an MLP to overfit. Since there are many possible combinations
of pixels, it is quite likely for the model to find a meaningless set of pixels
that happen to be highly predictive of training outputs.
2. An MLP is not equivariant to translation. Pixels in different locations are
processed by different weights, which means that the model does not naturally generalise. For example, if the training data contains many examples
of a tennis ball located in the left-hand side of the image, a tennis ball on
the right-hand side of the image would be unknown to the MLP.
Spatial convolutional layers [56] overcome the aforementioned weaknesses of
fully-connected layers by incorporating a structural prior specific to image data.
Rather than connecting every input neuron to every output neuron (dense connections), a convolutional layer only connects neurons in a small spatial neighbourhood (local connections). A block of weights for local connections is called
a convolution kernel, and is applied at every input location in a sliding window
fashion (see Figure 2.12). Hence the output will also be an image, with each pixel
containing the output value for a different spatial location.
If X is the 2D image input to a 3 × 3 convolution operation with kernel weights

W , then the output Y is calculated according to Equation 2.10. An asterisk (∗) is
often used to denote the convolution operation for any kernel size in convenient
shorthand, as in Y = X ∗ W .
Yi,j =

∑

Xi+m,j+n W2+m,2+n

(2.10)

m,n∈{−1,0,1}

More generally, each image in a convolutional neural network can have multiple channels. For example, the input data for the first convolutional layer in a
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model usually has three channels: one each for the red, green, and blue colour
components of the pixels. Intermediate layers are typically assigned more channels, which implicitly learn to represent features like edges, textures, and objectness as training progresses. The activations of convolutional layers are sometimes referred to as feature maps for this reason. The approach of training kernels
to learn features implicitly from the data is a departure from traditional computer vision techniques that utilise hand-crafted features [64, 18]. At the expense
of a greater reliance on large datasets, convolutional neural networks are able to
automatically discover meaningful features that may be overlooked in a manual
feature engineering process.
Convolutional neural networks (ConvNets) can vary greatly in architecture.
However, some characteristics have become typical amongst modern ConvNet
designs. It is common practice to:
• Use convolution kernels which operate on a 3 × 3 neighbourhood of pixels.
This provides the convolutional layer with contextual information from
adjacent pixels without introducing a large number of densely connected
parameters.
• Use ReLU as the activation function after each convolutional layer. There
are many other activation functions which yield similar empirical results,
but ReLU is simple to reason about and efficient to compute.
• Downsample spatial activations at certain points in the architecture so that
the image size is reduced in later layers. This aggregates spatial information such that subsequent convolutions can operate at a different effective
scale.
• Increase the number of channels as the image gets smaller such that more
high-level features can be represented closer to the output.

2.5.3.1 Receptive field and downsampling
Using a small convolutional kernel on a large image gives the model a very
narrow, “zoomed-in” view of the subject matter. This is useful for finding lowlevel features like corners and edges, but is not so useful for associating features
at a higher level of abstraction.
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(a) conv3×3 → conv3×3 → conv3×3

(b) downsample → conv3×3

Figure 2.13: The effect of downsampling on receptive field size. Output activations
(purple) are only influenced by preceding activations within the receptive
field (blue). Receptive field size grows by a constant amount per convolutional layer, but downsampling acts as a size multiplier. It is easiest to
interpret these diagrams from output to input (right-to-left).

Each intermediate activation in a convolutional network is derived from a
subset of pixels in the input image. The size of this subset is called the receptive
field size, and specifies how close together pixels must be for correlations to be
drawn between them.
The receptive field grows very slowly when stacking 3 × 3 convolutional layers,
as illustrated in Figure 2.13a. In order for the receptive field size at the model
output to cover the entirety of the image, the number of convolutional layers in
the network must be proportional to the input image size. Such a model requires
a very large amount of memory to train and use.
A more efficient way to increase receptive field size is to shrink the spatial
extent of activations. Introducing a downsampling operation multiplicatively increases the receptive field size for subsequent convolutional layer activations, as
illustrated in Figure 2.13b. Therefore downsampling provides a convenient way
to learn features which cover a large region in the input image.
There are multiple operations which have the effect of downsampling spatial
activations, the most common of which are strided convolutions and pooling
layers. Strided convolutions are convolutions where the kernel is slid over the
image with a step size greater than one pixel. For example, a stride of two skips
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Figure 2.14: A convolution with a 3 × 3 kernel dilated by a factor of 2 covers a 7 × 7 pixel
region of the input.

every second kernel position, resulting in an output image that is half the size of
the input. Pooling layers are similar to strided convolutional layers, but have no
learnable parameters. Rather, the kernel has a fixed operation such as taking the
maximum value of all input pixels (max pooling) or taking the average (average
pooling).

2.5.3.2 Dilated convolutions
Dilated convolutions [131] provide a mechanism for increasing receptive field
size without reducing image size. This can be useful in applications such as
semantic segmentation where the final output of the model is also an image.
Dilated convolutions “explode” the convolutional kernel so that it covers a
wider area with the same number of weights (Figure 2.14). The dilation factor
corresponds to the distance between kernel weights as they are applied to the
input, and controls how much area the kernel covers. By this definition, a regular,
non-dilated convolution has a dilation factor of 1.

2.5.3.3 Milestone ConvNet architectures
Many innovations in deep convolutional neural network architecture design
came about as a result of the ImageNet [20] image classification challenge, ILSVRC. ImageNet contains 1.2 million photographs of everyday objects and animals, each of which is labelled as belonging to one of 1,000 possible classes. At the
time of its release, ImageNet differed from existing public image classification
datasets in terms of sheer size, reflecting the burgeoning trend of “Big Data”.
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Figure 2.15: Example architecture for a traditional ConvNet classifier.

This section reviews influential ConvNets which held past state-of-the-art ImageNet results, and recounts how model architecture depth has increased over
the years.
The traditional structure of a ConvNet image classification model is shown
in Figure 2.15. Convolutional layers perform the majority of the computation,
reducing the input image into a set of low-resolution feature maps representing
high-level features. The feature maps are then flattened into vectors, and one
or more fully-connected layers map the features into class scores. Finally, the
class predictions are normalised into probability masses using the softmax function. AlexNet [51], VGG [102], and ResNet [35] are prominent ImageNet winners
which adhere to this overall ConvNet structure.

alexnet (2012)

AlexNet [51] was a breakthrough model which positioned

deep ConvNets as leading image classification models. It achieved a top-5 test
set error rate which surpassed the performance of all other contenders in the
ILSVRC-2012 competition by over 11 percentage points. AlexNet provided compelling empirical evidence for the superior representational power of ConvNets,
and quickly became an important reference point for subsequent computer vision model designs. The first column of Table 2.1 summarises key layers in the
AlexNet architecture.
AlexNet popularised many important trends in deep learning that are still
commonplace today, including the use of ReLU activation functions, training
on GPU devices, and a regularisation technique called “dropout” (Section 2.7.3
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AlexNet [51]
VGG-11 [102]
VGG-19 [102]
8 weight layers
11 weight layers
19 weight layers
60M parameters
133M parameters 144M parameters
Input size: 3 × 224 × 224
conv3-64
conv3-64
conv3-64
Max pool
conv3-128
conv3-128
conv3-128
conv11-64, stride=4
Max pool
conv3-256
conv3-256
conv3-256
conv3-256
conv3-256
conv3-256
Max pool
conv5-192
conv3-512
conv3-512
conv3-512
conv3-512
conv3-512
conv3-512
Max pool
conv3-384
conv3-512
conv3-512
conv3-256
conv3-512
conv3-512
conv3-256
conv3-512
conv3-512
Max pool
FC-4096
FC-4096
FC-1000
Softmax
Table 2.1: Summary of AlexNet and VGG network architectures. Convolutional layers
are denoted “convk-c”, where k is the kernel size and c is the number of
output feature maps. Fully-connected layers are denoted “FC-x”, where x is
the number of output activations.
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describes dropout in more detail). Other techniques described in the paper, such
as local response normalisation and large convolutional kernel sizes, have since
been replaced with better-performing alternatives in subsequent work.

vgg (2014)

VGG [102] increases model capacity by adding more convolu-

tional layers. In contrast to AlexNet, VGG maintains a consistent kernel size of
3 × 3 for all convolutions, relying on multiple stacked layers to achieve equivalent receptive field size. This increases the spatial equivariance of the model, since
large kernel sizes behave similarly to fully-connected layers. Multiple VGG variants are proposed, with the deepest containing 19 weight layers (see Table 2.1). In
addition to being deeper than AlexNet, VGG is also wider, with sets of 512 feature
maps in the later convolutional layers. By achieving new records in ImageNet
evaluation results, VGG demonstrated that increased model capacity through
width and depth leads to tangible performance improvements.

resnet (2015)

Motivated by the performance gains of going deeper with

ConvNet architectures, residual networks (ResNets) [35] were designed to push
the limits of how many convolutional layers could be stacked together. By using
skip connections to bypass convolutional layers, a ResNet with 152 weight layers
was successfully trained to achieve state-of-the-art results on ImageNet at the
time. Skip connections are now used in a wide range of different deep neural
network architectures to facilitate training. Additionally, the ResNet architecture uses batch normalisation [41] to maintain consistent activation distributions
throughout the very deep network. Skip connections and batch normalisation
are discussed in more detail in Section 2.6.

2.5.3.4 Fully convolutional networks
Many established ConvNet classification models like AlexNet and VGG used
fully-connected output layers to form predictions (Figure 2.15). However, as discussed previously, fully-connected layers are often prone to overfitting due to
a lack of equivariance characteristics. Hence this traditional structure of output
layers may have adverse effects with respect to generalisation.
Lin et al. [60] propose an alternative, “fully convolutional” way to structure
ConvNets for classification tasks without requiring fully-connected layers. 1 × 1
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Figure 2.16: Example architecture for a fully convolutional classifier.

convolutions are used to combine features into the desired number of output
classes, and global average pooling is used to find the mean pixel value per
feature map (Figure 2.16). In this arrangement, the feature maps which feed into
the global average pooling can be thought of as per-class confidence maps.
Long et al. [63] utilise fully convolutional networks for semantic segmentation. Since the goal of a semantic segmentation model is to produce segmentation masks, the output layers are designed differently from fully convolutional
classifiers. Convolutions with fractional stride (“up-convolutions”) are used to
upsample the spatial activations, resulting in higher resolution outputs. During
training, these outputs are compared with ground truth segmentation masks to
calculate loss.

2.5.3.5 Volumetric convolutions
Although convolutions have been discussed in the context of two-dimensional
image data, the concepts presented are naturally extensible to three-dimensional
image data (e.g. videos have a time dimension in addition to x and y axes) [45].
For such data the convolutional kernel is three-dimensional and convolves with
three degrees of freedom. One issue with volumetric convolutions (compared
to 2D convolutions) is that the activations tend to be quite large as a result of
the additional dimension. This can lead to models which must sacrifice network
depth (number of layers) and/or width (number of feature maps) to achieve a
reasonable level of memory usage.
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2.6

training deeper networks

When connecting many weighted convolutional and/or fully-connected layers
together, issues related to gradient magnitude can begin to manifest as a result
of the back-propagation algorithm. These issues were originally identified in the
context of recurrent neural networks [6], but also affect deep neural network
architectures.
If the gradients are small, the repeated multiplication of back-propagation
leads to gradients converging on zero. This is known as the vanishing gradient problem. If the gradients are large, the repeated multiplication of backpropagation leads to gradients growing very large. This is known as the exploding
gradient problem.
With carefully generated random initial parameters, small- to medium-size
networks can be trained without encountering vanishing or exploding gradients.
However, for very large networks successful optimisation becomes less likely
and increasingly dependent on the initialisation of the weights.
Batch normalisation [41] and skip connections [35] are two techniques which
aid gradient flow in neural network models. Due to the trend of deeper neural
networks attaining better results, most state-of-the-art deep learning models use
either or both of these techniques to facilitate parameter optimisation.

2.6.1 Batch normalisation

The output activations of some layer ln depend not only on the weights of that
layer, but also the weights of all preceding layers l1 , l2 , . . . , ln−1 . Hence the distribution of activations in deep neural networks can fluctuate greatly as the model
parameters change, hindering the training process. Ioffe and Szegedy [41] refer
to this phenomenon as internal covariate shift, and introduce batch normalisation as
a solution.
Batch normalisation works by using statistics calculated from mini-batches of
data to normalise the values of the activations. This “whitening” of activations
stabilises their distribution across training iterations by decoupling activations
from the shifting and scaling caused by preceding layers.
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Figure 2.17: A residual block with two convolutional layers.

One of the key benefits of using batch normalisation is that it helps prevent
vanishing and exploding gradients:
“Batch Normalization also has a beneficial effect on the gradient flow
through the network, by reducing the dependence of gradients on the
scale of the parameters or of their initial values.”
(Ioffe and Szegedy [41])
Other benefits of batch normalisation include regularisation effects which aid
generalisation, and the ability to use higher learning rates for faster training
convergence.

2.6.2 Skip connections

Whilst attempting to construct extremely deep ConvNets, He et al. [35] observed
that adding more convolutional layers in the same way as VGG can eventually
decrease model performance. The degraded performance was found to be a result of training difficulties rather than overfitting, suggesting problems related to
gradient flow and convergence.
ResNets were developed by He et al. to directly address training issues
through the structure of the model itself. Rather than simply stacking more convolutional layers together in the usual fashion (like VGG, for example), ResNets
are constructed from residual blocks (Figure 2.17). A residual block groups multiple convolutional layers together, and introduces a skip connection2 across them.
The purpose of the skip connection is to bypass the convolutions with a simpler

2 Skip connections are also sometimes referred to as shortcut or residual connections.
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computational path, providing an unobstructed passage for gradients to flow
back along.
When the input and output of a residual block have the same dimensions, the
skip connection can be an identity mapping. When the dimensions do not agree,
a single 1 × 1 convolution is typically used in the shortcut. Activations from the
main convolutional path and the shortcut path are recombined at the output of
each residual block using element-wise addition.
In addition to helping gradient flow, skip connections also result in ensemblelike behaviour. Model ensembling is a general machine learning technique which
improves overall accuracy by combining the predictions of multiple different
models [79]. Using an ensemble often improves test set accuracy, since the weakness of one model on a particular example may be covered by other models. The
skip connections within the ResNet architecture cause the model to behave like
an implicit ensemble, where different paths through the ResNet are considered
as shallower sub-networks [123]. Hence ResNets receive ensemble-like benefits
to prediction accuracy without the need to explicitly train and evaluate multiple
neural networks.

2.7

other regularisation techniques

2.7.1 Data augmentation

A simple way to prevent overfitting is to collect more training data, so that the
model is exposed to a wider variety of examples and is less likely to memorise
specific instances. Whilst this is good in theory, data collection in the real world
is usually time-consuming and expensive, especially when the labels are complex and require manual annotation. An alternative approach to collecting new
examples is to artificially generate variations with simple perturbations.
Data augmentation modifies examples by applying random transformations
to the inputs (and outputs, where appropriate) before each training iteration.
This technique has been used with ConvNets for a long time, and was utilised in
seminal works by LeCun et al. [57] and Krizhevsky et al. [51]. Although convolutional layers are translationally equivariant due to the way that the computation
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is structured, they remain sensitive to other kinds of transformations including
scaling, flipping, and rotation. Data augmentation is a common way of making ConvNet models more robust to such transformations without altering the
architecture itself in any way. Data augmentation is also effective at reducing
overfitting—especially when the transformations are generated randomly during training—as it makes it harder for the model to “memorise” certain inputs.
Common augmentations for image data include randomised rotations, translations, horizontal flipping, scaling, colour jitter, and sub-crops. If the data annotations share a spatial correspondence with example inputs, it is important that the
outputs are also transformed to preserve the integrity of the relationship being
learned. For example, when using data augmentation in the context of semantic
segmentation, the input and output should be rotated, translated, and scaled in
tandem.
Synthesised example variations generated via data augmentation are generally
not as useful as additional real examples sampled from the true data manifold,
as they inherit some properties from the examples that they are derived from (the
texture and form of objects in images, for example). Slight alterations to existing
examples will not yield new examples representative of the variety within the
dataset, and hence data collection is still important. However, assuming that
the initial size of the dataset is reasonable, data augmentation is good way of
improving the ability of a model to generalise to previously unseen examples.

2.7.2

`1 and `2 regularisation

`1 and `2 regularisation are methods which reduce overfitting by discouraging
the model from relying on irrelevant features [75], thus simplifying the model.
These methods work by introducing a penalty term to the loss function based
on the `1 and `2 norm of model parameters respectively. The main practical difference between the two methods is that `1 regularisation promotes sparsity in
the model parameters (which can be useful for interpretability), and `2 regularisation tends to exhibit better empirical performance [80].

`2 regularisation is one of the most common tools used by machine learning
practitioners to combat overfitting. However, neural network models that use
batch normalisation do not receive a regularisation effect from `2 regularisation
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due to the inherent rescaling of activations [53]. Hence the use of `1 /`2 regularisation with batch normalisation is somewhat redundant.

2.7.3 Dropout

Dropout [106] was one of the earliest approaches to address the problem of overfitting for deep neural networks specifically [51]. The core idea of dropout is to
randomly nullify the influence of a fraction of nodes in the network during each
training iteration. This helps to reduce the development of strong dependencies
between neurons, and thus reduce the degree to which overfitting can occur.
One way to reason about dropout is to think of it as creating an ensemble-like
effect within one neural network, where each combination of active nodes is a
different model. Similarly to skip connections, this is a convenient and computationally efficient alternative to training a proper ensemble of separate models.
The regularisation effects of dropout are generally much less noticeable when
used in conjunction with batch normalisation, which itself acts as a regulariser.
For this reason many recently developed neural network architectures omit dropout completely. However, it is still a useful technique to be aware of and can
improve generalisation in some situations.

2.8

summary of supervised learning

Supervised learning is a very general, data-driven approach to solving problems
where the aim is to model a relationship between inputs and outputs. Examples
of such problems include logistic regression, image classification, semantic segmentation, object detection, and language translation.
Supervised learning requires data, a model, and a loss function. Within the
context of deep learning, the model is a deep neural network constructed from
modular layers of neurons. When the data is spatial in nature, as is the case with
images, convolutional layers have a beneficial structural prior which improves
model generalisation. Furthermore, increasing the depth of neural networks increases their overall accuracy in most instances. Hence very deep convolutional
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neural networks are extremely good at modelling a wide range of relationships
based on image data.
Stochastic gradient descent is frequently used to find optimal parameters for
neural network models. Embellishments to the algorithm like momentum and
learning rate schedules help training converge faster by traversing the loss surface quicker. Adaptive variants of SGD are often used since they are easier to
tune, but they do not generally find better minima than vanilla SGD.
After training, the ability of the model to generalise to unseen data may be
evaluated on a held-out test set. If performance on the test set is poor, but training accuracy is high, it is likely that the model has overfit the data. Techniques
such as batch normalisation, `1 and `2 regularisation, and dropout can help reduce overfitting and improve generalisation.
The next three chapters will leverage many of the techniques and algorithms
detailed in this chapter to develop specific instances of convolutional neural networks for solving human-centric computer vision tasks. For the sake of flow and
clarity, we mostly refrain from reintroducing fundamental deep learning concepts which have already been presented. The reader may find it useful to refer
back to the appropriate sections of this chapter when necessary to revise general
deep learning concepts as they are mentioned.
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T W O - D I M E N S I O N A L P O S E E S T I M AT I O N

Two-dimensional human pose estimation is the task of inferring image-space
body joint locations from a photographic input image. It is typical for approximately 16 joints to be considered, which together describe the coarse overall pose
of the subject. An example of such a 2D pose skeleton from the MPII Human
Pose dataset [1] is shown in Figure 3.1.
This chapter presents a probabilistic framework for locating keypoints in
single RGB images, which is a generalisation of the 2D pose estimation problem.
The framework cleanly separates the convolutional layers of the model (which
learn spatial representations of keypoint locations) from the predictor (which
translates spatial probability maps to numerical coordinates). The regularised softargmax predictor is proposed as a novel approach that addresses deficiencies of
existing prediction strategies. At inference time, the soft-argmax predictor works
by using the output spatial activations of the model to calculate a weighted average of likely candidate positions. This differs from the commonly-used argmax
approach, which simply selects the location of highest confidence.
Models trained using regularised soft-argmax were found to consistently regress coordinates more accurately than the alternatives, especially in resource-
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Figure 3.1: An example of a 16-joint 2D pose skeleton.
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limited situations with low-resolution heatmaps. A standard ResNet base model
with regularised soft-argmax prediction was found to achieve 2D pose estimation accuracy competitive with state-of-the-art alternatives, but with much lower
memory requirements and greatly improved inference speed.

contributions
• A general probabilistic framework for coordinate regression tasks is described, which separates the body of the ConvNet from normalisation and
prediction steps.
• Alternative methods of heatmap normalisation are investigated, and softmax is found to work best.
• Regularised soft-argmax is proposed as a novel prediction strategy. It
is demonstrated to outperform the alternatives (heatmap matching with
argmax and fully-connected outputs) for a variety of model architectures.
• Regularised soft-argmax is dropped into an established ResNet architecture to create a 2D human pose estimation model with an excellent
efficiency-accuracy balance.

3.1

related work

3.1.1 Feature engineering

Classic solutions to pose estimation and human detection problems rely heavily
on hand-engineered intermediate feature representations. For example, bottomup approaches with body part detectors [7, 18, 25, 26] typically adhere to the
following overall process:
1. Low-level features are extracted from the image to detect primitive visual
features like edges and corners. Commonly used feature descriptors for
this stage include HOG [18] and SIFT [64].
2. The extracted low-level features are spatially pooled and mapped to intermediate feature vectors. It is desirable for this intermediate representation
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to be simultaneously highly predictive of body part class and robust to
visual distraction factors, including lighting variations and distortion.
3. The features are further processed to confirm the presence of body parts
and assemble the overall pose of the subject. It is during this final stage
that machine learning techniques, such as support vector machines [16] or
random forests [37], may be introduced.
Note that machine learning is not used for the extraction of features from images at either the low-level or intermediate stages. Instead, features are handengineered to be as salient and robust as possible without directly learning from
the data. Although this gives the algorithm designer a lot of control, it is difficult
to be certain that all important image features have been adequately represented.
Feature engineering approaches to pose estimation are varied and Poppe [85]
presents a comprehensive survey of the existing body of work. However, such
techniques are currently inferior to state-of-the-art pose estimation models using
representation learning, and as such feature engineering approaches will not be
further explored in this thesis.

3.1.2 Representation learning

An alternative approach to feature engineering is representation learning, where
salient features are learned from training data. The success of end-to-end models
like AlexNet [51] on image classification tasks provided strong early evidence for
the power of representation learning with ConvNets, and laid the foundations
for researchers to investigate similar models for predicting joint locations [44,
117, 114]. Currently, representation learning with deep ConvNets is the state-ofthe-art approach to human pose estimation.
DeepPose [117] is one of the earliest ConvNet-based models to achieve high
accuracy on the 2D pose estimation task, and helped pioneer the current dominance of deep learning in this area. In order to predict pose joint locations,
DeepPose uses a multi-stage cascade of ConvNets with fully-connected outputs
(Figure 3.2). The first stage of the cascade predicts the absolute coordinates of
the joint locations, and subsequent stages refine the predictions by producing
corrective position residuals relative to the coarser predictions. Refinement is
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Figure 3.2: The cascading architecture of DeepPose. In this diagram, the left wrist joint
location is refined to be more accurate after each stage. Each stage of the
model has independently learnt weights.

Figure 3.3: An example of a spatial heatmap. Left: The input image with overlaid pose.
Right: A heatmap for the left ankle location.

achieved by cropping the image around the predicted joint location and running
a learnt displacement regressor on the sub-image. The authors argue that the
cascading arrangement enables more accurate predictions, since later stages of
the model are able to analyse joint locations in greater detail.
Shortly after DeepPose was published, Tompson et al. [114] proposed a fully
convolutional network which produces a location heatmap for each joint. Heatmaps are spatial confidence maps indicating the likely joint locations with high
pixel values, an example of which is shown in Figure 3.3. The ConvNet model is
trained by minimising the error between predicted heatmaps and ground truth
synthetic heatmaps. At inference time, an argmax operation is used to select the
location of the highest-valued pixel in the predicted heatmap as the joint location. For a more thorough explanation of heatmap matching, see Section 3.2.2.2.
This approach yields better results than fully-connected outputs, and heatmap
matching has since become an extremely common prediction strategy amongst
human pose estimation models.
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Figure 3.4: High-level view of the stacked hourglass network architecture.

Follow-up work by Tompson et al. [115] extends their original heatmap matching model to include a “position refinement” model for predicting joint offsets
from coarse estimates. Like the refinement process in DeepPose [117], displacements are inferred from image crops centred about coarse predicted joint locations. However, unlike DeepPose, predictions for both the coarse and refined
predictions are made using fully convolutional model architectures which output heatmaps.
Wei et al. [125] introduce Convolutional Pose Machines (CPMs), which are able
to use learnt relationships between body parts to help resolve ambiguity from
local visual cues. Each stage of a CPM model produces joint heatmaps which
cover the full spatial extent of the input image. Rather than refining predictions
by taking hard crops of the image based on coarse predictions, stages after the
first accept both image features and the previous heatmap predictions as input,
giving the model an iterative processing structure which does not discard information. An advantage of this approach over earlier work is that global image
features remain accessible to the neural network layer throughout the model,
providing a greater amount of contextual information. This benefit is reflected
in improved benchmark accuracy results.
Rafi et al. [88] address 2D human pose estimation with an emphasis on low
memory usage and computational efficiency. In order to achieve this, the authors choose to forgo using multiple refinement stages in their model architecture. A degree of robustness to image scale variation is achieved by explicitly
training two branches of the network with full and half-resolution input data.
Their model has a lower overall accuracy than CPMs, but demonstrates that it is
still possible to achieve reasonable results without using an iterative architecture
to refine predictions.
The stacked hourglass architecture proposed by Newell et al. [74] is a state-ofthe-art heatmap matching architecture which underpins multiple models with
leading results on public 2D human pose estimation benchmarks [11, 14, 15, 129].
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Each “hourglass” in a stacked hourglass network is a fully convolutional stage
which uses the first half of its layers to downsample intermediate activations,
and the second half to upsample back to the initial spatial resolution. By stacking
multiple hourglasses together (Figure 3.4), the model is able to process data in
a repeated bottom-up, top-down fashion, achieving iterative processing in the
style of CPMs. Skip layers are used extensively throughout the architecture, both
within and across individual hourglasses, which makes the model easier to train
with back-propagation.
Yang et al. [129] extend the stacked hourglass architecture by introducing Pyramid Residual Modules (PRMs). The purpose of a PRM is to learn convolutional
kernels at different scales, which in turn promote robustness to the size variation of visual features in the input image. PRMs achieve this aim through the
use of multiple parallel branches, each of which performs convolutions at a different scale. This technique is shown to be effective at improving the accuracy of
predictions, at the expense of a higher computational cost.
Bulat and Tzimiropoulos [9] use a model consisting of two connected convolutional sub-networks, which act similarly to a two-stage CPM. However, the
model uses a very deep initial part detection sub-network based on the ResNet152 architecture which places a lot of emphasis on forming good coarse predictions. A single hourglass stage is used to form the subsequent regression
sub-network which refines part predictions. Although not quite as accurate as
stacked hourglass networks (even without PRMs), this work demonstrates that
the established ResNet architecture can be adapted to 2D pose estimation effectively.

proposed approach

All but one of the representation learning approaches

discussed in the related work use heatmap matching with argmax to output
numerical coordinate predictions for joint locations. Despite the overwhelming
popularity of heatmap matching, the now outdated fully-connected approach of
DeepPose has some desirable properties which are lost when using pixel-wise
argmax predictions. Firstly, unlike fully-connected outputs, the precision of predictions from argmax is limited by the resolution of the heatmap, thus limiting
the potential for developing smaller, memory-efficient models. Secondly, backpropagation is not possible directly from the numerical coordinates since argmax
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is non-differentiable, which limits possible loss functions and other architectural
options. These drawbacks are not inherent to predicting heatmaps, but are rather
the result of selecting argmax as the method for mapping heatmaps to numerical
coordinates.
In contrast to these existing approaches, regularised soft-argmax is introduced
as a replacement for argmax prediction. This technique is shown to exceed the accuracy of the argmax-based approach whilst maintaining the high precision and
differentiability of fully-connected outputs. Importantly, it is found that regularised soft-argmax enables the implementation of a much more computationally
and memory efficient model than leading alternatives [88, 125, 9, 74, 129] whilst
maintaining highly competitive benchmark dataset accuracy.

3.2

a general framework for coordinate regression

In this section a general probabilistic framework is proposed for adapting ConvNets to a broad class of problems referred to as coordinate regression problems.
This framework is compatible with approaches from existing literature, but also
highlights new opportunities for improvement. From this framework a novel,
efficient, and accurate model is developed for 2D pose estimation.
Coordinate regression is the general task of learning a mapping from 2D input
images to numerical image-space coordinates indicating the location for a particular point of interest. Points of interest may correspond to discrete, tangible
objects or logical object parts. Pose estimation can be thought of as a multi-task
coordinate regression problem, where mappings are learnt from input images to
numerical coordinates for each pose joint location. It is “multi-task” in the sense
that a single backbone model is used to locate multiple joints. The joint locations
are not estimated separately using different models, as this would prevent the
sharing of learnt representations between joints and restrict the ability to learn
spatial relationships between joints.
Deep convolutional neural networks are very good at learning image features
which are highly discriminative, whilst still being able to generalise well to previously unseen examples. This makes ConvNets an attractive option for coordinate
regression tasks, where descriptive features are instrumental to correctly locating points of interest. However, the activations within a ConvNet are spatial
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Figure 3.5: A general framework for coordinate regression with ConvNets.

feature maps, whereas the desired output for 2D coordinate regression is a pair
of numerical coordinates, ( x, y). It is therefore necessary to introduce additional
operations beyond those that comprise a typical ConvNet in order to enable
coordinate prediction.
An overview of the proposed framework for coordinate regression using ConvNets is shown in Figure 3.5. The three main components of the framework are
the ConvNet (for representation learning), the normaliser, and the predictor.
1. ConvNet: The input image passes through a fully convolutional network
which is responsible for learning important features from the dataset. An
unnormalised heatmap is produced, which indicates the estimated location
of the object of interest in a spatial format.
2. Normaliser: The heatmap is normalised to create a probability mass map
(PMM). The normaliser ensures that the PMM sums to one and contains
no negative values—two requisite properties for valid probability distributions.
3. Predictor: Finally, the PMM passes through a predictor which converts the
spatial representation of location into a pair of numerical coordinates. The
overall coordinate regression model is considered to not be end-to-end differentiable if the predictor is non-differentiable, since in such a situation
it is not possible to calculate the derivative of the predicted numerical coordinates with respect to the input image.
This framework gives rise to many open questions. How should the heatmap
be normalised? Which prediction function should be used to extract numerical
coordinates from the PMM? What is the best way to calculate and apply losses
during training? The available options when answering each of these questions
will now be explored, and concrete solutions recommended for effective implementation of coordinate regression models.
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Name

Rectification

PCKh

Exponential
Absolute value
ReLU
Sigmoid

Λ( x )
Λ( x )
Λ( x )
Λ( x )

86.81%
86.48%
86.69%
86.71%

= exp( x )
= |x|
= max(0, x )
= σ( x ) = (1 + exp(− x ))−1

Table 3.1: Rectification functions and their corresponding percentage of correct keypoints (PCKh) for 2D pose estimation.

3.2.1 Probability mass maps and normalisation

Let X and Y be random variables corresponding to the x- and y-coordinates of
the predicted location. The bivariate probability mass function Pr( X = x, Y = y)
describes the likelihood of the point of interest being at a particular discrete
location, as estimated by the model. This function is manifested as a probability
mass map (PMM), which is a matrix Ĥ where Ĥi,j = Pr( X = j, Y = i ).
A typical fully convolutional ConvNet architecture is capable of producing an
unnormalised heatmap, H, which is simply a single-channel feature map. The
individual elements of such a heatmap can take arbitrary values, and therefore
a normalisation function is required to derive a well-formed PMM. The purpose
of normalisation is to guarantee that the PMM contains only non-negative values
( Ĥi,j ≥ 0), and that all elements sum to one (∑i,j Ĥi,j = 1). All locations beyond
the extent of the heatmap are implicitly assigned zero probability—it is assumed
that the keypoint will always be located within the image bounds.
Let Φ denote a normalisation function such that Ĥ = Φ(H ). Here normΛ( Hij )
, where
alisation functions are assumed to have the form Φ(H )ij =
|Λ(H )|1
Λ : R 7→ R≥0 is an element-wise rectification function. In other words, normalisation is treated as rectification followed by division by the `1 norm, which will
necessarily ensure that elements of the resulting matrix are non-negative (due
to rectification) and sum to one (due to `1 normalisation). This leaves only one
decision: selecting a rectification function, Λ.
Table 3.1 shows human pose estimation accuracy measurements observed on
the MPII Human Pose dataset using four different rectification functions. ResNetbased models were used for these experiments, and it is assumed that the relative
performance of rectification functions does not rely heavily on the specific model
architecture. Although the type of rectification was found to not have a particu-
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larly large impact on results, the experimental results indicate that exponential
rectification works best. It is interesting to note that when using exponential
rectification, the normalisation function Φ is equivalent to the softmax function:
Φexp (H )ij =

=

Λ( Hij )
|Λ(H )|1

exp( Hij )
∑k,l exp( Hkl )

= softmax(H )ij

Recommendation: Use the softmax function to normalise heatmaps.

3.2.2 Predictors

Ultimately the aim of a coordinate regression model is to produce numerical coordinate values, but thus far only spatial representations of keypoints have been
considered. Within the general coordinate regression framework, it is the job of
the predictor to convert a PMM to a concrete ( x, y) coordinate pair indicating a
likely location for the point of interest.

3.2.2.1 Fully-connected predictor
A straightforward approach to coordinate prediction is to append one or more
fully-connected output layers to the model after the convolutional layers [44,
117]. The idea behind using fully-connected layers is that during training the
dense connections at the output can learn to map spatial activations to numerical
coordinates. This configuration permits complete end-to-end training using a
regression loss like mean squared error or `2 loss to minimise the difference
between predicted and ground truth coordinates.
Fully-connected layers are flexible due to their many trainable weights, and
can be used directly on multi-channel feature maps without normalisation to
simplify the network architecture. Figure 3.6 illustrates a pose estimation model
using fully-connected output without intermediate heatmaps or PMMs. Alternatively, the dense connections may be positioned in a model such that they take
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Figure 3.6: Overview of a model with fully-connected coordinate prediction. The
densely-connected output layers learn to transform feature maps into numerical joint locations. The red arrows indicate that gradients flow back from the
numerical coordinates.
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Figure 3.7: Overview of a heatmap matching model with argmax prediction. Loss is
applied to the heatmaps since gradients cannot flow through the argmax
operation.

PMMs as input, which conforms to the proposed coordinate regression framework.
An unfortunate disadvantage of introducing fully-connected layers into a ConvNet architecture is that the overall spatial generalisation capabilities of the
model are diminished. Unlike convolutional layers, fully-connected layers do
not perform locally-connected computation. This lack of spatial equivariance
will most obviously manifest as poor predictions for uncommon locations in
the dataset. For example, locating the face of a person doing a hand-stand may
be difficult for such a model to identify. Since “face at the bottom of the image” activates a different set of neurons to “face at the top of the image”, the
fully-connected layers require the training set to contain an adequate number of
examples for that particular face location in order to predict correctly at inference
time.

3.2.2.2 Argmax predictor
Another coordinate output strategy is heatmap matching, where loss is applied
directly to the heatmap/PMM (Figure 3.7). During training, synthetic target heatmaps are generated by rendering 2D spherical Gaussians mean-centred at the
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Figure 3.8: A synthetic 64 × 64 pixel heatmap generated for a joint located at (10, 20).

ground truth target location (Figure 3.8). A mean squared error (MSE) loss is
calculated between the actual and expected PMMs, which is back-propagated
through the network to update network parameters. As training progresses, the
model outputs begin to resemble confidence maps indicating the locations of
joints with high intensity pixel values. Many existing works omit normalisation
and apply loss directly to unnormalised heatmaps. However, to simplify discourse, the configuration in Figure 3.7 is assumed, where loss is applied to the
post-normalisation PMM, Ĥ.
Let µ be the ground truth location of the joint, and let σ 2 be the desired covariance matrix of the target Gaussian. Equation 3.1 describes the heatmap matching
loss function. Here pmf(·) is used to denote accumulating and discretising the
per-pixel probability mass of a distribution.

L HM = Ĥ − pmf(N (µ, σ 2 ))

2
2

(3.1)

At inference time, PMMs are converted into numerical coordinates by way of
the argmax operation. That is, the predicted location of the joint is taken to be
the location of the highest-valued pixel, as per Equation 3.2. From a statistical
standpoint, this is equivalent to taking the mode of the bivariate probability mass
function represented by Ĥ.
µ̄ = argmax Ĥi,j

(3.2)

( j,i )

As an extension to the argmax predictor, some systems also consider pixels
neighbouring the highest value in order to apply sub-pixel adjustments. For example, Newell et al. [74] increase precision by shifting the predicted location

1
4

pixel in the direction of the highest valued neighbouring pixel. Although this
trick improves precision, the amount of quantisation present in predicted coordinates remains tied to the resolution of the heatmap.
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Predicted
location
Soft-argmax

PMM

Normaliser

Heatmap

ConvNet

Input image

(x,y)

Figure 3.9: Overview of a model with soft-argmax coordinate prediction. The inclusion
of soft-argmax permits gradients to flow back all the way from the predicted
location.

Heatmap matching does not suffer from the same generalisation problems as
fully-connected outputs, since the heatmaps are produced by fully convolutional
networks with inherent spatial equivariance. Furthermore, heatmap matching
approaches exhibit better empirical results on benchmark datasets for 2D pose
estimation than fully-connected approaches (except for very low heatmap resolutions).
However, heatmap matching does have its own disadvantages. Firstly, the precision of the output is coupled with the heatmap size, leading to quantisation errors in predicted coordinates for low-resolution heatmaps. Secondly, the model is
no longer end-to-end differentiable in the sense that a gradient cannot be passed
back through the argmax operation. This makes it difficult to extend the model
to situations where predicted locations are treated as intermediate values, such
as within spatial transformer networks [43].

3.2.2.3 Soft-argmax predictor
To overcome the shortcomings of using heatmap matching with an argmax predictor, the differentiable spatial to numerical transform (DSNT) [76] was developed
as a drop-in replacement for argmax. In parallel to this work, the same approach
was independently discovered by Luvizon et al. [66] under the more descriptive
name of soft-argmax.
The idea behind soft-argmax is very straightforward to grasp within the probabilistic framework for coordinate regression (Figure 3.9). As previously discussed, argmax estimates locations by finding the statistical mode of Ĥ. In
contrast, soft-argmax is defined as an operation which calculates the expectation/mean (Equation 3.3).
 
µ̄ = E Ĥ

(3.3)
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Figure 3.10: An instance where argmax predictions worsen despite heatmap matching
loss improving.

There are two important key differences between using a predictor which calculates the mode (argmax) and the mean (soft-argmax). Firstly, calculating the
mean is a differentiable operation, allowing the model to be end-to-end differentiable. Secondly, a mean value can have arbitrary precision, whereas the mode
cannot.
Since soft-argmax is differentiable, gradients can now flow back all the way
from location predictions. As a result, loss can be applied directly to the coordinates, similarly to fully-connected outputs (Equation 3.4). This means that the
heatmaps are learnt implicitly without direct supervision, giving the model the
freedom to represent confidences using arbitrarily shaped distributions.

L`2 = |µ̄ − µ|2

(3.4)

Using the `2 coordinate loss function has the further advantage of directly optimising the metric of interest—the distance between the predicted and actual
locations. Contrast this with the MSE loss used in heatmap matching, which
optimises the pixel-wise similarity between the output and a synthetic heatmap
rendered from ground truth locations. The pixel-wise MSE loss is an indirect
proxy for the metric that we actually care about. During training, the model is
completely ignorant of the fact that coordinate predictions are based solely on
the brightest heatmap pixel. Put another way, despite the Euclidean loss having
a global minimum when the MSE loss is zero, it isn’t guaranteed that an optimisation step which improves MSE loss will actually improve the accuracy of
predicted coordinates.
Figure 3.10 illustrates an example situation where improving the MSE loss degrades the predictive accuracy of the model rather than enhancing it. In this
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Fully differentiable
Spatially generalisable
No parameters
Good for high-res output
Good for low-res output
Direct coordinate loss

Fullyconnected
3
7
7
7
3
3

Argmax
7
3
3
3
7
7

Soft-argmax
(ours)
3
3
3
3
3
3

Table 3.2: Summary of desirable properties for each type of predictor.

case it is evident that the output with a single pixel at the correct location
has worse MSE but better location prediction than an well-matching heatmap
with the brightest pixel placed incorrectly. Hence pixel-wise MSE is an imperfect
proxy for keypoint prediction accuracy, unlike `2 coordinate loss.
Comparison of predictors
Table 3.2 summarises key properties for each type of predictor. Fully-connected
output is differentiable, but performs much worse in practice than argmax with
heatmap matching. The main weaknesses of argmax are the lack of differentiability and poor performance on low-resolution heatmaps due to quantisation effects. Soft-argmax addresses these weaknesses—and is more accurate than fullyconnected outputs—but does not always achieve the same practical results as
argmax. For example, an 8-stack stacked hourglass model trained using argmax
with heatmap matching is 1.5% more accurate than an equivalent model trained
using soft-argmax with `2 coordinate loss. More thorough quantitative experimental results are presented later in Section 3.3.4. It is posited that the strong
gradient signal provided by the pixel-wise loss of heatmap matching is responsible for this gap in performance. To further explore this idea, pixel-wise loss will
now be introduced alongside soft-argmax as an additional regularisation term.
Recommendation: Use soft-argmax for predicting numerical coordinates from
PMMs. It is fully differentiable and capable of good accuracy at both high and
low heatmap resolutions.
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(a)

(b)

Figure 3.11: Heatmaps generated by models trained using soft-argmax with (a) `2 loss
only, and (b) `2 loss with Jensen-Shannon divergence regularisation.

3.2.3 Regularised soft-argmax

There are many possible heatmaps which minimise the `2 soft-argmax loss from
Equation 3.4 equally well. Factors such as the “spread” or “shape” of the heatmap do not affect the loss, provided that the expected value remains unchanged.
Initially this might seem beneficial, as the model is free to represent heatmaps
in whichever way facilitates more accurate predictions. However, in practice the
lack of pixel-wise supervision results in weaker gradients which do not support
training particularly well and can ultimately hinder test-set performance. Furthermore, the `2 loss alone does not result in visually coherent heatmaps, as is
shown in Figure 3.11a.
The strengths of heatmap matching and soft-argmax can be combined by introducing a regularisation term, Lreg , to the soft-argmax loss function which
explicitly guides the form of predicted heatmaps. A regularisation coefficient,
λ, controls the strength of the regularisation relative to the `2 soft-argmax loss
(Equation 3.5).

L = L`2 + λLreg

(3.5)

The guidance provided by a pixel-wise regularisation term can dramatically
improve the visual coherence of predicted heatmaps, as exemplified by Figure 3.11b. It will later be demonstrated in the experimental results that introducing such a regularisation term also significantly improves prediction accuracy.
Consider to the probabilistic interpretation of heatmaps once again. In order
to encourage heatmaps to mimic the shape of a specific probability distribution,
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it is possible to minimise the Jensen-Shannon divergence (JSD) [59] from that
particular distribution1 . As long as the mean of the target distribution matches
the ground truth joint location, minimising such a divergence will not compete
with minimising L`2 . Therefore the two objectives remain complementary and
do not destabilise training.
In accordance with existing work in 2D pose estimation, spherical Gaussians
are used as targets for predicted heatmaps. Equation 3.6 shows the complete
hybrid per-joint loss function, where σ 2 = σt2 I is the variance of the target
Gaussian. It was found that in practice setting λ = 1 and σt = 1 (1 pixel) works
well for 32 × 32 pixel heatmaps.

L = |µ̄ − µ|2 + λ JSD Ĥ k N (µ, σ 2 )



(3.6)

The additional divergence-based loss term helps to make the heatmaps more
coherent and interpretable. For example, Figure 3.11b clearly shows that the
heatmap has a greater spread along the vertical axis, which expresses that in
this particular instance the vertical coordinate is less certain than the horizontal
coordinate. In contrast, soft-argmax without regularisation (Figure 3.11a) makes it
much more difficult to interpret the output of the model. Furthermore, as will be
explored more fully in the experimental results, it is found that the addition of a
JSD regularisation term leads to significantly improved accuracy of predictions.

3.2.3.1 Alternative forms of heatmap regularisation
kullback-leibler divergence

Rather than using Jensen-Shannon diver-

gence specifically, any other f -divergence could be selected instead. This is a
simple matter of replacing JSD with the desired divergence in the loss formula.
For example, using Kullback-Leibler (KL) divergence yields the loss term shown
in Equation 3.7.

LKL = KL Ĥ k N (µ, σ 2 )
variance regularisation



(3.7)

The divergence-based loss terms described

thus far control everything about the distribution of values in a heatmap. An
alternative approach is to constrain the variance without prescribing a particular
“shape” for the distribution. The calculated variance (Equation 3.8) represents
1 See Listing A.2 for a differentiable PyTorch implementation of JSD.
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Table 3.3: Pose estimation results for different regularisation terms, using a ResNet34@28px model.

Regularization

λ

Validation PCKh
σt = 1
σt = 2

None
Variance
Kullback-Leibler
Jensen-Shannon

N/A
100
1
1

86.86%
84.58% 85.88%
84.67% 84.15%
87.59% 86.71%

the “spread” of values in the heatmap, which is analogous to the size of the
synthetic 2D Gaussian drawn in the heatmap matching approach.
Var[ x ] = E[( x − E[ x ])2 ]

=

∑ Ĥy,x (x − µ̄x )

(3.8)
2

x,y

Var[y] =

∑ Ĥy,x (y − µ̄y )2
x,y

Using the variance calculation, a variance regularisation term can be defined
(Equation 3.9). The desired “spread” of the learned heatmaps is controlled by a
hyperparameter, the target variance, σt2 . Note that this regularisation term does
not directly constrain the shape of learned heatmaps.

Lvar (Ẑ ) = (Var[ x ] − σt2 )2 + (Var[y] − σt2 )2

(3.9)

3.2.3.2 Comparison of regularisation strategies
In order to determine the best performing regularisation term, a series of experiments were conducted on the MPII human pose dataset with a ResNet-based
model. The pose estimation results in Table 3.3 indicate that JSD regularisation
achieves the highest accuracy of all tested regularisation strategies.
The sample heatmap images shown in Figure 3.12 illustrate how dramatically the choice of regularisation term can change the appearance of heatmaps.
For example, distribution regularisation (using either KL or JS divergence) very
effectively encourages the production of distinctly Gaussian-shaped blobs. In
contrast, variance regularisation with σt = 2 results in an interesting (though not
particularly desirable) strategy of splitting the heatmap into four blobs around
the joint.
For visually unambiguous joints, such as those in Figure 3.12, regularisation
with KL and JS divergence resulted in very similar-looking heatmaps. However,
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Wrist heatmaps
σt = 1
σt = 2

JS reg.

KL reg.

Variance reg.

No reg.

Predicted pose
(for σt = 1)

Figure 3.12: Heatmap appearance for models trained with different regularisation terms
(red = right wrist, blue = left wrist).
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(a) Input image

(b) JSD heatmap

(c) KLD heatmap

Figure 3.13: Comparison between the KLD and JSD regularisation strategies for an occluded left wrist joint. The model trained with JSD regularisation exhibits
greater probability spread along the primary direction of uncertainty.
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Figure 3.14: Varying the Gaussian size and regularisation strength for JSD regularisation.

the experimental results indicated that models trained with JS regularisation
were noticeably more accurate. In order to understand why this is the case, it is
important to consider the key difference between the two kinds of divergences.
KL divergence is asymmetrical, imposing infinite loss when the approximate distribution assigns non-zero probability mass where the true distribution is zero
(but not vice versa). This means that, when using KL divergence, the model is
very heavily penalised for expressing low-confidence, “spread-out” heatmaps
with wider support than the target Gaussian. In contrast JS divergence is symmetrical, and does not tend to infinity for valid, finite probability distributions.
The effect of this difference becomes clearer when considering ambiguous joint
locations, such as when occlusion occurs (Figure 3.13). A model trained with JSD
regularisation expresses uncertainty relatively intuitively (Figure 3.13b), whereas
with KLD regularisation the heatmap tends to retain a spherical Gaussian shape
(Figure 3.13c). Empirical accuracy metrics shown in Table 3.3 suggest that the
strict behaviour of KL divergence with respect to uncertainty is detrimental to
performance in practice.
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Further experiments were conducted to determine the optimal regularisation
hyperparameters for JSD regularisation (Figure 3.14). The accuracy of the model
was found to be quite robust with respect to the regularisation strength, λ. In
terms of the target Gaussian standard deviation, σt , values in the range of half a
pixel to one pixel were found to work well.
Recommendation: Use a loss function which includes pixel-wise JensenShannon divergence between the PMM and an ideal Gaussian in addition
to the soft-argmax `2 loss term.

3.3

experiments

Empirical results on held-out validation/test sets are ubiquitous for evaluating
the merits of a machine learning model. Such experiments simultaneously test
the ability of the model to fit the data manifold and the ability of the model
to generalise to previously unseen examples. Furthermore, by using the same
dataset as existing works it becomes very easy to quickly contrast performance
with established solutions. The MPII Human Pose dataset [1] is very prominent
in the field of 2D human pose estimation, and has become a standard benchmark
for comparing approaches. This being the case, accuracy on the MPII dataset was
used both as a means of guiding exploration and a way of verifying the relative
merits of pose estimation models.
Two splits of the dataset were withheld from training for evaluation purposes:
the validation set and the test set. Evaluation on the validation set was used to
make important algorithmic decisions in shaping the proposed approach, such
as the formulation of soft-argmax regularisation and the heatmap normalisation method. The validation set was also used for comprehensive comparisons
between established and proposed prediction strategies. The test set was used to
obtain final performance metrics which place a novel model using regularised
soft-argmax amongst existing models, since the ground truth annotations for this
portion of the dataset are not publicly available (so manipulation of results is not
possible).
In addition to standard performance metrics, the computational efficiency of
2D pose estimation models is also a concern. Experiments were conducted to find
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Figure 3.15: A selection of example inputs from the MPII Human Pose dataset.

the point at which increasing model depth and heatmap resolution approaches
diminishing returns in accuracy. This methodology revealed a model architecture which performs inference significantly faster (and with lower memory requirements) than state-of-the-art alternatives, with only modest concessions to
accuracy.

3.3.1 Dataset

MPII Human Pose [1] is currently the de facto benchmark dataset for 2D pose
estimation. The input data consists of 24,984 still frames from YouTube videos
depicting human subjects. The images exhibit a high degree of variability in
terms of backgrounds, poses, clothing, body proportions, subject appearance,
and camera quality. That is, the images are representative of the kind of varied
data one might expect to encounter “in the wild”. A single image may contain multiple people of interest which are considered to be separate example
instances, bringing the number of examples to a total count of 40,614. Every example is labelled with an approximate centre and scale for the subject, which
enables person-centric cropping to be performed. Figure 3.15 depicts a subset of
cropped examples which are typical of the dataset.
In-the-wild image data, such as that provided by MPII, introduces an interesting series of challenges beyond those which one would expect for data collected in a tightly controlled laboratory environment. Firstly, occlusion is relatively
frequent, either as a result of other people/objects or overlapping joints (selfocclusion). Secondly, many of the images originate from low-quality video, so
motion blur and other forms of distortion are often present. Thirdly, the wide
variety of environments and appearance features make it difficult to employ traditional computer vision techniques like background subtraction.
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Of the MPII Human Pose examples, 28,883 are supplied with associated 16joint 2D pose skeletons. The remaining 11,731 examples are designated as the
test set, and the ground truth joint positions for these examples have not been
made publicly available. In order to evaluate performance on the test set, predictions must be submitted for independent evaluation via the official MPII Human
Pose website2 . For the purpose of experimentation, the example index lists of
Tompson et al. [115] were adopted in order to divide the non-test examples into
separate train and validation sets. The introduction of a validation set permits
the investigation of techniques and configurations without abusing the test set
evaluation submission system.
The key evaluation metric used with MPII Human Pose data is PCKh (percentage of correct keypoints relative to head size). PCKh is calculated by finding
the percentage of predictions which are closer than half of the head segment
length to the corresponding ground truth joint location. Using a relative distance
threshold provides a degree of invariance to overall pose scale and orientation.
When calculating the average total PCKh across joints, the pelvis and thorax
joints are excluded since these tend to have extremely high accuracy due to close
proximity to the given “person centre” annotations.

3.3.1.1 Data augmentation
The accuracy of deep neural networks typically scale accuracy well with the
amount of data that they’re trained on. One way to artificially inflate the effective number of examples in an image-based dataset is by applying random
transformations to the inputs.
For the MPII dataset the same randomised training data augmentation scheme
as Newell et al. [74] is used: horizontal flips, 75%–125% scaling, ±30◦ rotation,
and 60%–140% channel-wise pixel value scaling. The pose skeletons are jointly
transformed with their associated images. Note that vertical flips are not used,
since inverting the ground and the sky alters the structure of the image beyond
what one might expect from regular photographs.

2 http://human-pose.mpi-inf.mpg.de/
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3.3.2 Models

3.3.2.1 Base ConvNet architecture
The experiments were conducted using two different fully convolutional model
architectures for the ConvNet portion of the coordinate regression framework
(Figure 3.5). The first, ResNet [35], is a general convolutional architecture which
has been applied to a variety of different computer vision tasks (but typically
not human pose estimation). The second, stacked hourglass [74], was specifically
designed for 2D human pose estimation by the original authors and is built upon
by many subsequent pose estimation works.
ResNet The ResNet architecture [35] is well-known for performing extremely
well in classification tasks. ImageNet-pretrained ResNet models were converted
into fully convolutional networks by removing the final fully-connected classification layer. Such models produce 7 × 7 pixel spatial activations at the output,
which defines the resolution of the heatmaps. Based on the earlier discussion of
the properties of prediction strategies (Section 3.2.2), it is hypothesised that their
relative performance will vary based on heatmap resolution. For this reason it
is imperative that to have a way of adjusting heatmap resolution during experimentation.
The spatial resolution of heatmaps produced by a ResNet architecture can
be modified by using dilated convolutions [131]. More specifically, the convolution stride is changed from 2 to 1 in one or more downsampling stages, then
dilated convolutions are used in subsequent layers to preserve the receptive field
size. For each downsampling stage modified in this way, the heatmap resolution
increases by a factor of two. Hence the dilation technique allows permits consideration of ResNet models with heatmap resolutions of 7 × 7, 14 × 14, 28 × 28,
and 56 × 56 pixels. PyTorch code implementing the ResNet alteration procedure
is provided in Listing B.1.
Throughout the experiments ResNets of varying depths and heatmap resolutions are considered. In order to distinguish between models, the shorthand
notation ResNet- d @ r px is used to denote a ResNet with d weighted layers
and r × r resolution. For example, ResNet-34@28px denotes a model with 34

weighted layers and 28 × 28 pixel heatmaps.
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Stacked hourglass

The stacked hourglass architecture [74] is currently state-

of-the-art for 2D human pose estimation [11, 14, 15, 129]. The capacity (depth)
of the network may be adjusted by varying the number of hourglass stages in
the network—for further details refer to Section 3.1.2 and the original paper by
Newell et al. [74]. The heatmap resolution for this architecture is always 64 × 64
pixels.

3.3.2.2 Predictor
In addition to varying the ConvNet architecture, each of the different coordinate
prediction strategies described earlier are experimented with. These include wellestablished approaches which are prevalent among related works (i.e. heatmap
matching and fully-connected approaches), the recently proposed soft-argmax
approach, and the enhanced soft-argmax approach which incorporates a pixelwise regularisation term.
Heatmap matching (HM) Heatmaps are matched with synthetic Gaussian targets at training time, and numerical coordinates are estimated with an argmax
predictor at inference time. Heatmaps are not normalised in this configuration.
Fully-connected (FC)

A fully-connected output layer maps PMMs to numerical

coordinates. Softmax normalisation is used to normalise heatmaps into PMMs.
Soft-argmax (SA)

Same as FC, but with soft-argmax instead of the fully-

connected layer.
Soft-argmax with regularisation (SAr) Same as SA, but with a regularisation
loss term applied to PMM pixels. The default method of regularisation used was
Jensen-Shannon divergence with σt = 1 and λ = 1, which was empirically found
to yield the best results.

3.3.3 Training

All experimental code was implemented using the PyTorch deep learning framework [81]. Forward and backward pass calculations for all neural network models were performed on NVIDIA Titan X graphics cards (Maxwell architecture).
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Figure 3.16: Comparison of heatmap resolutions, model depths, and predictors for
ResNet-based [35] models.

Each model was trained for 120 epochs using the RMSProp [113] optimisation algorithm. The initial learning rate was set to 2.5 × 10−4 and permanently
reduced by a factor of 10 at epochs 60 and 90. For the purposes of these experiments an epoch is defined to be one complete pass through the training set. This
choice of optimisation algorithm and learning rate schedule is adopted from the
work of Newell et al. [74].
The ResNet-based models were trained using mini-batches of 32 samples
each, with the exception of highly memory-intensive configurations (e.g. ResNet101@28px). The stacked hourglass models were trained using mini-batches of
6 samples each, in accordance with the implementation by the original authors [73].

3.3.4 Results

In order to compare the different approaches to coordinate regression, a series
of experiments were conducted with a ResNet-34 model (Figure 3.16a). The heatmap matching strategy achieved a very poor PCKh of 44% at 7 × 7 px heatmap
resolution (this data point falls outside the bounds of the graph). As the resolution increases, the performance of heatmap matching improves relative to the
other approaches, which is evidence of the quantisation effects inherent to calculating coordinates via a pixel-wise argmax. From these results it can be inferred
that heatmap matching is not suitable for models which generate low-resolution
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Figure 3.17: Comparison of stack counts and predictors for stacked hourglass [74] models.

heatmaps, whereas soft-argmax is much more robust to heatmap size. This is
in part due to the predictions produced by soft-argmax not having precision
dependent on pixel size. At higher resolutions, the fully-connected approach
performs worse than the alternatives due to poor spatial generalisation.
Pixel-wise Jensen-Shannon loss improves soft-argmax accuracy in all cases except the lowest resolution, where boundary effects come into play (i.e. a 1 pixel
standard deviation Gaussian drawn in a 7 × 7 px image is likely to clip heavily at
the edges, which adversely affects the loss calculation). Fully-connected output
was found to be worse than heatmap matching at higher resolutions, and worse
than soft-argmax in general.
Further experiments with ResNet-based models were conducted to evaluate
the impact that depth (and hence network capacity) has on performance. The
results in Figure 3.16b suggest that higher heatmap resolution is beneficial at
any depth. However, the trade-off is that increasing resolution with dilations has
a large impact on memory consumption and computational cost. For this reason,
ResNet-101@56px could not be trained on the hardware available. PCKh was
found to increase significantly with depth up until ResNet-50, with only a slight
gain observed when increasing the depth even further to ResNet-101.
Considering the results in Figure 3.16a and Figure 3.16b, gains in accuracy
appears to diminish after 50 weighted layers of depth, and to a lesser extent
after 28 × 28 pixels of heatmap resolution. Therefore ResNet-50@28px (SAr) is
proposed as an efficiency-conscious choice of model for 2D pose estimation.
In addition to ResNet, stacked hourglass networks [74] were also trained
within the general coordinate prediction framework to determine whether soft-
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Figure 3.18: Plot of validation accuracy and inference time for various pose estimation
models, closer to the top-left is better. Labels show heatmap resolution (ResNet models) or stack count (hourglass models).

argmax with regularisation can improve the performance of state-of-the-art pose
estimation models. Even though the original stacked hourglass architecture was
developed by the authors with heatmap matching in mind, it was found that
models trained using regularised soft-argmax achieved consistently better results (Figure 3.17). The performance gap between SAr and HM is more significant at fewer hourglass stacks, suggesting that regularised soft-argmax might be
especially beneficial for models with reduced capacity.
Interestingly, soft-argmax (without regularisation) was found to perform better than heatmap matching for the ResNet-based models tested, but not for the
stacked hourglass models. A possible explanation for this outcome is that the performance benefits soft-argmax receives at low heatmap resolutions and model
capacity are less relevant when evaluating with a stacked hourglass architecture,
and so the pixel-wise loss of heatmap matching leads to a more favourable outcome. This explanation is consistent with the observation that SAr outperforms
both alternatives for both model architectures.
Figure 3.18 directly compares stacked hourglass networks trained with heatmap matching and the ResNet-based networks trained with regularised softargmax. Although the 8-stack hourglass network was found to have the highest
overall PCKh, the ResNet-based models were much faster with only modest
concessions in terms of accuracy. For instance, ResNet-50@28px has 8% fewer
parameters, requires less than half of the memory during training, and is over
3× faster at inference than HG8, whilst still achieving ~99% of the PCKh score.
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Figure 3.19: Performance comparison for ResNet-34@28px models with different predictors when training data is limited.
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Figure 3.20: Training memory usage for ResNet models with different heatmap resolutions (batch size 16). Quadratic trendlines are shown to highlight the relationship between resolution and memory.

Another axis for comparison is the sample efficiency of models during training. Good generalisation ability (including spatial generalisation) will manifest
as higher relative accuracy with models optimised using a restricted training set
size. The methodology for these experiments was to train models with a fixed
training set size, then evaluate on the full validation set. Data augmentation
was disabled for this experiment, since applying random transformations can
be conceptualised as artificially increasing the number of examples seen by the
model—a phenomenon which runs counter to deliberately restricting training
set size. Figure 3.19 shows that fully-connected output exhibits very poor generalisation, achieving the extremely low PCKh score of 22% when trained on 1024
samples. In contrast, both soft-argmax and heatmap matching perform much
better with fewer samples, indicating better sample efficiency and generalisation
ability.
Figure 3.20 shows the training memory usage for ResNet-based 2D pose estimation models where resolution is adjusted according to Section 3.3.2.1. Memory
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Method

Head Shoul. Elbow Wrist

Hip

Knee

Ankle Total Time (ms) Memory

Tompson et al. [115]
Rafi et al. [88]
Wei et al. [125]

96.1
97.2

91.9
93.9

83.9
86.4

77.8
81.3

80.9
86.8

72.3
80.6

64.8
73.4

82.0
86.3

97.8

95.0

88.7

84.0

88.4

82.8

79.4

88.5

106.8±0.2

5.70 GiB

97.9

95.1

89.9

85.3

89.4

85.7

81.7

89.7

41.3±0.2

1.40 GiB

98.2

96.3

91.2

87.1

90.1

87.4

83.6

90.9

60.5±0.1

98.5

96.7

92.5

88.7

91.1

88.6

86.0

92.0

194.6±76.8 1.44 GiB

97.8

96.0

90.0

84.3

89.8

85.2

79.7

89.5

18.6±0.5

(convolutional pose machines)

Bulat et al. [9]
Newell et al. [74]
(stacked hourglass)

Yang et al. [129]
(pyramid residual modules)

ResNet-50@28px, SAr
(ours)

27.6±0.1

Table 3.4: MPII Human Pose test set PCKh accuracies and efficiency results. Variation in
inference time was measured using median absolute deviation.

usage was found to increase quadratically with respect to heatmap resolution
regardless of the ResNet depth. This is expected since the number of values
contained within spatial activations for a convolutional layer is calculated as
c × h × w, where h and w are spatial axes. So if the resolution of the heatmap

is to be increased by a factor of k, spatial activations with c × h × w pixels grow
to c × kh × kw pixels, which is a k2 increase. Therefore heatmap resolution is an

important consideration in situations where memory constraints are vital, especially for models with many convolutional layers and/or feature maps.
Based on the favourable balance between accuracy and efficiency exhibited
in earlier experiments, ResNet-50@28px SAr was selected as an exemplar of the
proposed pose estimation techniques. In order to more thoroughly compare this
model with existing works, predictions were submitted for independent evaluation on the held-out MPII Human Pose test set. The results in Table 3.4 show
that the proposed solution, using a much smaller and simpler model (ResNet50), is able to achieve accuracy competitive with more complex models. A consequence of using a smaller model is that ResNet-50@28px completes inference
significantly faster and uses less memory than all other methods shown in the
table. Note that we the running time and memory usage of the other methods
was determined by evaluating implementations made publicly available by the
authors. Any test time data augmentations (e.g. horizontal flips, multi-scale evaluation) were disabled when measuring inference time and memory usage in
order to facilitate more equitable comparisons.

2.70 GiB

1.20 GiB

0.62 GiB
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y

Percentage of predictions
outside the PCKh threshold

x
Figure 3.21: A vector field showing the average offset of mispredictions from ground
truth joint locations for different regions in image space. The colour of each
arrow indicates the percentage of incorrect predictions for the grid cell at its
tail.

Of particular interest is the performance of ResNet-50@28px relative to the
model proposed by Rafi et al. [88], which the authors claim was developed
to exploit “design choices for network architectures with a low memory” and
was trained “using best-practice ingredients for efficient learning”. Like ResNet50@28px model (and unlike the other models in Table 3.4), their architecture does

not use multiple explicit stages or intermediate supervision. ResNet-50@28px,
however, is able predict 2D pose more accurately, faster, and using less memory.
This highlights the potential of regularised soft-argmax as a drop-in approach
for efficient coordinate regression, since the base of the model is a standard ResNet architecture with only minor tweaks to enable dilated convolutions in later
layers.

Spatial analysis of mispredictions
In order to better understand the limitations of predictions generated using softargmax and JSD pixel-wise loss, incorrectly predicted keypoints were analysed.
Mispredictions were gathered by evaluating an 8-stack hourglass SAr model on
the MPII validation set, and selecting all predictions which failed to meet the
minimum PCKh threshold. These predictions were then spatially binned into an
8 × 8 grid according to ground truth joint location.
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Figure 3.21 shows the average residual error of mispredictions for each grid
cell. An overall trend for arrows to point inwards is immediately apparent, indicating a tendency for incorrect predictions to be closer to the centre of the image
than the corresponding true joint location. Furthermore, keypoints located to
the far left and right of the image exhibit a higher misprediction rate than those
closer to the midpoint.
One explanation for this behaviour is the fact that a PMM represents all probability values as pixels within image bounds. Since the soft-argmax prediction
strategy calculates the expected value of coordinates using the entire PMM, nonzero values in the PMM will tend to pull the mean away from the edges of the
image. Hence predictions calculated via soft-argmax are slightly biased towards
the image centre, especially when uncertainty is high.
Another explanation is that examples in the dataset tend to depict subjects
standing in an upright orientation near the middle of the image. Therefore pose
configurations where joints appear at the far left/right of the image are relatively
uncommon, and the model tends to incorrectly estimate them as being in a more
central location. That is, the distribution of joint locations in the dataset likely
introduces a small learnt bias in the model weights. In situations where this
behaviour is undesirable, a possible solution is to employ a more drastic data
augmentation scheme to explicitly reduce bias at the dataset level.

3.4

summary

2D human pose estimation is a notable instance of a broader class of coordinate
regression problems that involve locating points of interest from image data. A
general framework for such coordinate regression tasks was proposed using a
probabilistic interpretation of spatial activation values. Well-established prediction techniques, such as fully-connected outputs and heatmap matching with
argmax can be placed within this framework, and compared to the newer softargmax prediction strategy.
Additionally, a novel addition to the soft-argmax loss function was proposed
which regularises estimated heatmaps to be more coherent and interpretable.
Through experimental evaluation on the MPII Human Pose dataset, it was found
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that soft-argmax with regularisation achieved the most accurate results of all prediction strategies tested, and also worked well for low-resolution heatmaps. The
possibility of low-resolution heatmaps in turn enabled the creation of models
which were highly efficient in terms of both computational cost and memory
usage, whilst retaining competitive benchmark results.
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T H R E E - D I M E N S I O N A L P O S E E S T I M AT I O N

In this chapter a novel approach to monocular 3D pose estimation with deep
convolutional neural networks is proposed by extending the 2D pose estimation
work presented in Chapter 3.
Capturing the three-dimensional locations of a person’s skeletal joints has varied applications spanning multiple disciplines. Human pose data can be leveraged to enhance computer animations by facilitating more realistic, data-driven
interpolation of joint movement between keyframes [87]. Video games and other
virtual simulations can be controlled in more intuitive ways by mapping observed pose to the actions of a virtual avatar [92]. Pose analysis can be used to
better understand the physical rehabilitation of injured patients and people who
suffer from motor disabilities [10]. There are also many potential applications in
the world of sport, where analysis of athletic technique is crucial for improving
competitive performance.
Current standard practice for acquiring the pose of human subjects is to use
specialised equipment, such as wearable motion sensors, depth cameras (e.g. Microsoft Kinect [99]), marker-based motion capture systems (e.g. VICON), or multiple calibrated cameras recording from different angles. Specialised equipment
can be expensive and restrictive, often requiring a specific setup and calibration
to be effective. Recently, much research effort has gone into constructing models
which infer joint locations using only RGB images taken with a standard camera.
Such models can dramatically improve the accessibility and usability of pose
estimation technology.
One approach taken in the existing literature is to use footage from multiple
cameras with different viewpoints to infer 3D pose [29, 84, 91]. There are also
datasets available which fuse multiple camera information with inertial sensor
data [119]. Since the depths of joints are generally most apparent when considering an alternative viewpoint, multi-view methods benefit from being able
to use additional image data to more accurately predict the 3D coordinates of
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joints. However, obtaining footage from multiple viewpoints may not always be
possible—footage from a single camera may need to be analysed retroactively, or
access to and control over the recording environment may be limited. For these
reasons, this thesis will focus on approaches to 3D pose estimation which are
restricted to using footage from a single viewpoint (monocular pose estimation).
Inferring the three-dimensional pose of a human subject from a monocular
image is an inherently under-constrained problem, with the primary source of
ambiguity being a lack of explicit depth information in the image. However,
humans are able to manually recreate the three-dimensional pose depicted in
a photograph by drawing upon a wealth of prior knowledge and “intuition”
about visual depth cues, permissible joint rotations, and likely limb lengths [67].
It would be very difficult to engineer an algorithm by hand which explicitly
emulates this behaviour.
In contrast to hand-crafted algorithms, deep learning approaches are able to
implicitly learn rich statistical relationships between input and output data. This
makes it possible to address the under-constrained nature of 3D pose estimation by exploiting patterns contained within training examples, partially encoding the elusive “prior knowledge” possessed by humans about likely poses into
model weights.
The approach to 3D pose estimation presented in this thesis is based on predicting three 2D marginal probability maps which represent “views” of the 3D
volume along the three different axis. This representation has memory efficiency
benefits compared to the dense volumetric heatmap representations used in
state-of-the-art existing work [65]. Furthermore, unlike alternatives which use
fully-connected output prediction strategies [23, 69, 108], the proposed approach
uses regularised soft-argmax in order to preserve spatial equivariance for higher
prediction accuracy. A model which specifically produces 2D marginal probability maps from RGB image inputs is presented, and is shown to achieve a stateof-the-art accuracy of 85.4% PCK on the publicly available MPI-INF-3DHP [70]
benchmark dataset.

contributions
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• A novel approach to monocular 3D human pose estimation is introduced,
based around marginalising the trivariate probability mass function over
the prediction space.
• Axis permutation is introduced as a technique for predicting heatmaps in zy
and xz space from xy input with a convolutional neural network.
• Regularised soft-argmax is applied in a 3D human pose estimation setting
by using it with marginal heatmaps.
• Data transformation operations for 3D pose datasets are defined, which
enable manipulation of the image whilst preserving the 2D image space
projection of the pose skeleton.
• The proposed techniques are leveraged to implement a complete 3D pose
estimation model called MargiPose, which is evaluated on publicly available
benchmark datasets to show highly competitive results.

4.1

related work

4.1.1 Broad approaches

In 2D human pose estimation (Chapter 3), joint locations predicted by the model
exist in the same coordinate space as the input, making it straightforward to
utilise existing fully convolutional network architectures for the purpose of mapping RGB inputs to xy heatmap outputs. However, for 3D pose estimation the
output coordinates exist in xyz-space, with one more dimension than the input.
This disparity necessitates a different approach or extension to existing state-ofthe-art 2D pose models.
Broadly speaking, researchers have reacted to this by either resorting to fullyconnected computational layers, or by devising new ways of generating and utilising spatial location representations in the context of 3D coordinate prediction.

4.1.1.1 Fully-connected output
Much of the existing work on 3D pose estimation with neural networks is structured such that joint locations are predicted by way of fully-connected output
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2D pose
model

2D-to-3D
MLP

(a) Prediction via 2D pose

Fully-connected
mapping

Feature
extractor

(b) Prediction via image features

Figure 4.1: 3D pose estimation approaches using fully-connected layers.

layers. These approaches can be further categorised according to which type of
intermediate representation provides input to the fully-connected portion of the
model: 1) image-space joint locations from a 2D pose estimation model, or 2)
image features from earlier convolutional layers.

prediction via 2d pose

Fully-connected layers can be used to predict 3D

pose from 2D pose without any additional processing of image features [23, 69]
(Figure 4.1a). In such a setup, the computer vision aspect is handled by a 2D
pose estimation model, and the fully-connected layers introduce depth to the 2D
joint positions.
Martinez et al. [69] train a 6-layer MLP to map poses from two dimensions
to three dimensions. The neural network architecture includes residual connections, batch normalisation, and dropout to reduce the likelihood of overfitting.
At inference time, 2D keypoint detections are obtained from images using the
stacked hourglass model of Newell et al. [74].
Fang et al. [23] extend the approach of Martinez et al. by introducing bidirectional recurrent neural networks to learn pose grammars which explicitly
encode knowledge of kinematics, symmetry, and motor coordination. These
grammars improve the consistency of predicted poses by taking a more holistic
view of the relationships between joints.
The overall performance of 2D-to-3D skeleton mapping for 3D pose estimation
forms a strong baseline. However, systems which take this approach are highly
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dependent on the quality of 2D predictions, and are also vulnerable to depth
order ambiguity since image features are not used for joint depth estimation.

prediction via image features

Some 3D pose estimation system use

fully-connected layers to convert spatial feature maps into joint coordinates [108,
17, 61, 112] (Figure 4.1b). This is analogous to the 2D pose output strategy used
by DeepPose [117].
Sun et al. [108] adapt a ResNet-50 [35] model to the task of 3D pose estimation
by modifying the last fully-connected layer to output joint coordinates instead
of class probabilities. A compositional loss function is introduced which considers the relationships between pairs of joints explicitly. The authors find that
combined training on images with 2D and 3D pose labels achieves much better
results than training on 3D pose data alone.
Dabral et al. [17] use a stacked hourglass-based network called UnitPoseNet
which predicts 2D joint locations via heatmaps. The position of the joint in the z
direction is predicted using a depth regressor module which maps intermediate
features from UnitPoseNet to depth (via a fully-connected output layer). Additionally, a separate MLP network called “TimePoseNet” is used to temporally
smooth predictions, based on the assumption that inference is being performed
on sequential video data. TimePoseNet is applied to the current and previous N
predicted 3D poses from UnitPoseNet, and produces a refined prediction for the
current timestamp.
Rogez et al. [93] propose LCR-Net, which uses classification over a set of predefined anchor poses to select a coarse starting point for predicting the 3D pose.
LCR-Net takes the traditional ConvNet approach to classification, using fullyconnected output layers followed by a softmax. In parallel to the classification
output layer, another fully-connected output layer performs regression from intermediate features. The resultant values from the regression portion of the network are added to the anchor pose joint locations to refine the pose such that it
better matches the observed input image.
Although conceptually simple, the dense connections of fully-connected layers
undermine the spatial equivariance of convolutional neural networks, which can
hinder generalisation. This is exemplified by the inferior performance of such
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Figure 4.2: Visualisation of an ideal volumetric heatmap. The probability mass is concentrated on the keypoint location in 3D space, as indicated by voxels with
higher opacity.

approaches in the context of 2D pose estimation [114]. It is therefore desirable to
explore techniques beyond fully-connected output for 3D pose estimation.

4.1.1.2 Volumetric heatmaps
Another approach to 3D pose estimation is extending the notion of heatmaps
into the third dimension by designing a model which produces voxel-based volumetric heatmaps (Figure 4.2). Volumetric heatmaps may be used to produce 3D
numerical coordinates with a trivial extension to either the argmax and softargmax predictor (Section 3.2.2).
One disadvantage of this approach is that the addition of another dimension
to the spatial activations increases memory consumption throughout the model
considerably. Pavlakos et al. [83] partially ease memory requirements by gradually building up the depth resolution of activations throughout the network in
a coarse-to-fine fashion. In contrast to Pavlakos et al., who use argmax to form
their final predictions, Luvizon et al. [65] use the soft-argmax operation to predict coordinates from volumetric heatmaps. Since soft-argmax is viable for low
resolution heatmaps, this approach permits smaller spatial activations as an alternative means of lowering model memory requirements. However, locations
are still fundamentally expressed using volumetric representations, and hence
can’t achieve memory efficiency comparable to 2D heatmaps.
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Figure 4.3: Visual representation of VNect location maps, denoted by the authors as X,
Y, and Z. This figure is reproduced from the work of Mehta et al. [72].

4.1.1.3 Location maps
Mehta et al. [72] introduce the concept of “location maps”, which are twodimensional spatial representations of location where each pixel contains an estimate of a particular coordinate’s value (Figure 4.3). For the z-coordinate, this
is conceptually similar to a depth map. Screen-space heatmaps (as predicted in
2D human pose estimation tasks) are used to retrieve coordinate values from
the location maps. Since the location maps are 2D, they can be produced by
models which are less memory-intensive than volumetric heatmap models. Unfortunately, evaluation on the popular Human3.6M benchmark dataset revealed
that such an approach is not competitive with the accuracy of other techniques,
including volumetric heatmaps.

Proposed approach
Marginal probability mass maps (MPMMs) are proposed as an alternative coordinate prediction strategy for 3D pose estimation. Models using MPMMs do
not use fully-connected layers (only convolutions), and hence inherit spatial
equivariance for improved generalisation. In contrast to volumetric heatmapbased solutions, MPMMs are represented in two dimensions and hence have
greater potential for memory-efficient computation. Furthermore, experimental
results on benchmark datasets show that MPMMs are able to generate much
more accurate predictions than location maps. The accuracy metrics for this approach are highly competitive with the state-of-the-art results published in existing literature [83, 65, 69, 108, 72, 17], positioning MPMMs as a viable alternative
to volumetric heatmaps.
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4.1.2 Utilising 2D pose data

Public datasets with 3D pose annotations consist of footage recorded in a controlled laboratory setting [42, 70]. In order to train models with a reasonable
chance of generalising to in-the-wild scenarios, examples from 2D pose estimation datasets such as MPII Human Pose [1] are often incorporated into the
training regime. Existing pose estimation solutions among related works have
different ways of utilising 2D pose data during the optimisation of a 3D pose
estimation model.

4.1.2.1 Auxiliary task
Perhaps the most straightforward way of utilising 2D pose data is to effectively
add 2D pose estimation as an auxiliary task during training [65, 108]. In order
for this to be effective, the model must be designed such that it able to perform
both 2D and 3D pose estimation, with most weights shared between the two
tasks.
An extension to the auxiliary task approach is to formulate the loss function
such that it guides the model towards correct depth predictions when ground
truth depth is unknown by way of known constraints. Zhou et al. [133] introduce
a geometric constraint induced loss based on the assumption that ratios between
certain bone lengths are constant for all humans. Dabral et al. [17] add two
additional loss terms: an illegal angle loss to penalise impossible joint angles,
and a symmetry loss which encourages symmetrical bones to be of the same
length.
For the models and experiments in this chapter, examples from the MPII Human Pose dataset are used for the auxiliary training task of 2D pose estimation.
Additional loss terms based on physical constraints—such as (ratios of) bone
lengths—are not used, since the data transformation process used does not preserve bone lengths (Section 4.5.2).

4.1.2.2 Depth ordering annotations
Some authors enhance the annotations of 2D pose datasets by labelling the depth
ordering of joints [82, 94]. Since ranking joint depths is a relatively simple task for
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human annotators to perform, this can be done for large numbers of examples.
The inclusion of depth ordering helps model training by providing weak supervision for the z-component of predictions where the joint locations are known in
image space only.
Whilst it is acknowledged that providing a model with joint depth ordering
is likely to improve results, the approaches presented in this chapter do not to
take advantage of such information as it would invalidate comparisons with
the majority of existing work. Furthermore, the requirement of additional handlabelling is a restriction that is best avoided when possible, as it makes training
models on new data more difficult.

4.1.2.3 Adversarial learning
A contingent of existing work [21, 47, 130] structures model optimisation as an
adversarial game between two neural networks: a generator and a discriminator. In this configuration, the discriminator is able to learn strong priors about
the structure of 3D joint configurations from 3D-labelled examples. When the
generator infers a pose from a 2D-labelled example, a training signal can be
backpropagated based on how realistic the predicted pose is according to the
discriminator.
Adversarial learning is notorious for being very unstable, and is not especially
common for 3D human pose estimation. It should be noted that it is possible to
combine the proposed ideas presented in this chapter with adversarial learning,
which may be an interesting direction for future work.

4.2

mpmms with soft-argmax

In this section, marginal probability mass maps (MPMMs) will be conceptually
derived from the volumetric heatmaps used by some of the existing work in 3D
pose estimation [65, 83]. The derivation will begin by applying the soft-argmax
prediction strategy to volumetric heatmaps, then work through marginalising
the probability maps to reduce the dimensionality of activations.
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Figure 4.4: Graphical description of the soft-argmax calculation for a volumetric heatmap. Darker colours indicate higher tensor element values.

4.2.1 Volumetric heatmaps

Let X, Y, and Z be random variables corresponding to the x, y, and z coordinates
of the predicted location for a particular human pose joint in 3D space. Under the
soft-argmax prediction strategy for pose estimation [66], the estimated location
of the joint, µ̄, is taken to be the expectation of the random variables. That is,
µ̄ x = E [ X ], µ̄y = E [Y ], and µ̄z = E [ Z ].
If X, Y, and Z are constrained to only cover the values of discrete locations
within a cuboid, then the trivariate probability mass function Pr( X = x, Y =
y, Z = z) can be represented with a volumetric PMM. The volumetric PMM,
Ĥ, is a depth × height × width tensor where each element represents the probability that the joint is located at the corresponding spatial location (that is,
Ĥi,j,k = Pr( X = k, Y = j, Z = i )). A volumetric PMM may be calculated from
a volumetric heatmap using a probability normaliser, as discussed previously in
Section 3.2.1.
Equation 4.1 describes how the estimated location may be computed from Ĥ
under the soft-argmax scheme. The coordinate indicator tensors X , Y , and Z
consist of elements referencing their own x, y, and z coordinates respectively
(that is, Xi,j,k = k, Yi,j,k = j, and Zi,j,k = i). The scalar product of vectorised
tensors is denoted by h·, ·i.

µ̄ x = Ĥ, X , µ̄y = Ĥ, Y , µ̄z = Ĥ, Z

(4.1)

Figure 4.4 illustrates the 3D soft-argmax calculation described by Equation 4.1.
It is a logical extension of the graphical representation for 2D soft-argmax first
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x

y

z

Figure 4.5: Multiple two-dimensional “views” looking in on a 3D spherical Gaussian
from outside Ĥ can fully describe the location of a joint. The marked corners
indicate the top-left origin location of an MPMM.

presented in [65]. The symbol “⊗” is used here to denote element-wise multiplication of tensors.

4.2.2 MPMMs

Volumetric heatmap-based approaches are functional, but three-dimensional activations imply high memory usage for neural network models. As a result, it is
difficult to increase the capacity of such models within the constraints of modern computer hardware, or deploy them to less capable devices. This drawback
is identified and partially mitigated within existing work by reducing the resolution of the volumetric heatmaps in some way [65, 83]. However, it is possible to
circumvent the issue entirely by using probability marginalisation to avoid the
explicit representation of volumetric heatmaps altogether.
Consider the bivariate marginal probability mass functions Pr( X = x, Y = y),
Pr(Y = y, Z = z), and Pr( X = x, Z = z), and their corresponding twodimensional PMM representations Ĥ (xy) , Ĥ (zy) , and Ĥ (xz) . These particular
PMMs are referred to as marginal probability mass maps (MPMMs), as they represent marginalisations of the complete trivariate probability mass function
Pr( X = x, Y = y, Z = z). Like Ĥ, these MPMMs are sufficient for calculating
the expected values of joint coordinates. Conceptually, the volumetric and marginal PMMs are related as follows:
Ĥ (xy) = ∑i Ĥi,:,:
Ĥ (zy) = (∑k Ĥ:,:,k )T
Ĥ (xz)

(4.2)

= ∑ j Ĥ:,j,:

In order to gain a more intuitive understanding of the relationship between
the three MPMMs and Ĥ, it is useful to visualise them as in Figure 4.5. From the
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E [X]

E [Y ]

E [Z]

D

E D
E D
E
Ĥ (xy) , X 1,:,:
Ĥ (xy) , Y :,:,1
Ĥ (zy) T , Z :,:,1
D
E D
E D
E
Ĥ (xz) , X :,1,:
Ĥ (zy) T , Y 1,:,:
Ĥ (xz) , Z :,1,:

Table 4.1: For each location coordinate, there are two MPMMs which may be used to
calculate the expected value.

visualisation, MPMMs can be intuitively interpreted as “views” of Ĥ along each
of the three axes.
D
E
D
E
It is possible to use µ̄ x = Ĥ (xy) , X 1,:,: , or equivalently µ̄ x = Ĥ (xz) , X :,1,: ,
to calculate a soft-argmax estimate for the x coordinate of the joint location. The
y and z coordinates may be estimated similarly with appropriate MPMMs, as
shown in Table 4.1. Using this formulation the only requirement for inferring
3D pose is a model which predicts three 2D heatmaps per joint, obviating the
need to predict Ĥ directly. Such a model will typically require less memory than
a volumetric equivalent. This is a notable difference from existing work using
marginal distributions, which still produce three-dimensional heatmaps as an
intermediate step [65, 82].
Since the model is free to predict the MPMMs independently, they will generally not be consistent with one another. That is to say, there is no guarantee
that the rows in Table 4.1 will resolve to exactly the same values. There are therefore two ways to calculate each of E [ X ], E [Y ], and E [ Z ], depending on which
MPMM is used. In order to address this, coordinate predictions are made according to Equation 4.3. Due to the xy MPMM having the same orientation as the
input image, the x and y coordinates are predicted using Ĥ (xy) alone. However,
the z coordinate is taken to be the average expectation obtained from the other
two MPMMs to better estimate depth.
D
E
µ̄ x = Ĥ (xy) , X 1,:,:
D
E
µ̄y = Ĥ (xy) , Y 1,:,:
D
E
D
E
µ̄z = 12 Ĥ (zy) T , Z :,:,1 + 21 Ĥ (xz) , Z :,1,:

(4.3)
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Correspondence with input
MPMM

Horizontal

Vertical

Ĥ (xy)

3

3

Ĥ (xz)

3

7

Ĥ (zy)

7

3

Table 4.2: Image axes correspondences between the input image (in xy-space) and each
MPMM.

4.3

model architecture

In order to use the prediction strategy outlined in Section 4.2.2, it is necessary
to have a model capable of predicting MPMMs. Since pose estimation data is inherently spatial, convolutional layers are a natural foundation for such a model.
In contrast to 2D pose estimation, however, 3D pose estimation involves an additional depth axis which complicates the prediction of heatmaps.
The calculation performed by a convolutional layer is inherently spatially local.
That is, for any given output pixel, the value of that pixel is calculated using input pixels that are within a fixed-size spatial neighbourhood. This is appropriate
when both the input and output images exist in the same coordinate space and
there is a correlation between the locations of input and output features. For example, in 2D pose estimation the output heatmaps and input RGB image both
exist in xy coordinate space, and the ground truth target spherical Gaussians
align with the joints in the input image.
The situation for 3D human pose estimation is different to 2D pose—the model
must not only output an xy MPMM, Ĥ (xy) , but also MPMMs that have one axis
in the z-direction, Ĥ (zy) and Ĥ (xz) . This presents a challenge for convolutionbased computation. Consider the case of predicting Ĥ (zy) from a standard input
image (which exists as a 2D projection onto the xy plane). In general, a position
along the z-axis does not correspond to a location along the x-axis since the
two axes are orthogonal. This means that there may be quite some distance
between visual evidence in the input image and the desired prediction location
in the output heatmap for Ĥ (zy) . Such an arrangement is generally not ideal for
ConvNets due to the spatial locality of computations.
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An interesting observation to make for 3D pose estimation is that the spatial
discrepancy is never along both axes at once, since there is only one additional
dimension to be learnt (depth). Table 4.2 shows the axis correspondences for
each of the three types of MPMMs. It is therefore desirable to preserve spatial
locality of computation along the appropriate axes when devising a strategy for
handling the mismatched coordinate spaces.
Two different models were developed for generating MPMMs, each of which
takes a different approach to mapping xy features into the depth dimension
whilst maintaining spatial local computation where appropriate. These two
model architectures will now be explained in detail and compared with each
other.

4.3.1 Chatterbox

The first network architecture designed for 3D pose estimation via MPMMs
is called Chatterbox. The central stack of convolutional layers in Chatterbox is
based on the ResNet-34@28px model used earlier in the thesis for 2D pose estimation (Section 3.3.2.1). Recall that this model is a standard ResNet-34 without
the fully-connected output layer, and some of the striding removed in favour
of dilated convolutions which preserve higher heatmap resolutions. For the 3D
pose estimation work in this chapter, input images of size 256 × 256 pixels were
used (as opposed to 224 × 224). This means that the heatmap resolution is 32 × 32

pixels using the ResNet-34@28px model (as opposed to 28 × 28).

The ResNet-34 model is logically separated into two halves. The “image feature extractor” is the first half, which learns to analyse and downsample the
input image to produce abstract, information-rich image features. The “xy heatmap column” is the second half, which transforms the image features into xy
heatmaps at the same spatial resolution. To extend this model architecture for
3D pose estimation, two additional heatmap columns are added for generating
zy and xz MPMMs, as shown in Figure 4.6.
The “Chatterbox” approach is proposed for processing xy-space image features into zy/xz-space heatmaps, as illustrated in Figure 4.7. Firstly, (a) asymmetrical striding is used to reduce image size along one dimension, accumulating
depth information into feature maps. This culminates in (b) activations which
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ResNet-34

Input image

zy
heatmap
column

Image
feature
extractor

xy
heatmap
column

xz
heatmap
column

Figure 4.6: High-level overview of the Chatterbox model architecture. Together, the image feature extractor and the xy heatmap column form the ResNet-34@28px
model for 2D pose estimation.
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Figure 4.7: Logical overview of the Chatterbox approach to generating zy marginal probability mass maps. The process is similar for xz MPMMs.
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Conv1a
Conv1b
Conv2a
Conv2b
Conv3a
Conv3b
Conv4a
Conv4b
Conv5
Upconv6
Upconv7a
Upconv7b
Upconv8a
Upconv8b
Upconv9a
Upconv9b
Upconv10a
Upconv10b
Conv11

Channels
In
Out
128
256
256
256
256
256
256
256
256
512
512
512
512
512
512
512
512 1024
1024 512
512
512
512
512
512
256
256
256
256
256
256
256
256
128
128
128
128
n

Kernel
(h × w)
3×3
3×3
3×3
3×3
3×3
3×3
3×3
3×3
1×8
1×8
3×3
3×3
3×3
3×3
3×3
3×3
3×3
3×3
1×1

Stride
(h × w)
1×2
1×1
1×1
1×1
1×2
1×1
1×1
1×1
1×1
1×1
1×1
1×1
1×2
1×1
1×1
1×1
1×2
1×1
1×1

Dilation
(h × w)
1×1
2×1
2×1
2×1
2×1
4×1
4×1
4×1
1×1
1×1
4×1
4×1
4×1
2×1
2×1
2×1
2×1
1×1
1×1

Table 4.3: Convolutional layer hyperparameters for a Chatterbox column which produces zy MPMMs.

are effectively 1D since one spatial dimension is completely collapsed. Then, in
the second half of the network, (c) the spatial extent is expanded once again to
represent the new output dimension.
The name “Chatterbox” is a reference to the origami fortune teller, popular
amongst children. A paper-craft chatterbox folds in a distinct manner, with the
ability to open in one direction, close, and reopen along a perpendicular axis.
This action of closing and reopening in another direction is analogous to the
processing of the Chatterbox model architecture, as described above.
Since Chatterbox uses asymmetrical striding, a valid concern is that the receptive field will become rectangular in shape, resulting in uneven processing of
features. To prevent this from occurring, the receptive field size is kept square
by utilising equivalent dilation along the other axis in subsequent layers. So, for
example, if a convolution strides by a factor of two horizontally, a dilation factor
of two is introduced vertically in subsequent convolutional layers to achieve an
equivalent receptive field size. Therefore the aspect ratio of computation is maintained despite asymmetrical striding.
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Algorithm 4.1 Axis permutation from xy to zy space
1: A ← the c × h × w spatial activation tensor
c
2: S ← {Aiw+1,:,(i+1)w : i ∈ Z, 0 ≤ i <
}
. Split along feature axis
w
3: T ← {Transposec↔ x (C) : C ∈ S}
. Transpose each chunk
4: B ← Concat(T)
. Rejoin transposed chunks
5: return B
. Return the permuted activations

Table 4.3 details the convolutional layer hyperparameters for the zy heatmap
column. The xz column is similar, but the axes are swapped so that e.g. Conv3a
has 2 × 1 stride and 1 × 2 dilation. The kernel sizes and strides are specifically
selected such that the spatial activations between Conv5 and Upconv6 have one
dimension collapsed (i.e. the size along one dimension is precisely 1). Subsequent
up-convolutions logically replace the collapsed axis with a depth dimension by
“unpacking” values from the feature dimension.

4.3.2 MargiPose

In the Chatterbox model, the transition between coordinate spaces is gradual,
and thus requires unusual hyperparameter selections for certain convolutional
layers. The second model developed, MargiPose, introduces a single-layer operation for permuting the axes of spatial activations instead. This enables the usage
of more traditionally configured convolutional layers throughout the network.
Additionally, MargiPose is designed to be a much larger model, with repeated
top-down, bottom-up processing inspired by stacked hourglass models for 2D
pose estimation [74].

4.3.2.1 Axis permutation
By transposing the intermediate activations mid-way through a ConvNet it is
possible to permute one of the spatial axes undergoing spatially-local calculations with the channel/feature axis undergoing densely connected calculations.
Therefore the model can be built using convolutional layers without depending
on spatial correspondence between mismatched axes. This allows the model to
aggregate depth cues into feature maps, which will then become pixel values
along the z-axis after axis permutation.
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1. Split

z
2. Transpose

z
3. Rejoin

Figure 4.8: Using axis permutation on activations to transition from xy to zy space.

Figure 4.8 illustrates the axis permutation operation for Ĥ (zy) (the process
for Ĥ (xz) is similar), and Algorithm 4.1 outlines the the procedure in more detail. Note that the permutation operation is simply a fixed manipulation of the
activations, and does not add any parameters to the model. Furthermore, it is
required that the number of channels is a multiple of the spatial feature map size
so that they can be split evenly into cubes before transposition.

4.3.2.2 Overall MargiPose model architecture
Figure 4.9 illustrates the arrangement of residual blocks used to produce
MPMMs from image features. Residual blocks are constructed as per the original
ResNet paper using “option C” shortcut connections [35]. For the network paths
predicting Ĥ (zy) and Ĥ (xz) , the axis permutation operation is applied mid-way
through the stage.
The complete model is assembled according to Figure 4.10. Features are extracted from 256 × 256 pixel input images using a truncated Inception v4 model [110].
Multiple heatmap prediction stages are stacked together after the feature extractor to increase the capacity of the model. “Adapter” 1 × 1 convolution layers
are placed in between the stages to combine the previous MPMM predictions
into feature maps, which are added with the previous stage’s input to form a
large skip connection. This stacking technique is inspired by the stacked hourglass architecture for 2D pose estimation [74].

4.3.3 Comparison between Chatterbox and MargiPose

Experiments were run on the publicly available MPI-INF-3DHP dataset to compare the accuracy of Chatterbox and MargiPose models. Each model was trained
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Figure 4.9: The internal structure of a heatmap prediction stage. Residual blocks are
labelled with the number of output channels.

Stage 2

1×1 conv, 128

Stage 1

1×1 conv, 128
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1×1 conv, 128

Image

Heatmaps
Stage n

Figure 4.10: High-level view of the 3D pose model architecture. The internal structure of
each stage is detailed in Figure 4.9. “Feature CNN” is a truncated Inception
v4 model [110]. Loss is computed at each stage output.
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Model
Chatterbox
MargiPose (1 stage)
MargiPose (4 stages)

PCK
82.8
83.4
87.6

MPJPE
98.8
99.8
87.6

AUC
44.7
45.7
48.8

Table 4.4: Comparison of results on the MPI-INF-3DHP test set for MargiPose and Chatterbox models. No Procrustes alignment was used for these results.

for 4.8 million iterations on a combination of MPI-INF-3DHP and MPII Human
Pose data. Further technical details about the dataset and experimental setup are
presented later in Section 4.6.
The metrics in Table 4.4 show that MargiPose performs better than Chatterbox.
One possible reason for this result is that Chatterbox bottlenecks activations to a
greater extent than MargiPose, due to collapsing one of the spatial dimensions
for heatmaps which involve depth. Furthermore, it is evident that the ability to
increase the capacity of the MargiPose model through additional computational
stages is a straightforward way to improve accuracy (at the expense of higher
resource utilisation).
Due to the superior performance of MargiPose, no further studies of the Chatterbox architecture will be presented. However, Chatterbox was an important
stepping stone in the development of MargiPose, and demonstrates an alternative approach to handling the prediction of depth from 2D input data.

4.4

joint location loss

As discussed earlier in the context of 2D pose estimation (Section 3.2.3), the
inclusion of a Jensen-Shannon divergence (JSD) regularisation term in the softargmax loss function improves the coherence of heatmaps and the accuracy of
test set results. For a 3D pose example, each of the three MPMMs has its own
pixel-wise loss term. So, with even weighting given to each term, the overall loss
function is:

L3D =

|µ̄ − µ|2 +
k N (µxy , σ 2 ))+
JSD(Ĥ (zy) k N (µzy , σ 2 ))+
JSD(Ĥ (xz) k N (µxz , σ 2 ))

JSD(Ĥ (xy)

(4.4)
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Figure 4.11: Right ankle MPMMs predicted by a model trained with regularised softargmax loss. The dashed crosshairs indicate the calculated expectation of
the joint location.

For examples which contain only 2D joint annotations, pixel-wise loss is applied to Ĥ (xy) only (since the ground truth depth of the joint is unknown). That
is,

L2D =

µ̄xy − µxy

2

+ JSD(Ĥ (xy) k N (µxy , σ 2 ))

(4.5)

Figure 4.11 depicts all three MPMMs generated for a right ankle joint, as predicted by a model trained using soft-argmax with Jensen-Shannon loss regularisation. The effect of the regularisation is quite pronounced—each heatmap
strongly resembles a Gaussian centred on the joint location.
Since the 3D pose estimation model described in Section 4.3.2.2 consists of
multiple prediction stages, loss is calculated and applied after each stage. Such
intermediate supervision supplies the model with gradients closer to the input,
providing more guidance for training early layers. 3D and 2D annotated data
can be used simultaneously during training by switching between L3D and L2D
on a per-example basis, then aggregating to form a batch loss.

4.5

data transformation and normalisation

For 2D human pose estimation, transforming examples is quite straightforward.
Since both the image data and pose exist in the same coordinate space, it is trivial
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to define transformations which preserve coherence between the two. However,
even simple operations such as translation and rotation are much more difficult with 3D pose examples, since the relationship between the input image and
output pose is defined by a non-trivial perspective projection. Often there are
multiple approaches which can be taken when attempting to define such transforms, but most existing work does not go into the details of what decisions were
made and why. The way in which examples are transformed can have a large
impact on how effectively models learn, and as such the methodology behind
manipulating examples is important.
In this section, a set of transformations is described for common operations
that can be used to standardise and augment 3D pose examples. Each transformation is defined such that the pose, when projected back into 2D image space,
will always maintain correspondence with the appropriate visual cues. In some
instances this constraint is at the expense of slight warping of bone lengths in
transformed 3D pose space. Additionally, this section describes how the pose is
transformed to and from a normalised coordinate space used by the model to
express predicted joint locations.

4.5.1 3D pose dataset examples

The essential data contained within a training example for monocular 3D pose
estimation are the input image and the annotated 3D skeleton. Additionally, camera intrinsics are provided which permit the projection of joints back into image
space. Each of these elements, depicted in Figure 4.12, will now be specified in
greater detail.
Image. The image is a single RGB video frame obtained from a fixed-position
camera. The human subject is assumed to be visible somewhere within the spatial extent of the image.
Skeleton. The skeleton is a set of 3D camera space joint locations which describe
the pose of the subject in the image.
Camera intrinsics. The camera intrinsics describe internal parameters of the camera. A charge-coupled device (CCD) camera model is assumed, which generalises the simple pinhole camera model to account for the possibility of non-square
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(a) Image

(b) Skeleton




1500
0
1017 0
 0
1501 1043 0
0
0
1
0
(c) Camera intrinsics

Figure 4.12: The three elements of a 3D pose estimation example.

pixels. The CCD camera model has four parameters: horizontal focal length (α x ),
vertical focal length (αy ), and the position of the principle point (x0 , y0 ). CCD
camera intrinsics are arranged in a 3 × 4 matrix as per Equation 4.6.


α x 0 x0 0


K =  0 α y y0 0
0

0

1

(4.6)

0

The intrinsic matrix K may be used to project points (such as joint locations)
from three-dimensional camera space into two-dimensional image space. Equation 4.7 shows how homogeneous camera space coordinates x can be projected
into image space coordinates x0 .
x0 = Kx

(4.7)

4.5.2 Transforms

There are several transforms which may be applied to input images, such as rotating, scaling, translating, and flipping. Some of these operations are important
for normalising examples such that they are appropriately centred and scaled,
whilst others are useful for implementing randomised data augmentation during
training.
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When transforming the input image it is imperative to also transform the
pose skeleton so that the mapping between input and output holds. In other
words, it desirable to ensure that whichever pixel in the image corresponds to a
particular joint will still correspond to that joint after a transformation is applied.
For 2D pose estimation, this is very simple—since the image and skeleton are
both in the same 2D space, use the same transformation for both. However, in
3D pose estimation the situation is complicated by the skeleton existing in 3D
space, requiring projection via the camera to be mapped into image space.
To make dealing with transformations for 3D pose data easier, the origin in
image space is moved to coincide with the principle point of the camera. This
effectively eliminates the principle point location parameters from the camera
intrinsics matrix, yielding the matrix in Equation 4.8.


αx 0 0 0


K0 =  0 αy 0 0
0

0

(4.8)

1 0

This section describes how to transform the image in various ways whilst preserving the mapping to the output skeleton. For some transforms this constraint
necessitates warping the pose skeleton slightly, and thus it cannot be guaranteed
that relative bone lengths are preserved.
A transform is considered to be a set of three matrices T I , TK , and TS which
apply transforms to the image, camera intrinsics, and skeleton respectively. In
order for the projection to be preserved, the equality shown in Equation 4.9
must hold.
T I x0

= T K K0 T S x
=⇒ T I K0 x = TK K0 TS x
=⇒ T I K0 = TK K0 TS

(4.9)

For most transformations, the camera intrinsic matrix will be preserved by
setting TK = I 3 , since the camera parameters are not fed into the model. Inappropriately transforming the camera results in an ambiguous mapping from
input to output, and thus should be avoided.
4.5.2.1 Translation
Translation of the image has a visual effect similar to (but not identical to) panning the camera. It is especially important for centring the image on the subject
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for which pose is to be inferred. Translation is parameterised by ∆x and ∆y—the
number of pixels by which the image is to be shifted horizontally and vertically,
respectively. The 2D transformation matrix for translation is:


1 0 ∆x





T I = 0 1 ∆y 
0 0

1

Avoiding modifications to the camera, it is now possible to solve for the skeleton transform matrix:
T I K0

1 0 ∆x
αx 0 0


=⇒ 0 1 ∆y   0 αy 0


=⇒

=

TK K0 TS

 a b c d

0
αx 0 0 0 
e f g h





0  = I3  0 α y 0 0  

i j k l 
00 1
0 0 10
0 0 10
00 0 1




α x 0 −∆x 0
αx a αx b αx c αx d




=
 0 αy −∆y 0
 αy e αy f αy g αy h 
0 0

=⇒

1

TS





0

=

j
k
l
i
1 0 ∆x/α x 0


0 1 ∆y/αy 0




1
0
0 0
00

0

1

Note that the skeleton transformation matrix does not represent a constant
shift of the x and y components of points in 3D space—due to perspective effects,
a depth-independent translation of the skeleton would cause its 2D projection to
distort. The only way around this is to move each joint in a depth-aware manner
using the affine transformation shown above. This has the unfortunate side-effect
of warping the skeleton slightly in 3D space, but its 2D projection is guaranteed
to remain consistent.

4.5.2.2 Rotation
Image rotation is primarily useful for data augmentation. Image-space rotation
is parameterised by a scalar angle θ in the counter-clockwise direction. This cor-
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responds to rotation of the 3D skeleton about the z-axis, with slight corrections
for unequal focal length (α x 6= αy ):
T I K0


cos(θ ) sin(θ ) 0
αx 0 0


=⇒ − sin(θ ) cos(θ ) 0  0 αy 0

=

TK K0 TS



 a b c d

0
αx 0 0 0 
e f g h





0  = I3  0 α y 0 0  

i
j
k
l


0
0
1
0 0 10
0 0 10
00 0 1




α x cos(θ ) αy sin(θ ) 0 0
αx a αx b αx c αx d




=
−α x sin(θ ) αy cos(θ ) 0 0
 αy e αy f αy g αy h 

=⇒

0

0

10

i

j

k
l

αy
sin(θ ) 0 0
cos(θ )


αx

 αx
− sin(θ ) cos(θ ) 0 0


=  αy



0
0
1 0

0
0
01


=⇒

TS

4.5.2.3 Scale
Scaling the image has a visual effect identical to zooming a pinhole camera.
Scaling is parameterised by s x and sy , which are scaling factors in the horizontal
and vertical directions respectively. Unlike with the other transforms, the scaling
projection equation will be balanced using the camera transformation matrix,
and the skeleton will not be transformed (TS = I4 ). This is because the scale of
subjects will be normalised, so the model is not responsible for predicting scale.
TK
 I 0
sx 0 0
αx 0 0


=⇒  0 sy 0  0 αy 0


=⇒

=⇒

TK K0 TS

0
a b c
αx 0 0



=
d e f   0 αy 0
0

0 0 1
0 0 10


sx αx 0 0 0


 0 s x α y 0 0
0

0
TK

=





=

10

001
0 0

α x a αy b c

α x d αy e f
0


=




0 I4

10

0

0

0 10

sx 0 0


 0 s y 0
0 0 1

0
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4.5.2.4 Horizontal flip
Flipping the image horizontally is an effective data augmentation technique.
Since the image is mirrored, joints labelled as “left” will appear on the right and
vice versa. To account for this, all left and right joint labels should be swapped.
The 2D transformation matrix for horizontal flipping is:


−1 0 0


T I =  0 1 0
0

0 1

Solving for the skeleton transformation matrix,
T I K0


−1 0 0 α x 0 0


=⇒  0 1 0  0 αy 0

=⇒

TK K0 TS



 a b c d

0
αx 0 0 0 
e f g h





0  = I3  0 α y 0 0  

i
j
k
l


0 01
0 0 10
0 0 10
00 0 1




−α x 0 0 0
αx a αx b αx c αx d




=
 0 α y 0 0
 αy e αy f αy g αy h 
0

=⇒

=

i j

0 10

TS

=

−1 0

 0 1


 0 0
0 0

k l
00

0 0


1 0
01

Transformation summary
Table 4.5 describes how to apply each of these transformations. Skeletons and images are transformed using transformation matrices, whereas camera intrinsics
are altered by simply setting CCD parameters to new values.
Figure 4.13 illustrates a sequence of transformations as they might be applied
to a training example. Note that at every stage the 2D projection of the pose
skeleton remains aligned with the image.

4.5.3 Transformation pipeline

The data transformation pipeline consists of applying transforms from Section 4.5.2 in the following order: translation → rotation → scale → horizontal
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Image (T I )


1 0 ∆x
0 1 ∆y 
0 0 1

Translation

Camera (TK )
I3




cos(θ ) sin(θ ) 0
− sin(θ ) cos(θ ) 0
0
0
1

Rotation



sx
0
0

−1
 0
0

Scale

Horizontal
flip


0 0
s y 0
0 1

0 0
1 0
0 1

I3




sx 0 0
 0 s y 0
0 0 1

 Skeleton (TS ) 
1 0 ∆x/α x 0
0 1 ∆y/αy 0


0 0
1
0
0 0
0
1

αy
sin(θ ) 0
cos(θ )

α
x
 αx
− sin(θ )
cos(θ )
0
 αy


0
0
1
0
0
0
I4

−1
 0

0
0


I3

0
1
0
0

0
0
1
0


0
0

0
1

Table 4.5: Summary of transformation matrices.

Translation
Rotation
Scale
Flip

Train
∆x ∼ U ( x0 − c x − 16, x0 − c x + 16)
∆y(∼ U (y0 − cy − 16, y0 − cy + 16)
θ ∼ N (0, π6 ), 40% chance
θ = 0,
60% chance
s x = sy ∼ U (0.9k, 1.1k )
50% chance

Test
∆x = x0 − c x
∆y = y0 − cy
θ=0
s x = sy = k
Never

Table 4.6: Summary of transformation parameters used during training and testing.

105

0





0


0
1

4.5 data transformation and normalisation

(a) Original

(b) Translated

(c) Rotated

(d) Scaled

(e) Flipped

Figure 4.13: A sequence of transformations demonstrating effects on the input image
(left) and 3D skeleton (right).
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flip. Table 4.6 describes the parameters used with each transform at training and
testing time. A 2D bounding box around the subject is used to inform the translation and scale parameters, which ensures that the image is appropriately centred
and zoomed. Variables c x and cy correspond to the image space centre-point of
the bounding box, and k is inversely proportional to the size of the bounding
box.
During training time, examples are augmented by applying random noise to
each transform—a random shift of up to 16 pixels along each axis, a random rotation of up to 30 degrees, a random scale modifier of up to 10%, and a random
chance of horizontal flipping being applied. Furthermore, the hue, saturation,
brightness, and contrast of the image are also jittered to simulate variations in
lighting and camera sensors. Since labelled 3D pose estimation data is not especially plentiful, these data augmentations provide a way to artificially increase
the variety of examples used to train the model without collecting more data.
Once the model has been trained, evaluation is performed without randomised augmentation. However, some experiments do use the multi-crop evaluation
scheme described by Luvizon et al. [65]. This methodology involves taking five
crops of the image (centre, up-left, up-right, down-left, down-right) and their
horizontal mirror images, and evaluating the model on each to produce ten sets
of joint location predictions. The predictions are then averaged to produce the
final prediction. In practice this evaluation methodology yields slightly higher
accuracy than single predictions, at the expense of increased inference time.

4.5.4 Normalisation

A fundamental ambiguity present in 3D pose estimation is the inability to distinguish z-depth (distance to camera) from scale (skeleton size). That is, it can be
very difficult to determine whether the subject is small and close to the camera,
or large and far away. Breaking this ambiguity is difficult even for human observers, especially when the background of the image lacks reference objects which
provide a sense of scale. For this reason, the depth-scale ambiguity is considered
to be a confounding factor which should be removed from examples when training and evaluating the model. This can be achieved by using the ground truth
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Figure 4.14: A perspective view volume, also called a frustum.
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Figure 4.15: A canonical view volume in homogeneous clip space.

root joint depth to help normalise the joint locations, which is standard practice
amongst existing works [83, 108, 133].
Normalisation takes place after other transformations have been applied to the
data, so it is assumed that the image has already been centred on the subject and
scale-adjusted. The purpose of normalisation is to convert joint locations from
camera space to normalised device coordinates which lie within a fixed range of
values.
The normalisation procedure begins with a pose skeleton in camera space.
Given the size of the image and the camera intrinsics, it is possible to calculate
the view volume. The view volume is a cuboid region in camera space that is visible to the camera—that is, unobstructed objects present within the view volume
will appear in the projected image. When using perspective projection, the view
volume is a quadrilateral frustum, as shown in Figure 4.14.
In computer graphics, part of the rendering pipeline involves projecting points
in camera space to a new space referred to as homogeneous clip space. The canonical view volume in homogeneous clip space is always a rectangular prism with
fixed dimensions. The canonical view volume will be further constrained to be
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an axis-aligned cube extending from (−1, −1, −1) to (1, 1, 1), depicted in Figure 4.15. The maths presented here uses a right-handed coordinate system (often
used in physics) as opposed to a left-handed coordinate system (often used in
computer graphics), with the y-direction extending downwards.
The perspective projection matrix for transforming points from camera space
to homogeneous clip space (as defined here) is given in Equation 4.10, where zn
and z f are the depths of the near and far plane in camera space respectively.
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(4.10)

It is now necessary to define the values for zn and z f , which will be done
by specifying two conditions that should be satisfied. Let zr be the depth of
the root skeleton joint (pelvis). Condition 1: the depth z = zr in camera space
should correspond to the depth z = 0 in homogeneous clip space. Condition
2: the distance from z = −1 to z = 1 in homogeneous clip space should equal
the visible extent of the xy-plane at zroot in camera space. Expressed in equation
form, these conditions are:

=

zr

z f − zn =

2z f zn
z f + zn
s

wimage himage
where s = zr max(
,
). Solving these simultaneous equations results
αx
αy
p
p
in zn = 21 ( z2r + s2 + zr − s) and z f = 12 ( z2r + s2 + zroot + s).

>
A point in camera space, xc = xc yc zc wc , can be projected into homogeneous clip space by multiplying with the perspective projection matrix:
x h = P xc

(4.11)

Finally, the point can be expressed in normalised device coordinates (NDC) by
realising the perspective divide:
xn =

1
x
wh h

(4.12)
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4.5.4.1 Denormalisation
Denormalisation is the inverse of normalisation—that is, points in normalised
device coordinates are to be returned to camera space. The perspective projection
matrix is integral to the denormalisation process, which implies that access to
zroot is required. If the ground truth depth of the root joint is known, then zroot is
set to that value.
In order to convert coordinates from NDC space to homogeneous clip space,
the denominator value (wh ) from the perspective divide must first be recovered:
xn

=

and  xh  =
xn wh


 yn wh 

 =
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 zn wh 
wh

=⇒

zn wh
and
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wh
wh

xh
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 zc 
1

= P2,2 zc + P2,3
=
zc
P2,3
=
zn − P2,2

Therefore the equations for denormalisation are as follows:
xh =
xc

=

P2,3
xn
zn − P2,2
P −1 x h

(4.13)

If the ground truth depth of the root joint, zroot , is not known at inference time,
the depth-scale ambiguity can be broken using known skeleton scale instead.
Skeleton scale may be expressed as the total path length when traversing the
joint tree from one specific joint to another. For example, pose skeletons in the
MPI-INF-3DHP dataset are scaled such that they all have a canonical knee-neck
height of 920 mm.
Let g(z) be a function which denormalises and untransforms the skeleton
using zroot = z, calculates the scale of the result, and resolves to a value indicating
how much the evaluated scale differs from the expected scale. Using an out-ofthe-box implementation of Brent’s method [8], g(z) can be minimised to find the
optimal root joint depth. This value is henceforth treated as zroot .
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If neither scale nor root joint depth is known the denormalisation process is
underconstrained, since there is no way to distinguish small, nearby skeletons
from large, far-away skeletons.

4.6

experiments

4.6.1 Datasets

The experimental evaluation is focused on two publicly available datasets for
3D pose estimation: Human3.6M [42] and MPI-INF-3DHP [70]. Additionally, the
MPII Human Pose dataset is used to augment training (this dataset is described
in more detail in Section 3.3.1). Annotations from all datasets were unified using a canonical skeleton of 17 joints in order to better facilitate model training.
The joints included in the canonical skeleton are head (top and front), neck,
shoulders, elbows, wrists, hips, knees, ankles, pelvis, and spine (middle).

4.6.1.1 Human3.6M
Human3.6M [42] consists of video footage recorded in a laboratory environment
(Figure 4.16a). 11 professional actors (5 female, 6 male) were each recorded performing 17 different scenarios. The typical time required to act out a scenario
was under 1.5 minutes, with some of the quicker scenarios taking less than 30
seconds. The footage was captured using 4 calibrated stereo cameras from different viewpoints, with each camera raised to approximately chest height. Each

(a) Human3.6M (training)

(b) MPI-INF-3DHP (training)

(c) MPI-INF-3DHP (test)

Figure 4.16: Example still image frames from public 3D pose estimation datasets.
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Figure 4.17: The Human3.6M dataset uses calibrated cameras and wearable markers attached to key body part locations.

actor had visible markers fitted to their clothing, which were used by an automated, marker-based system to annotate joint locations. There is no universally
accepted train/test split for the Human3.6M dataset, but a common convention
is to use subjects S1, S5, S6, S7, and S8 for training and subjects S9 and S11 for
evaluation [65, 108].
Human3.6M is very popular as a 3D pose benchmark, but has some important
limitations. Firstly, models trained on this data can exploit the wearable markers
as visual cues (Figure 4.17), and as such it is difficult to evaluate how well such
a model would generalise to markerless situations. Secondly, Human3.6M is not
representative of real-world scene variety due to each image containing the same
background environment.

4.6.1.2 MPI-INF-3DHP
MPI-INF-3DHP [70] is a recent 3D pose dataset which overcomes some of the
limitations of Human3.6M. Unlike Human3.6M, subjects in this dataset do not
wear visible markers (Figure 4.16b).
The training portion of the dataset consists of 8 actors (4 female, 4 male) performing the same 8 predetermined activity sets. The activity sets cover a wide
range of common and complex human poses, some of which involve miming
with invisible props (e.g. talking on a phone). Each activity set takes approximately one minute for an actor to complete. The actors were recorded against
a green-screen in an indoor laboratory environment using multiple cameras
from different viewpoints. Although video footage from 14 cameras is available,
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these experiments use the same subset of cameras used by Mehta et al. [72] for
training—5 chest-high cameras, 2 head-high cameras, and 1 knee-high camera.
Segmentation masks are provided in addition to the RGB camera footage for
some action sequences. These segmentation masks separate foreground from
background, which enables image frames to be composited with background
images as a means of data augmentation. Similarly, some videos have accompanying clothing segmentation masks which enable re-colouring and re-texturing
of apparel. Appearance augmentation of both the background and clothing is
used to artificially increase variety within the training dataset.
In contrast to the training set, the testing set contains a mixture of indoor and
outdoor footage (e.g. Figure 4.16c). Hence models must generalise beyond the
green-screen lab environment in order to achieve high test accuracy. The initial
release of the MPI-INF-3DHP dataset had systematic errors in pose labels for test
set subjects TS3 and TS4. Unfortunately, most of the existing literature reports
results using these original, erroneous labels [17, 47, 72]. Evaluation is performed
on the uncorrected labels in order to compare with existing works, but results
are also reported on the corrected test to provide a more reliable indication of
model accuracy.

4.6.2 Training

It is not common practice amongst existing work to train on multiple different
3D pose datasets simultaneously. So, in order to better compare against existing
results, separate model instances are trained which exclusively draw examples
from either Human3.6M or MPI-INF-3DHP. However, data from the MPII Human Pose dataset is leveraged since this has a strong precedent amongst existing
literature [108, 133, 72, 17, 47].
During training time, each mini-batch consisted of 32 examples, with 16
samples drawn from the 3D dataset and 16 from the 2D MPII dataset. The core
motivation for including MPII Human Pose examples is to leverage the visual
diversity of the dataset to aid generalisation at inference time.
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Stochastic gradient descent with a momentum value of 0.9 was used to optimise the model parameters. The learning rate was varied according to the 1cycle
learning rate schedule [103], with LRmax = 1.0.

4.6.3 Evaluation protocols

For the Human3.6M dataset, the following popular evaluation protocol is adhererd to: subjects S1, S5, S6, S7, and S8 are used for training, and evaluation is
performed on every 64th frame for subjects S9 and S11 [65, 108]. The ground truth
root joint depth is used to recover the depth of the predicted skeleton, which is
necessary to break the ambiguity between depth and scale. The predicted and
ground truth skeletons are then translated so that the root joints align with the
origin before acquiring comparison metrics.
For the MPI-INF-3DHP dataset, results are reported using universally-scaled
skeletons (fixed scale of 920 mm knee-to-neck). Since the scale is known, the
ground truth root joint depth is not used to find the absolute depth of the predicted skeleton. As with the Human3.6M dataset, skeletons are translated to the
origin before comparison. The same subset of 14 joints used by Mehta et al. [72]
is used for evaluation (i.e. pelvis, spine, and front of head or excluded).
The main metrics considered are PCK (percentage of correct keypoints),
MPJPE (mean per joint position error), and AUC (area under the curve). PCK
measures the percentage of predicted joint locations which are within 150 mm
of the ground truth. MPJPE measures the mean `2 distance between predicted
and ground truth joint locations in millimetres. AUC measures the average PCK
for a range of thresholds (0–150 mm).
Some of the results are marked as using Procrustes alignment. In these instances the predicted pose skeletons are compared with the ground truth up to
a similarity transform, which is useful for disentangling the local configuration
of the pose from global positioning within the scene.
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Minimal model
Above + axis permutation
Above + regularisation
Above + 4-stage

PCK
90.1
90.4
92.2
94.3

MPJPE
74.9
74.5
68.5
62.7

AUC
55.0
55.3
58.4
61.0

Table 4.7: Ablative study results evaluated on the MPI-INF-3DHP test set with Procrustes alignment.

4.6.4 Ablative study

An ablative study was conducted to investigate how much each component of
MargiPose contributes to pose estimation accuracy. Starting with a simple model
containing a single heatmap prediction stage, additional components were enabled in a cumulative fashion. Evaluation was performed on the MPI-INF-3DHP
test set with corrected labels and Procrustes alignment enabled. Each model was
trained for 3.2 million iterations. The results are shown in Table 4.7.
Enabling regularisation for soft-argmax had a very noticeable positive impact
on accuracy, improving PCK by 1.8 percentage points and MPJPE by 6 mm. This
finding provides compelling empirical evidence for the benefits of combining
soft-argmax with a pixel-wise regularisation loss term. Increasing the model capacity by raising the number of heatmap prediction stages from one to four
resulted in an additional performance increase of similar magnitude.
Axis permutation was shown to be of only minor benefit within the context of
MargiPose. This is likely due to the effective receptive field of the network being
large enough for spatially disparate locations to be bridged by convolutions.

4.6.5 Benchmark dataset results

Results for MargiPose are compared to the results reported by a range of existing
work using the Human3.6M and MPI-INF-3DHP datasets. For these experiments
MargiPose was trained for 4.8 million iterations.
Table 4.8 shows results for MargiPose on the Human3.6M dataset in the context of existing work. MargiPose achieves the best Procrustes-aligned MPJPE of
all systems which report this metric. This indicates that accurately inferring the
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Method
Kanazawa et al. [47] (HMR)
Rogez et al. [93] (LCR-Net)
Mehta et al. [72] (VNect)
Pavlakos et al. [83]
Martinez et al. [69]
Sun et al. [108]
Luvizon et al. [65]
MargiPose
MargiPose (multi-crop)

MPJPE
88.0
87.7
80.5
71.9
62.9
59.1
53.2
57.0
55.4

PA MPJPE
58.1
71.6
51.9
47.7
48.3
40.4
39.0

Table 4.8: Results on the Human3.6M dataset. Metrics are shown with and without Procrustes alignment (PA).

Method
Zhou et al. [133]*
Kanazawa et al. [47] (HMR)*
Mehta et al. [72] (VNect)
Dabral et al. [17] (TimePoseNet)
MargiPose
MargiPose (multi-crop)

PCK
69.2
72.9
75.7
76.7
84.7
85.4

MPJPE
124.2
117.6
103.8
93.7
91.3

AUC
32.5
36.5
39.3
39.1
46.3
47.0

Table 4.9: Results on the MPI-INF-3DHP dataset (uncorrected labels) without Procrustes
alignment. Methods marked with * did not train using MPI-INF-3DHP data.

local configuration of pose joints is a strength of MargiPose. Without Procrustes
alignment, MargiPose is still highly competitive with the state-of-the-art.
Evaluation results on the MPI-INF-3DHP test set provide a better indication
of model generalisation to real-world scenarios. On the MPI-INF-3DHP dataset
(with the original, uncorrected test set labels), MargiPose exhibits much higher
accuracy than existing approaches (Table 4.9). In particular, MargiPose achieves
a full 8.7 percentage points greater PCK than the next best model. This performance gap can be partly explained by some authors opting to train their models
without using the MPI-INF-3DHP training set. However, this is not the case for
VNect or TimePoseNet, and MargiPose still exhibits considerable accuracy improvements over these models.
Furthermore, results using the updated MPI-INF-3DHP test set labels are reported in Table 4.10. These results are intended to provide a baseline for future
work to compare against.
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Method
MargiPose
MargiPose (multi-crop)
MargiPose (PA)
MargiPose (PA, multi-crop)

PCK
87.6
88.3
94.8
95.1

MPJPE
87.6
85.2
61.6
60.1

AUC
48.8
49.6
61.4
62.2

Table 4.10: Results on the MPI-INF-3DHP dataset (corrected labels). Metrics are shown
with and without multi-crop evaluation and Procrustes alignment (PA).

Figure 4.18: Good (left) and poor (right) 3D pose predictions generated by MargiPose
on MPII dataset images.

4.6.5.1 Qualitative results
In order to evaluate the ability of MargiPose to generalise to challenging “inthe-wild” images, predictions were generated for MPII test set examples using
the model trained for MPI-INF-3DHP prediction. Since the MPII dataset does
not include 3D annotations, it was not possible to train a model on MPII data
alone. Figure 4.18 exhibits sample predictions generated by MargiPose. Despite
all of the 3D-annotated training data originating from a laboratory environment,
MargiPose is able to generalise to a wide range of different situations and poses.
Predictions are poorest for images containing high levels of distortion (e.g. motion blur), extreme occlusion, or other people nearby the subject.

4.6.5.2 Cross-dataset evaluation
As mentioned previously in Section 4.6.1, MPI-INF-3DHP is more representative
of in-the-wild footage than Human3.6M due to the absence of markers and the
inclusion of background appearance augmentation. From these observations it
is hypothesised that a model trained on MPI-INF-3DHP and evaluated using
Human3.6M data should perform better than a model trained on Human3.6M
and evaluated using MPI-INF-3DHP data.
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Train

Human3.6M
MPI-INF-3DHP
Degradation

Human3.6M
57.0
101.5
78%

Test
MPI-INF-3DHP
186.4
87.6
113%

Table 4.11: Cross-dataset evaluation of mean per joint position error. Degradation indicates the percentage by which MPJPE worsens when evaluating with a model
trained on the other dataset.

Table 4.11 shows empirical results obtained when evaluating across datasets.
Performance degradation as a result of cross-dataset training was found to be
greater when evaluating on the MPI-INF-3DHP dataset, confirming the hypothesis that it is more difficult to generalise from Human3.6M to MPI-INF-3DHP
than vice versa. From these results it can be concluded that the MPI-INF-3DHP
dataset is more useful for training models which generalise well to new environments. It is likely that models trained on Human3.6M data learn to detect the
wearable markers as a means of predicting joint locations, which is a behaviour
that translates poorly to markerless scenarios.
Additionally, estimated poses for a small subset of examples drawn from the
2D MPII Human pose test set were manually inspected. In general, the 3D pose
skeletons predicted by the models trained on MPI-INF-3DHP data appeared to
be more convincing than those predicted by the models trained on Human3.6M
data. However, due to the difficulty of properly quantifying 3D pose results on
examples without 3D pose labels, this particular finding should be considered
as anecdotal evidence only.

4.7

summary

Monocular 3D pose estimation is a challenging coordinate regression problem
which requires predicting locations along an axis not explicitly represented in
the input data. By carefully considering the axes being operated on by convolutional layers, it is possible to construct a ConvNet model which estimates 2D
marginal PMMs without intermediate dense volumetric activations. Numerical
xyz coordinates can be predicted from the MPMMs using the same regularised
soft-argmax technique applied earlier in this thesis to the 2D pose estimation
task.
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The proposed model exhibits high empirical performance on benchmark 3D
pose datasets, and further demonstrates that soft-argmax coordinate prediction
regularised with Jensen-Shannon pixel-wise loss is an effective way of training
coordinate regression models.
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ACTION MONITORING

Extracting useful information from video footage has become more important in
recent years due to the proliferation of video cameras and low cost of data storage. Much research in this area is compartmentalised into isolated sub-problems:
action recognition, where the algorithm predicts a discrete class label for actions [24, 45, 48, 101, 118]; temporal action localisation, where actions of interest are temporally located in untrimmed video [78, 100, 126]; and object detection/tracking, where image-space coordinates locating an object of interest are
estimated by a model [30, 31, 90, 98, 111].
Real-world applications often require action recognition, temporal action localisation, and object tracking to be solved together in order to formulate a useful
system. Examples include extracting individual goal attempts made by a row
of training football players, automatically analysing security camera footage to
identify anomalous activities, and monitoring the behaviour of wildlife from continuous video. These types of tasks are collectively referred to as action monitoring
problems (Figure 5.1). Action monitoring is frequently complicated by additional
challenges such as the subject occupying only a small region of the input frame,
distracting movement and objects elsewhere in the image, high temporal sparsity
of actions, and varying activity time scales.
In this chapter solutions to the individual subproblems of action monitoring
will be explored, along with ways of integrating them into a complete action
monitoring system. Although most of the techniques presented are broadly applicable to many action monitoring tasks, focus will be placed on athletic dives
as a specific case study to more concretely develop our ideas into a real-world
application.

contributions
• Action monitoring is introduced as a hybrid task consisting of temporal
action localisation, object tracking, and action recognition.
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(a) Temporal action localisation (when?)

(b) Object tracking (where?)

(c) Action recognition (what?)

Figure 5.1: Overview of the subproblems which action monitoring is comprised of—(a)
when, (b) where, and (c) what actions occur.

• Models are proposed for each stage of action monitoring, and methods
for improving robustness to mispredictions are proposed to minimise the
propagation of errors.
• Action monitoring is used as an alternative vehicle for evaluating the performance of our regularised soft-argmax approach to coordinate regression,
and it is demonstrated to be effective at locating a human subject within a
scene containing visual distractors.
• The case study of athletic dive analysis is presented as a real-world exemplar of action monitoring, and compelling results are demonstrated for this
task.

5.1

related work

5.1.1 Action recognition

Action recognition is the task of identifying the activity occurring in a given
video clip. It is usually framed as a one-in-k classification problem, and popular
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benchmark datasets like UCF-101 [105] and HMDB-51 [52] contain data labelled
in this way.
The action recognition survey by Herath et al. [36] divides deep learning
approaches to the task into four broad categories: multiple stream networks,
spatio-temporal networks, deep generative networks, and temporal coherency
networks. Deep generative and temporal coherency networks are targeted at unsupervised and weakly-supervised representation learning rather than solving
classification directly, so this section will focus on multiple stream and spatiotemporal networks.

5.1.1.1 Multiple stream networks
Videos may be represented in different forms which emphasise different properties of the data. For example, optical flow represents the movement of pixels
through time as a sequence of vector fields, which can make temporal analysis
easier. A multiple stream network accepts multiple forms of the input simultaneously, and extracts features from each in order to derive predictions.
Simonyan and Zisserman [101] construct a two-stream architecture which explicitly separates spatial and temporal processing. The spatial stream accepts
a single video frame as input, whereas the temporal stream accepts multiple
optical flow frames generated by an off-the-shelf algorithm to analyse motion
information. Each stream is an independent classification ConvNet, and class
scores from the two streams are fused together to make the final prediction. An
important finding of the paper is that integrating both spatial and temporal information is crucial to achieving high classification accuracy—in isolation, both
streams were found to perform significantly worse than the ensemble.
Feichtenhofer et al. [24] relax the separation between motion and spatial analysis by constructing a model with intermediate connections which allow information to flow from the temporal stream to the spatial stream. This has the
advantage of allowing the spatial stream to better focus on key points of the image inferred from the temporal stream. Additionally, the ConvNet architecture
is selected to more closely resemble ResNet, including shortcut connections to
improve gradient flow.
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5.1.1.2 Spatio-temporal networks
Spatio-temporal networks take a more holistic approach to action recognition
than multiple stream networks. Rather than finding ways of converting video
data into different representations, spatio-temporal networks accept multiple
RGB video frames directly as input. Karpathy et al. [48] further categorise spatiotemporal networks according to where in the architecture features from multiple
frames are combined. Late fusion architectures combine frame information using
heavily processed high-level features, early fusion architectures combine frame
information immediately at the pixel level, and slow fusion architectures balance
the two approaches by gradually combining intermediate features depending
on temporal proximity. The empirical results of Karpathy et al. suggest that slow
fusion achieves the best classification accuracy of these fusion schemes.
A common way of building slow fusion spatio-temporal networks is by stacking volumetric convolutional layers, which are capable of handling the additional
time dimension [45, 118]. Such an architecture is conceptually simple, and obviates the need for optical flow processing from a separate algorithm. The C3D
network proposed by Tran et al. [118] uses 3 × 3 × 3 kernels throughout the
model, resulting in a structurally consistent architecture which relies on depth
and pooling to increase receptive field size both spatially and temporally.
Karpathy et al. [48] propose a multi-resolution ConvNet architecture which
separates its input into a low-resolution global view (the context stream), and a
high-resolution centre crop (the fovea stream). This exploits a common dataset
bias where objects of interest located near the centre of the video frame. By only
using high-resolution image data for a small portion of the video, computation
is made much more efficient without heavily impacting accuracy. However, it is
not guaranteed that all datasets will contain highly class-predictive image data
in the centre of the video, which restricts the usefulness of a statically cropped
fovea. This is exemplified by the phenomenon of saccades in biological vision,
where the rotation of the eyeball constantly adjusts to centre the fovea on regions
of interest [86].
Our work follows a spatial-temporal network approach to action recognition.
However, we propose explicitly training a separate model to position the fovea
for each video frame by tracking the main object of interest.
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5.1.2 Temporal action localisation

In cases where multiple actions are expected to occur in a continuous segment of
untrimmed video, action recognition cannot be performed until the individual
actions are extracted. This task of identifying the temporal extents of actions of
interest is known as temporal action localisation.
The dominant method for detecting the temporal extent of actions involves
sliding windows of several fixed lengths through the video, and classifying each
video segment to determine whether it contains an action [78, 126, 100].
Oneata et al. [78] base their segment classifier on hand-engineered feature extraction. Fisher vectors are used to aggregate low-level SIFT [64] and MBH [124]
feature descriptors, thus forming summary vectors for segments of video footage.
The relationship between feature vectors and labels is learned using a linear SVM
classifier. This overall approach to temporal action localisation has two main disadvantages. Firstly, the feature vectors are inflexible and rely on computationallyintensive optical flow algorithms. Secondly, the linear SVM classifier may not
have adequate capacity to fully realise the relationship between image features
and labels. Since the features themselves are not learnt, this relationship is likely
to be very complex and non-linear.
Shou et al. [100] overcome the disadvantages which arise from handengineered feature descriptors by instead using 3D ConvNet models. Through
the end-to-end training of a ConvNet on example data, feature extraction and
classification can be learnt simultaneously in a flexible manner. Shou et al. use
two ConvNets to perform inference: a proposal network and a localisation network. The purpose of the proposal network is to perform binary classification
on a video segment in order to predict whether any kind of action is occurring
or not. If the proposal network indicates that the segment contains an action of
interest, the localisation network is then used to determine which kind of action
it is, and whether the tested segment has sufficient temporal overlap with the
entirety of the action duration.
Weinzaepfel et al. [126] take a hybrid approach, adopting both handengineered and learnt features in their system. The authors introduce a new feature descriptor called spatio-temporal motion histogram (STMH), which relies
on optical flow to compute. Candidate objects are detected and tracked through
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time using a mixture of ConvNet and STMH features. The temporal extent of actions is then computed using the proposed object tracks. In contrast, the solution
proposed in this chapter performs these steps in the reverse order. By performing
temporal action localisation first it can be assumed that the video clip contains a
single subject, which makes the later spatial localisation task much simpler.
All of the segment-based approaches to temporal action localisation discussed
thus far have the same limitation in common—since they frame the task as classification on a clip with a priori length, they are unable to give precise boundary times for actions. In order to consider multiple time scales at all, these approaches require sliding multiple windows of varying size across the video, resulting in a linear increase to inference time based on the number of segment
lengths tested. In contrast, the solution proposed in this chapter is able to detect
actions of arbitrary length by instead predicting events that signify the start, end,
and middle of actions.
Other branches of work related to temporal action localisation attempt to solve
different variations of the problem, such as detecting temporal extents without
explicit temporal annotations [54, 55, 107], or simultaneously detecting temporal
and spatial boundaries [44, 32].

5.1.3 Object detection

The ability to locate the subject within an image is complementary to a wide
range of action recognition applications, since focusing on the subject makes
it easier for the model to ignore background distractors. This section briefly
reviews several prominent object detection models designed to estimate the
bounds of objects of interest in the input image.
Sermanet et al. [98] propose a neural network called OverFeat for object detection. OverFeat comprises of a convolutional feature extractor and two network
“heads”—one for classification, and another for regression. The feature extractor
is similar to what is now commonly referred to as a fully convolutional network. This allows it to efficiently slide a spatial window around the image to extract features for different crops. The classifier is a multi-layer perceptron which
takes features from the feature extractor as input and predicts a class as output.
This yields predictions about what is in each crop (including confidence), and
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is already sufficient to produce coarse bounding boxes. However, these boxes
are refined further by training a class-specific regression head which outputs
bounding box dimensions from image features.
Girshick et al. [31] propose a different strategy called R-CNN (regions with
CNN features). They use an existing algorithm (e.g. Selective Search [120] or
EdgeBoxes [134]) to produce region proposals, and warp the region of the image
described by each proposal to a fixed size. The warped image is run through
a CNN, the output features of which are used to prune the proposed regions
and generate final predictions. Follow-up works build upon R-CNN to improve
inference speed and improve accuracy [30, 90].
Szegedy et al. [111] take a segmentation-style approach to object detection.
Rather than dealing with region proposals or output coordinates, the network
takes the entire image as input and produces a lower resolution “mask” depicting filled-in bounding boxes at the output. The results reported in the paper
are considerably worse than R-CNN, but this system is a more natural fit for
localisation than other detection approaches due to complications introduced by
overlapping bounding boxes.
When using spatial localisation of the subject as a means of aiding action
recognition, it is possible to work on a more constrained problem than general
object detection. For this reason, the solution presented in this chapter differs
from the existing work on object detection in a few ways. Firstly, only the location
of the subject is predicted, rather than a bounding box. Secondly, an assumption
is made that there is exactly one subject per video frame, and hence exactly one
location is to be predicted per frame. These constraints transform the task of
locating the subject from an object detection problem to a coordinate regression
problem, enabling usage of the regularised soft-argmax approach described in
Section 3.2.3.

5.2

athletic diving

In order to focus the study of action monitoring, the analysis of athletic diving
training footage will be used as a real-world exemplar. More specifically, given
a continuous video recording of multiple platforms and springboards observed
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Continuous video footage
Stage 1. Temporal action localisation
t=0s

10 s

20 s

30 s

40 s

50 s

Stage 2. Spatio-temporal subject localisation

Stage 3. Action recognition

201B

Backwards, ½ somersault, pike position

Figure 5.2: Overview of the three stages used for dive video analysis.
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from a fixed camera, the analysis task is to automatically identify when dives
occur and classify each according to dive coding standards.
This problem is further broken down into three distinct stages, as illustrated
in Figure 5.2:
1. Temporal action localisation: Extract the temporal extents of dive actions
observed within the video footage.
2. Object tracking: Track the diver over the course of a dive action, enabling
the spatial cropping of frames around the subject.
3. Action recognition: Classify the type of dive observed in a cropped video
clip with a standard dive code.

5.2.1 Dive codes

A dive code categorises the type of a dive, and consists of three or four numerical
digits followed by a single letter.
The first digit indicates the overall “group” that the dive belongs to:
1. Forward: The athlete begins facing the water and rotates forwards.
2. Backward: The athlete begins facing the board and rotates backwards.
3. Reverse: The athlete begins facing the water and rotates backwards.
4. Inward: The athlete begins facing the board and rotates forwards.
5. Twist: The athlete incorporates axial twists in the dive.
6. Armstand: The athlete begins the dive with a handstand.
For dives in groups 1-4, the second digit is always a 0, indicating a normal
somersault1 . For dives in groups 5 and 6, the second digit signifies the rotation
type of the dive. The rotation type is simply one of groups 1-4.
The third digit indicates the number of half-somersaults in the dive. For dives
which do not begin with a handstand, this value is odd if the athlete enters the
water head-first.

1 The second digit may be used to indicate a flying dive, but these are excluded from consideration
since flying dives have not appeared in high level competition for quite some time.
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10M Platform

7.5M Platform
5M Platform

1M Springboard
1M Platform
1M Springboard
3M Springboard B3
3M Platform B2
3M Springboard B1

Figure 5.3: A still video frame showing the locations of diving platforms and springboards.

For dives which contain twists, there is a fourth digit which indicates the
number of half-twists in the dive. This is only applicable for groups 5 and 6
(dives beginning with a handstand may or may not incorporate twists).
Finally, the dive code ends in a single letter indicating the pose of the athlete
during the dive. Possible pose types are straight (A), pike (B), tuck (C), and free
(D). The free pose type is only applicable to twisting dives.
Example. The code 201A signifies a dive where the athlete begins facing the
board and performs half of a backward somersault in straight position. The code
5152B signifies a forward dive with two and a half somersaults in pike position

with one whole twist.

5.2.2 Dataset

Video data for athletic diving was recorded and expertly labelled by the Australian Institute of Sport. The dataset consists of 25 hours of video footage con-
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Dive code

Figure 5.4: Frequencies with which dive codes appear in the dataset.

taining 4716 non-overlapping dives. Regions of footage which are labelled as
containing temporally overlapping dives are blacklisted from both training and
evaluation. The video was recorded over 10 days of athlete training at the Brisbane Aquatic Centre during May, 2016. The scene was captured from the perspective of a fixed camera, with 9 platforms and springboards at varying heights
and distances in view (Figure 5.3). Each dive was labelled with a start and end
timestamp, along with a standard code describing the dive. One fifth of the dives
were also annotated with a quadratic curve describing the location of the athlete
in each video frame of the dive. An additional day’s worth of footage containing
612 dives was held out and designated as the test set.
As mentioned previously, a dive code encodes 5 distinct properties of the dive:
rotation type, pose type, number of somersaults, number of twists, and whether
the dive began with a handstand. It is worth noting that the dive property values
(and combinations thereof) are not all represented uniformly in the dataset. For
instance, dives involving twists are relatively uncommon, and dives starting with
a handstand are very rare. Figure 5.4 shows the number of instances per dive
code across all training and test examples in the dataset. Dives in pike position
without any twisting are most frequent.

5.3

temporal action localisation

Given a continuous stream of video footage containing actions of interest, a logical first step is to extract the temporal extents of video frame sub-sequences,
or clips, for each individual action. This task is sometimes referred to as temporal action localisation. In order to maximise the relevancy of frames provided
to downstream processing stages, it is necessary to accurately infer action start
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Figure 5.5: Illustration of inferring temporal boundaries from probability signals. (a) It
is difficult to tell precisely when a dive starts and ends from only the middle
event probability due to the transition periods, (b) whereas the start and end
probabilities give more clearly defined temporal markers.

and end times for tightly cropped video clips. Hence the model must be able to
infer the start and end times of actions with arbitrary duration. This differs from
existing temporal action localisation work with ConvNets, which slide windows
with one of several predetermined lengths through the video [100, 126].
For athletic diving actions, three event states were identified in the video footage: a diver leaving a platform (start), a diver entering the water (end), and any
time during which the diver is airborne (mid). The proposed temporal action
localisation neural network (TALNN) accepts 21 frames of video as input, and
outputs probabilities for the centre frame containing each of these events. The
extra input surrounding the centre frame provides additional context which the
model can exploit to make more accurate predictions. The output probabilities
are predicted as independent values (i.e. they are not part of a single softmax),
which allows the network to estimate high probabilities for two events at once
(e.g. start and middle).
Let xt be the 21-frame window centred at time t. The time-varying probability
signal f M (t) for a particular event M ∈ {start, mid, end} is described by Equation 5.1. The TALNN is responsible for modelling these functions.
f M (t) = Pr( M| xt )

(5.1)

At first it may seem unusual that start and end events are considered at all,
since the boundaries of the middle event are theoretically sufficient to determ-
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Figure 5.6: Raw and smoothed probability signals for a section of video footage containing three dives.

ine when a dive starts and ends. However, as is illustrated in Figure 5.5a, this
necessitates relying on a sensitive probability threshold value (e.g. 0.5) to define
start and end boundaries. In contrast, Figure 5.5b, illustrates that using all three
events (start, middle, and end) reduces the ambiguity in finding the start and
end of a dive. Note that it is theoretically possible to remove f mid (t) altogether,
but that signal is retained as a means of reducing the number of false positives.
After training the TALNN to identify the different types of events, f M (t) is obtained by sliding a 21-frame window through the video and evaluating the network at each time instant. Figure 5.6a shows that although the output provides
a strong indication of when dives occur, it is not especially smooth, making the
identification of peaks difficult.
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Figure 5.7: Hann window function plots.

5.3.1 Smoothing

The ragged appearance of the raw probability signals is a consequence of high
frequency noise caused by abrupt changes in model predictions between adjacent time instants. Further processing of the signals can attenuate these high
frequency components, effectively smoothing the outputs with respect to time.
Rather than obtaining probabilities from f M (t) directly, relying solely on a
single prediction, an aggregation of values from a window centred on the time
of interest is considered instead. This effectively combines multiple predictions,
resulting in smoothed probability signals g M (t) (Figure 5.6b). An immediately
striking property of the smoothed probability signals is that the peaks are much
more pronounced, suggesting that peak detection will be much easier. Equation 5.2 describes how a window function w(t) is applied to f M (t) in order to
derive g M (t).

R∞
g M (t) =

T
−∞ f M ( τ ) w ( τ − t + 2 ) dτ
R∞
−∞ w ( τ ) dτ

(5.2)

Of the possible window functions available, the Hann function was selected
for smoothing (Equation 5.3). As can be seen in the frequency response of the
Hann function (Figure 5.7), high frequency components of the signal are heavily
attenuated. Hence the impact of spurious predictions is diminished, and the
more stable trends are emphasised.

sin2 πt  , if 0 ≤ t ≤ T
T
w(t) =
0,
otherwise

(5.3)
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Algorithm 5.1 Extracting dives using probability signals.
1: α ← 0.2
. Minimum threshold for start/end peaks
2: for each t ∈ peak locations of gmid do
3:
tstart ← argmaxτ ∈[t−1,t] gstart (τ )
. Backwards scan
4:
tend ← argmaxτ ∈[t,t+1] gend (τ )
. Forwards scan
5:
if gstart (tstart ) > α and gend (tend ) > α then
6:
DiveDetected(tstart , tend )
7:
end if
8: end for
Combining Equation 5.2 and Equation 5.3, the complete formula for calculating smoothed event probabilities with the Hann window function can be derived
(Equation 5.4). The final extraction step is performed using these smoothed versions of the probability signals rather than the raw predictions, improving the
overall robustness of the proposed temporal action localisation approach.
2
g M (t) =
T

t+
Z0.5T

2

f M (τ ) sin

t−0.5T



π (τ − t) π
+
T
2


dτ

(5.4)

5.3.2 Extraction

Given the three smoothed probability signals, a simple algorithm can be applied
to extract concrete dive intervals (Algorithm 5.1). Firstly, candidate dives are
identified by locating peaks in gmid (t). Secondly, a 1 second time-limited scan
forwards and backwards through time is performed to locate the dive’s start
and end from peaks in their respective probability signals. Thirdly, if there are no
strong nearby peaks in the start and end probability signals, the dive candidate
is discarded. Further thresholds can also be applied to reduce false positives.

5.3.3 Evaluation of temporal action localisation

The test set contains 612 dives annotated with starting and ending times, which
will be referred to as the ground truth temporal intervals. When evaluated on the
test set footage, the temporal action localisation model predicted 705 dives (excluding those which overlap with blacklisted regions of video). These are the
predicted temporal intervals.
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Figure 5.8: Test set results for temporal action localisation.

A ground truth temporal interval is considered to match a predicted temporal
interval if and only if the intersection over union of their temporal intervals
exceeds 50%. A total of 601 of the temporal intervals match between the ground
truths and predictions (Figure 5.8). This implies that 98.2% of the ground truth
dives were detected by the model, and 85.2% of the predicted temporal intervals
had corresponding ground truth annotations.
In order to better understand the nature of the 104 predictions produced by
the model which did not have a matching ground truth temporal interval, video
clips for each were manually inspected. Surprisingly, every one of these “spurious” predictions was found to contain a dive which was simply not labelled by
the human annotators. On the basis of these observations it can be surmised that
the model is actually highly capable of avoiding false positive predictions. This
behaviour can be attributed to the stringent thresholding criteria afforded by the
smoothed probability signals for start, middle, and end of dive events.

5.4

tracking

Video frames, when taken in their entirety, contain a lot of background and
distracting visual data which has little to no predictive value for action classification. In order to narrow the classifier input to a subset of pixels with higher
information density, subject tracking is introduced as an intermediate task. From
a biological perspective, this stage of processing can be considered as generating
a hard “fovea” which tracks the most informative portion of the video clip.
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Once a dive clip has been extracted from continuous footage, there is precisely one diver who is considered the subject of the video for that temporal
extent. Furthermore, due to basic Newtonian physics, it can be assumed that the
diver follows a parabolic trajectory from the moment that they leave the platform/springboard to the moment that they enter the water. Although general
object tracking is a difficult problem, these two constraints (along with the lack
of severe occlusions) can be leveraged to make the accurate tracking of divers
easier to solve.
The proposed strategy for spatio-temporal subject localisation (tracking the
diver across frames) is to construct a coordinate regression model which takes
a fixed-length sequence of frames as input, and predicts the location of the athlete’s centre of mass per frame. By working with multiple frames simultaneously,
as opposed to accepting one frame at a time, the model is able to make use of
contextual motion information to support localisation of the diver. This can also
help in situations which exhibit visual ambiguity or momentary occlusion.
It is expected that the coordinate regression model will occasionally mistakenly locate a distracting element in the image or otherwise produce incorrect predictions. Hence the outputs of the coordinate regression model are considered to be candidate locations, which may contain noise in the form of outliers. To smooth the motion trajectory and improve the overall accuracy of tracking, the candidate locations are fit to a physics-based kinematic model using an
algorithm which is robust to outliers. Finally, the video clip is cropped using
locations obtained by evaluating the kinematic model at different times, thus
forming the classifier input.

5.4.1 Coordinate regression

The base model used for coordinate regression is a stack of two context networks [131]. Since context networks were originally designed for use with static,
single-image input, they were adapted to work with video data by replacing the
2D convolutional kernels with 3D equivalents. Table 5.1 details the configuration
of the convolutional layers in the two context networks. The number of ultimate
output feature maps, m, depends on the prediction strategy being used, as will
be discussed shortly.
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Kernel size

Dilation

3×3×3
3×3×3
3×3×3
3×3×3
3×3×3
3×3×3
3×3×3
1×1×1

1×1×1
1×1×1
2×2×2
4×4×4
8×8×8
1 × 16 × 16
1×1×1
1×1×1

Feature maps
Context net #1 Context net #2
2
2
2
2
4
4
4
4
4
8
8
16
8
16
1
m

Table 5.1: Convolutional layer hyperparameters for the locator context networks.

A key distinguishing feature of context networks is the heavy utilisation of
dilated convolutions, which facilitates multi-scale processing. For the diving application, this helps the model cope with the fact that athletes are at different
distances from the camera depending on which platform/springboard they dive
from. Furthermore, context networks preserve the size of the image (provided
that appropriate padding is applied), resulting in high-resolution output feature
maps.
Using the context network-based neural network architecture as a basis, three
different approaches to predicting the diver location are explored: partial regression, heatmap matching, and regularised soft-argmax.

5.4.1.1 Partial regression
In partial regression, patches are sampled from the input video clip during training. For this implementation, each input patch is a 21 × 64 × 64 pixel square crop
of the video, where the location of the crop is held constant across all 21 frames.
Each frame within the input patch either contains the diver (a positive instance),
or does not (a negative instance). Due to the motion of divers, it is common for
an input patch to consist of a mixture of positive and negative instances as the
subject moves in and out of view of the crop region. For training, input patches
are sampled such that 80% of the time they are centred on the diver’s position in
one of the frames, and the other 20% of the time they are centred at a completely
random location within the image bounds. The motivation behind this sampling
strategy is to provide the model with examples from varying locations in input space whilst maintaining a degree of balance between positive and negative
instances.
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The model is trained with the objective of predicting whether the subject is
visible within each frame of the patch. Additionally, for positive instances, the
location of the subject is predicted relative to the input patch’s frame of reference.
So the model outputs three values in total: the probability that the patch contains
the subject, and the ( x, y) coordinates of the subject. Patch frames which do not
contain the subject exclude the coordinate objective from training loss calculations, since it does not make sense to prescribe the location of a subject which is
not within view.
Global average pooling is added to the base model in order to reduce spatial
activations to the three output values per frame per patch. For this method of
prediction the number of output maps must therefore be set to m = 3. An important aspect of this implementation of partial regression is that the network
is fully convolutional. This means that at inference time the entire image can
be provided as input instead of patches. The network will then implicitly slide
a window through the image, generating many predictions which cover the entire video frame. This is done in such a way that the network shares common
intermediate activations, and is therefore more computationally efficient than explicitly taking overlapping crops and feeding them through the neural network
separately. The overlap of the windows (i.e. the offset between implicit patches)
can be adjusted by altering the stride of the average pooling layer.
The general partial regression approach described here is used successfully in
prominent object detection systems including OverFeat [98] and Fast R-CNN [30].
However, it is worth keeping in mind that in the context of the dive action monitoring problem it is only necessary to detect a single location per frame (athlete
centre of mass) as opposed to corners of a bounding box.

5.4.1.2 Heatmap matching
Heatmap matching with argmax predictions has proven to be very popular amongst leading 2D pose estimation systems, as discussed previously in
Chapter 3. A variant of heatmap matching for locating a human subject in video
frames will now be proposed.
The heatmap matching model was constructed with one output feature map
(m = 1), which has the same spatial and temporal extent as the input due to
the size-preserving property of context networks. This 3D feature map can be
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considered as consisting of one 2D heatmap per frame by splitting across the
temporal axis. During training, input patches are cropped from the video clips
as in the partial regression approach. Synthetic target heatmaps are generated by
rendering a 2D spherical Gaussian at the ground truth location for each frame.
Input patches are fed through the network and the loss is applied based on the
difference between the predicted and target heatmaps.
Most heatmap matching approaches in 2D pose estimation use mean squared
error (MSE) to calculate a loss between predicted outputs and the target heatmaps. However, an inherent imbalance amongst pixel values was observed
within expected heatmaps—there are far fewer high-valued pixels indicating the
presence of a diver than low-valued pixels indicating the absence of a diver. For
a loss function like MSE, this makes the prediction of all zeros an attractive behaviour for the network to learn in terms of easily achievable loss minimisation. To
counteract this, a modified form of binary cross-entropy (BCE) was developed
which weights positive outputs higher, thus penalising the network more harshly
for simply ignoring them. The formulation for weighted binary cross-entropy is
shown in Equation 5.5, where ȳ is the predicted value of a pixel and y is the
expected value.

L=

− log(ȳ)y − log(1 − ȳ)(1 − y)
+
2(1 − β )
2β

(5.5)

The BCE weighting hyperparameter β ∈ (0, 1) controls how much stricter
the loss is about penalising false negative examples than false positive examples.
When β = 0.5, weighted BCE is equivalent to the usual BCE formula. When 0.5 <
β < 1, the positive example term of the loss function is weighted higher than
the negative example term. Figure 5.9 illustrates how weighted BCE imposes a
greater loss for misclassified positive examples than negative ones when β >
0.5. The choice of β = 0.8 was found to work well in practice based on an
informal hyperparameter search, but this value may not be as appropriate for
other datasets.
As with partial regression, inference is performed on entire frames as opposed
to patches. Most existing work using heatmap matching to predict locations
relies on the argmax function to predict a single set of numerical coordinates
per heatmap. In contrast, OpenCV’s blob detection implementation (based on
the contour finding algorithms of Suzuki and Abe [109]) is used to locate the
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Figure 5.9: Side-by-side comparison of standard (left) and weighted (right) binary cross
entropy loss.

centroids of multiple “blobs” indicating diver location. Compared to argmax,
this decreases the likelihood of missing inlier predictions at the expense of potentially introducing more outliers. This trade-off is made in anticipation of the
subsequent robust motion trajectory fitting step (Section 5.4.2), through which
extraneous outlier predictions are discarded.

5.4.1.3 Regularised soft-argmax
Motivated by the successful application of regularised soft-argmax to human
pose estimation problems, the same technique will also be applied to diver localisation. There are two main points of difference between pose estimation and
the subject localisation task which is to be addressed here. Firstly, the location
being predicted is the centre of mass for the diver, which does not have the
same sort of tangible image features as e.g. a human ankle. Secondly, locations
will be predicted for several frames at once using 3D convolutions, which is
a parameter-light, activation-heavy model design that differs significantly from
the pose estimation networks considered previously.
An important distinction to make here is that although the model uses 3D
convolutions, the predicted locations are only in 2D space. Hence this approach
to coordinate regression is closer to that used for 2D pose estimation (Chapter 3)
than 3D pose estimation (Chapter 4). The purpose of the 3D convolutions is to
provide the network with more temporal context, enabling the model to reason
about the entire action before formulating per-frame location estimates. Time
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Algorithm 5.2 Creating a kinematic model
1: function CreateKinematicModel(ts[], xs[], ys[])
2:
a0 , a1 ← LinearRegression(ts, xs)
3:
b0 , b1 , b2 ← QuadraticRegression( xs, ys)
4:
function KinematicModel(t)
5:
x ← a0 + a1 t
6:
y ← b0 + b1 x + b2 x2
7:
return x, y
8:
end function
9:
return KinematicModel
10: end function
does not count as a third predicted coordinate since a different location is always
predicted for each time instant.

5.4.2 Fitting a motion trajectory

Once the video frames have been processed by the coordinate regression network a sequence of predicted diver locations are produced, each with known
timestamps. However, these predicted locations are not guaranteed to be smooth,
and may exhibit noticeable jitter due to mispredictions from the model. To produce a smooth motion trajectory, the points are fit to a curve using a kinematic
model.
The appropriate global constraints used to model a motion trajectory will depend on the specific problem domain. For diving, it is possible to apply strong
constraints derived from basic kinematic formulae. In fact, a suitable model for
the trajectory can be specified which has only five parameters—two for a linear mapping from time (t) to horizontal position (x), and three for a quadratic
mapping from horizontal position (x) to vertical position (y).
Algorithm 5.2 describes how least squares regression can be used to construct
a kinematic model for an individual dive. Since least square regression is not
robust to outliers, this algorithm will only result in a reasonable motion trajectory if none of the predicted locations deviate too far from the true location
of the diver. In practice this is not a guarantee that can be made about the coordinate regression model, as occasional mispredictions are to be expected when
performing inference with neural networks. It is therefore desirable to utilise a
curve fitting algorithm which is robust to outliers by design.
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Algorithm 5.3 Fitting a kinematic model with MSAC
1: A ← raw (t, x, y ) location predictions
2: τ ← 3.0
. Outlier threshold distance
3: N ← 100
. Number of iterations
4: C ∗ ← ∞
. Best cost so far
5: for each i ∈ [0, N ) do
6:
B ← RandomSubset(A, 3)
. Sample three points
7:
M ← CreateKinematicModel (Bt , Bx , By )
8:
c ← {| M ( pt ) − pxy |22 : p ∈ A}
. Calculate per-point costs
9:
C ← ∑ j max(c j , τ 2 )
. Calculate total cost
∗
10:
if C < C then
. Update model if it is better
11:
C∗ ← C
12:
M∗ ← M
13:
end if
14: end for
15: return M ∗
RANSAC [27] is an iterative algorithm which fits data by repeatedly instantiating models for random subsets of points, ultimately selecting the instance
which fits the complete set of points best according to some cost function. The
main benefit of RANSAC is that it is very robust to contamination from outliers,
and is therefore able to ignore bad location candidates. In practice the improved
MSAC [116] variant of RANSAC was used, which generally achieves a good fit
in fewer iterations than the original algorithm.
Algorithm 5.3 describes how MSAC was implemented to find a kinematic
model which fits the subject’s motion trajectory from candidate locations produced by the neural network. Mean squared error between candidates and kinematic model output is used to calculate the cost of a particular kinematic model
instance. The threshold value, τ, controls how far a point must be from the
smoothed motion trajectory to be considered an outlier. A threshold value of 3
pixels (in input image space) was found to work well, although this parameter
is highly likely to be application-dependent.
The simple model described here is appropriate for diving, since the motion of
a diver is very clearly defined. However, for problems where this is not the case,
an alternative method for constructing the motion trajectory must be employed.
One possible approach would be to use local feature descriptors to track candidate locations through time. Another would be to use a learnt model, such as a
recurrent neural network [12, 38] or attention-based model [122], to perform the
tracking. These more complex approaches were not necessary in this instance

142

5.4 tracking

(and are therefore beyond the scope of this thesis), but could be an interesting
direction for future work.

5.4.3 Cropping the video clip

Once a kinematic model has been obtained, it may be used to infer the diver
location for each frame of video. The kinematic model is evaluated on the
timestamps of each frame, producing a sequence of ( x, y) coordinates which
comprise the motion trajectory. These locations are then used as the centre points
to obtain square crops from each frame within the diving video clip. The side
length of the square crops is set to a fixed value, selected ahead of time to be
large enough to always encompass the entirety of the subject’s body.
The result of the cropping is a tracking shot of the diver. The image centre
follows the athlete from the moment they leave the platform/springboard until
the moment they break the surface tension of the pool.

5.4.4 Evaluation of subject tracking

In order to determine which coordinate regression strategy results in the highest
tracking accuracy, experiments were run to compare the partial regression, heatmap matching, and regularised soft-argmax approaches. Using diving clips labelled with ground truth athlete motion trajectories, models were trained based
on each approach. The models were each evaluated on the held-out test dataset. All results are reported after applying the RANSAC-based motion trajectory
fitting algorithm, and are therefore representative of the performance for the
complete tracking stage of diver action monitoring.
Figure 5.10 shows, for a range of distance error thresholds, the percentage
of dive clips that had a mean distance between predicted and ground truth
per-frame locations below that threshold. Closer to the top-left of the graph is
better, as this indicates high detection rate within a strict distance limit. The results show that the soft-argmax approach is noticeably more accurate than the
other approaches, achieving a higher detection rate across a wide range of distance thresholds. The improved performance of soft-argmax with regularisation
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Figure 5.10: Comparison of test set detection rates for different coordinate regression
approaches.

is especially noticeable when more precise predictions are required (i.e. distance
threshold . 6 pixels). Of the remaining two approaches, heatmap matching is
generally better than partial regression, except when considering extremely strict
thresholds.
In practice partial regression was found to result in many more candidate
locations than heatmap matching. This was not particularly problematic for application in the diving domain, since the subsequent RANSAC smoothing step
is very robust to contamination from outliers. However, it is worth noting that
for other potential applications where defining a constrained motion trajectory
is not possible, the soft-argmax approach is especially attractive since it outputs
only a single “best guess” prediction per frame.

5.5

action recognition

The first two stages of the system discussed thus far are able to extract a personcentric action temporally and spatially from continuous video footage. This
already has many useful applications, especially as a time-saving tool for sports
coaches who would otherwise need to waste hours manually reviewing training
footage in order to identify actions of interest. However, this can be extended
even further to automatically classify the activity within the clip.
Most action recognition tasks in existing literature are posed as 1-in-k classification, where each example is associated with exactly one of k labels. For action
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Frames

Body
Head

Handstand?
Rotation type
# somersaults
# twists
Pose type

Figure 5.11: High-level view of the classifier architecture with a head for each part of the
dive code.

monitoring the classification can be more fine-grained, where each action is described as an aggregate of multiple attributes. For athletic diving specifically, a
dive is described using an alphanumerical string which encodes the following
attributes: rotation type, pose type, number of somersaults, number of twists,
and whether the dive began with a handstand.
An approach that one might initially consider is to classify the entire dive
code using a single softmax output by enumerating all possible combinations of
dive attribute values. Such a setup would be equivalent to a 1-in-k classification
problem where k is equal to the number of combinations of all properties. This
would result in a large softmax over thousands of possible output classes, most
of which would have very few (if any) training examples.
An alternative is to consider the problem as an instance of multi-task learning,
where each sub-task is a separate classification task for a different attribute. To
achieve this, a single neural network is constructed with 5 separate classification
heads, each corresponding to a different dive attribute (Figure 5.11). One way to
reason about the architecture is that the network body learns to extract features
from the input which are relevant for predicting one or more parts of the dive
code. The heads take these features and use them to predict values for each
individual dive code attribute. In this arrangement intermediate features can be
shared between heads, making it easier for the network to rule out unlikely dive
code combinations. The internal structure of each head is identical, except for
the number of output neurons.

5.5.1 Classification model details

The classification model takes tracked video clips as input, produced by earlier
stages of the system. Since the clips are now cropped around the diver, it is
possible to use a higher image resolution than previous networks under similar
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C3D-Vanilla
conv3-64
1x2x2 max pool
conv3-128
2x2x2 max pool
conv3-256 (×2)
2x2x2 max pool
conv3-512 (×2)
2x2x2 max pool
conv3-512 (×2)
2x2x2 max pool
fc-4096
dropout-0.5
fc-4096
dropout-0.5
fc-n

C3D-Altered
Body
conv3-32, BN
1x2x2 max pool
conv3-64, BN
2x2x2 max pool
conv3-128, BN (×2)
2x2x2 max pool
conv3-256, BN (×2)
2x2x2 max pool
conv3-256, BN (×2)
2x2x2 max pool
dropout-0.5
Head
fc-2048, BN
fc-2048, BN
fc-n

C3D-Dilated
conv3-32, BN
1x2x2 max pool
conv3-64, BN
2x2x2 max pool
conv3-128, BN (×2)
2x2x2 max pool
conv3-256, BN (×2)
conv3-d2-256, BN (×2)
dropout-0.5
conv1-12
truncated context net
2x2x2 max pool
conv3-12, BN
conv3-n, avg pool

Table 5.2: Neural network architectures for vanilla C3D and two modified variants,
where n is the number of output classes.

memory constraints. To keep the input size constant, each clip is temporally
downsampled to a total length of 16 frames. By manual inspection it was verified
that 16 frames is sufficient for a human to categorise a dive.
Three classifier architectures are considered (Table 5.2), all of which are based
on the C3D volumetric ConvNet [118] and use ReLU activations.
C3D-Vanilla closely follows the original C3D architecture proposed by Tran
et al. [118]. All layers up until but excluding the first fully connected layer form
the model body, and the remaining layers form the architecture of a head. Each
head produces class probability estimates by way of the softmax function. The
overall loss of the model during training is the sum of negative log-likelihood
losses for all heads.
C3D-Altered is a slightly modified variant of C3D-Vanilla with batch normalisation (BN) [41] introduced after each weighted layer. Memory requirements
are reduced by halving the number of features throughout the network.
C3D-Dilated introduces dilated convolutions for improved scale invariance [131]. Pooling operations in the latter half of the body are removed, and
the last two convolutional layers are given a dilation factor of 2 (denoted conv3d2) to maintain receptive field size. The architecture of the head is completely
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Figure 5.12: Dive classification accuracy results.

restructured to perform classification in the fully convolutional style, incorporating a truncated context network with layers 5 and 6 removed for multi-scale
aggregation of features.

5.5.2 Evaluation of classifiers

Experiments were conducted to empirically evaluate the effectiveness of the proposed alterations to the base C3D model architecture. Since the dataset does not
contain an equal number of examples for each type of dive, a baseline reference
is shown to help visualise the data skew. The baseline shows the results of predicting the statistical mode for each individual part of the dive code. Gains in
accuracy above this baseline are indicative of the model’s ability to discriminate
between classes.
Each of the models in Table 5.2 were trained until convergence using stochastic
gradient descent with a momentum of 0.9. The initial learning rate was set to
0.006 (0.003 for C3D-Vanilla), and halved every 30 epochs. The classifiers were
trained in isolation of the other action monitoring stages using ground truth
timestamps and diver locations. No specific compensation for class imbalance
was made during training.
Figure 5.12 shows accuracy results for each of the three classification model
architectures when evaluating using ground-truth diver trajectories to crop the
input clips. C3D-Altered and C3D-Dilated exhibit much higher accuracy results
despite having half the number of intermediate features as C3D-Vanilla. This is
most likely due to the increased regularisation provided by batch normalisation,
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Handstand start?
Rotation type
Number of somersaults
Number of twists
Pose type

Ground truth crops
100.00%
98.06%
93.20%
98.06%
97.57%

Predicted crops
99.67%
93.68%
98.67%
96.67%
97.17%

Table 5.3: Comparison of C3D-Dilated evaluated using ground truth and predicted
spatio-temporal crops.

especially considering that the diving dataset is relatively small in comparison
to large-scale public image datasets and is hence more susceptible to overfitting.
The addition of dilated convolutions in C3D-Dilated resulted in a boost to
classification accuracy for all dive attributes except the twist count. A likely explanation for this outcome is that the dilations increase the model’s ability to
recognise features irrespective of the distance between diver and camera.
As stated earlier in Section 5.2.2, although 4716 dives were annotated with
a ground truth dive code only 20% of these were labelled with athlete motion
trajectories. For the purposes of training deep neural network classifiers this is
a relatively small amount of data, and likely a severe limiting factor for model
generalisation. In order to increase the amount of training data, and hence the
test performance of the learnt model, the subject tracking stage was run on all
examples to automatically annotate the full dataset with motion trajectories. This
effectively increased the size of the classification dataset by a factor of five, at the
expense of occasional noise from mispredictions. Note that only the training set
was expanded in this way, since it is important for the ground truth test set labels
to remain highly accurate for evaluation purposes.
After training a C3D-Dilated classifier from scratch on the larger, autoannotated classification dataset a pronounced increase in prediction accuracy
was observed. For example, the prediction accuracy for rotation type improved
from 89.81% to 98.06%, and for pose type from 90.78% to 97.57%. It can therefore
be surmised that increasing the amount of training data with automatic trajectory annotations materially improves generalisation capabilities of the classifier,
despite the noise introduced into the training dataset by including imperfect
annotations.
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Holistic action monitoring evaluation
Additionally, the classifier was evaluated without leveraging ground truth crops
by generating predictions using the first two stages of the system. This tests the
real-world performance of the action monitoring system rather than relying on
any ground truth diver location annotations. Importantly, such an experiment
reveals the extent to which prediction errors compound across stages. For the
subject tracking stage, soft-argmax with JSD regularisation followed by trajectory
smoothing was used to form predictions.
Table 5.3 shows experimental results comparing the use of ground truth and
predicted crops with the same classification model. This evaluation only includes
manually annotated dives which correspond to a prediction with temporal intersection over union greater than 50%. The results indicate that compounding error
does not have much of a negative impact on the empirical classification results.
Overall the classification performance is very good, with each attribute in the
dive code being predicted with over 93% accuracy. The number of somersaults
is an unusual case, as the accuracy for this dive code property actually increased
when using predicted crops. One possible explanation is that since the predicted
crops are closer in nature to the auto-annotated crops used during training, the
use of ground truth crops can actually hinder accuracy for certain properties.

5.6

summary

Action monitoring tasks involve solving the when, where, and what of video footage. A temporal action localisation neural network evaluated on continuous footage produces probability signals which can be smoothed and thresholded in order to determine when actions happen. A coordinate regression model using
the regularised soft-argmax prediction scheme is effective at determining where
the subject is in each frame, especially when coupled with robust motion trajectory fitting. Finally, a 3D classification ConvNet may be used to predict what the
specific attributes of the action are.
By evaluating on a practical athletic diving exemplar task, it was demonstrated
that the techniques presented for solving action monitoring problems have realworld merit. Each attribute of a dive action was predicted with over 93% accur-
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acy when automatic inference was conducted on unlabelled continuous video
footage, which is a strong indication of high practical performance.
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CONCLUSION

6.1

summary

In recent years, the affordability of cameras and data storage has improved dramatically. As a result, extensive repositories of image and video data are becoming increasingly common. The manual analysis of such vast amounts of data
is typically expensive and time-consuming, often to the point of infeasibility.
However, richly annotated videos and static images remain a beneficial source
of knowledge so the demand for comprehensive analysis remains. Image data
depicting human subjects is particularly compelling, with a variety of uses in
areas such as security surveillance, sports analytics, physical rehabilitation, and
computer animation. It is therefore unsurprising that much research effort has
gone into automatically analysing such data to extract useful annotations.
Recent work has made good progress on human-centric computer vision tasks
such as human pose estimation and action recognition. Convolutional neural networks have become a cornerstone of such work, reliably exhibiting state-of-theart results provided that sufficient training data is available. Although research
in this area is moving at a rapid pace, there is still room for improvement both in
terms of the accuracy and efficiency of prediction models. In this thesis numerous techniques were explored for improving deep learning approaches to the
important human-centric computer vision tasks of human pose estimation and
action monitoring.
One of the key findings was that the combination of a soft-argmax prediction strategy with pixel-wise Jensen-Shannon loss is a highly effective way of
training ConvNet models to locate points of interest from images. Including the
pixel-wise regularisation term improved the coherence and interpretability of
predicted heatmaps, as well as the accuracy of predicted coordinates. Models
based on this approach to coordinate regression were found to be effective at
both 2D and 3D pose estimation tasks. Furthermore, regularised soft-argmax
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worked well at low heatmap resolutions, therefore enabling the development of
more computationally efficient model architectures.
The soft-argmax prediction strategy has several desirable properties which
complement its high accuracy. Firstly, it permits an objective function which
directly minimises the distance between predicted and ground truth locations.
Secondly, gradients can flow back from the predicted numerical coordinates, enabling coordinate regression as an intermediate stage in a larger network architecture. Thirdly, since soft-argmax is calculated in a translationally equivariant
manner, it is much more sample efficient than densely connected predictions.
Fourthly, it was demonstrated empirically that models which use regularised
soft-argmax exhibit a better accuracy/efficiency trade-off than alternative approaches. For these reasons, soft-argmax with Jensen-Shannon regularisation is
a strong option for most coordinate regression applications.
It was discovered that the task of monocular 3D human pose estimation could
be solved using 2D marginalisations of the volumetric heatmaps used in existing work [65, 83], thus eliminating the memory-intensive practice of predicting
volumetric heatmaps directly. This approach, when combined with regularised
soft-argmax training, was found to be competitive with state-of-the-art alternatives. The experimental results imply a very promising direction for developing
effective 3D pose estimation models which run on resource-constrained devices.
This thesis also explored the action monitoring class of problems, where a system is expected to detect the temporal bounds for actions of interest and automatically classify those actions with granular labels. Using automated analysis
of athletic diving footage as a real-world exemplar task, a three-stage system
was proposed which separates temporal action localisation, subject tracking, and
action classification into sub-problems. Each sub-problem was solved using a
different 3D ConvNet model. Unlike most existing work, which often considers
each sub-problem in isolation, care was taken to integrate each of the three stages
using more traditional techniques to limit the propagation of errors through the
system.
The overall action monitoring system was found to achieve a high level of prediction accuracy when evaluated on a real-world dataset captured and annotated
by the Australian Institute of Sport. Many of the techniques and strategies which
were employed to solve the task are transferable to other domains, so in this re-
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gard the work presented in this thesis acts as a blueprint for solving a variety
of applications. Importantly, the work also demonstrates that current computer
vision techniques are sufficient for automating human-centric analysis typically
conducted by human annotators.

6.2

future work

Although the research presented in this thesis has led to many successful outcomes, there are still promising directions for future work in developing deep
learning techniques and models for human-centric analysis tasks.

6.2.1 2D human pose estimation

Single-person 2D human pose estimation is a mostly solved problem, with little
room for improvement in terms of PCKh accuracy. However, many of the state-ofthe-art models require substantial computational and memory resources, limiting their potential for use on consumer devices (especially mobile smart phones).
The research in this thesis has demonstrated that much more efficient models can
be developed with only modest concessions to accuracy. It would be interesting
to see whether further techniques, such as low precision weights and model
compression, could lead to mobile-friendly 2D pose estimation with comparable
performance to state-of-the-art.

6.2.2 3D human pose estimation

A promising direction for improving qualitative 3D pose estimation results for inthe-wild images would be to integrate generative adversarial networks (GANs)
into the process. More specifically, a conditional GAN could be trained to generate likely 3D poses from 2D poses, and the resultant discriminator used to
provide loss when only 2D joint annotations are available. In this way, the vast
corpus of in-the-wild images from datasets like MPII Human Pose [1] could be
better leveraged when training the 3D pose estimation model.
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Most current work on monocular 3D pose estimation is concerned with analysis of a single subject. Single-person approaches have merits from a research
standpoint, since they cleanly isolate the study of pose estimation from person
detection. However, for many applications it would be useful to process images
containing a group of people. Recent research suggests that ConvNets are also
capable of handling such situations, though with significantly lower accuracy
than single-person results [71]. It would be interesting to investigate ways of extending the soft-argmax method of coordinate regression in order to handle a
variable number of predictions, thus enabling an alternative approach to multiperson pose estimation.
The ability to infer camera intrinsics from arbitrary images would be beneficial
to 3D human pose estimation, since it would facilitate the analysis of existing
data for which camera parameters are unknown. It is currently an open question
as to whether existing camera calibration models, such as DeepFocal [128], can
be effectively integrated with pose estimation models.

6.2.3 Action monitoring

For dive action monitoring specifically, the classification attributes are all related
to the pose of the athlete. This suggests that it may be possible to make use of
pose estimation as part of the classifier in order to improve accuracy. A challenging aspect of this approach would be finding an appropriate network architecture, since pose skeletons are represented as points, not images. Furthermore, it
would likely be necessary to canonicalise the orientation and scale of the pose in
order to achieve reasonable generalisation.
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A
CODE LISTINGS

This appendix chapter contains various listings of Python code referenced from
the body of the thesis. All code is written using the PyTorch tensor computation
and dynamic neural network library [81].
Listing A.1: Modifying a ResNet model (as implemented in the torchvision package)
such that it produces higher resolution spatial activations.
1 def enlarge_resnet_activations(resnet, n=0):
2
"""Alter a ResNet to enlarge output feature maps.
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27

Args:
resnet: a ResNet model from the `torchvision` package.
n (int): determines the enlargement factor (2**n).
"""
# Each "layer" is a group of ResNet blocks, the first of
# which downsamples by a factor of 2.
layers = [resnet.layer2, resnet.layer3, resnet.layer4]
for i, layer in enumerate(layers[len(layers) - n:]):
dilx = dily = 2 ** (i + 1)
for module in layer.modules():
if isinstance(module, nn.Conv2d):
if module.stride == (2, 2):
# Set stride to 1 (removes downsampling).
module.stride = (1, 1)
elif module.kernel_size == (3, 3):
# Introduce dilation and padding to preserve
# receptive field size.
kx, ky = module.kernel_size
module.dilation = (dilx, dily)
padx = (dilx * (kx - 1) + 1) // 2
pady = (dily * (ky - 1) + 1) // 2
module.padding = (padx, pady)
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Listing A.2: Implementation of Kullback-Leibler and Jensen-Shannon divergences.
1 # Small value used to guard against numerical errors.
2 EPS = 1e-24
3 # Number of dimensions (we use 2 for bivariate probability).
4 N_DIMS = 2
5
6 def kld(p, q):
7
"""Kullback-Leibler divergence between `p` and `q`."""
8
tmp = p * ((p + EPS).log() - (q + EPS).log())
9
for i in range(N_DIMS):
10
tmp = tmp.sum(-1, keepdim=False)
11
return tmp
12
13 def jsd(p, q):
14
"""Jensen-Shannon divergence between `p` and `q`."""
15
m = 0.5 * (p + q)
16

return 0.5 * (kld(p, m) + kld(q, m))



Listing A.3: Implementation of rendering spherical Gaussians.
1 def make_gauss(means, size, sigma):
2
"""Render n-dimensional spherical Gaussians."""
3
4
coords_list = [torch.arange(0, s) for s in reversed(size)]
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28

# dists = (x - \mu)^2
dists = [(x - mean) ** 2
for x, mean in zip(coords_list, means.split(1, -1))]
# ks = -1 / (2 \sigma^2)
ks = [-0.5 * (1 / sigma) ** 2] * len(size)
# Denormalised p.d.f. = exp(-(x - \mu)^2 / (2 \sigma^2))
exps = [(dist * k).exp() for k, dist in zip(ks, dists)]
# Normalize numerically, since the Gaussian may be clipped
exps = [t / t.sum(-1, keepdim=True) for t in exps]
# Combine dimensions of the Gaussian
dim_range = range(-1, -(len(size) + 1), -1)
components = [reduce(lambda t, d: t.unsqueeze(d),
filter(lambda d: d != dim, dim_range),
dist)
for dim, dist in zip(dim_range, exps)]
return reduce(mul, components)
# Example usage: rendering two 2D Gaussians
locations = torch.Tensor([[16, 32], [48, 24]])
target_stddev = 1
heatmap_size = torch.Size([64, 64])
gaussians = make_gauss(locations, heatmap_size, target_stddev)



B
ACTION MONITORING MODEL DEFINITIONS

Listing B.1: Diving temporal action localisation neural network. The output features
from the body are fed into one head per probability signal.
### Model body definition ###
talnn_body = nn.Sequential(
nn.Conv3d(3, 32, kernel_size=(3, 3, 7), stride=(1, 2, 4),
padding=(0, 1, 3)),
nn.BatchNorm3d(32), nn.ReLU(inplace=True),
nn.Conv3d(32, 32, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(32), nn.ReLU(inplace=True),
nn.Conv3d(32, 64, kernel_size=3, stride=(1, 2, 2), padding=(0, 1, 1)),
nn.BatchNorm3d(64), nn.ReLU(inplace=True),
nn.Conv3d(64, 64, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(64), nn.ReLU(inplace=True),
nn.Conv3d(64, 128, kernel_size=3, stride=(1, 2, 2),
padding=(0, 1, 1)),
nn.BatchNorm3d(128), nn.ReLU(inplace=True),
nn.Conv3d(128, 128, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(128), nn.ReLU(inplace=True),
nn.Conv3d(128, 256, kernel_size=3, stride=(1, 2, 2),
padding=(0, 1, 1)),
nn.BatchNorm3d(256), nn.ReLU(inplace=True),
nn.Conv3d(256, 256, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(256), nn.ReLU(inplace=True))
### Model head definition ###
class TALNN_Head(nn.Module):
def __init__(self):
super().__init__()
self.conv = nn.Conv3d(256, 1, kernel_size=1, stride=1)
def forward(self, *input):
feats = input[0]
# Average the spatial dimensions.
output = adaptive_avg_pool3d(head(feats), output_size=1)
# Flatten the tensor.
output = output.squeeze(-1).squeeze(-1).squeeze(-1)
# Apply sigmoid to calculate probability.
output = output.sigmoid().squeeze(-1)
return output
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Listing B.2: Diver locating neural network.
def make_context_net(chans):
return nn.Sequential(
nn.Conv3d(chans[0], chans[1], kernel_size=(3, 3, 3),
padding=(2, 2, 2), dilation=(1, 1, 1)),
nn.BatchNorm3d(chans[1]), nn.ReLU(inplace=True),
nn.Conv3d(chans[1], chans[2], kernel_size=(3, 3, 3),
padding=(4, 4, 4), dilation=(1, 1, 1)),
nn.BatchNorm3d(chans[2]), nn.ReLU(inplace=True),
nn.Conv3d(chans[2], chans[3], kernel_size=(3, 3, 3),
padding=(8, 8, 8), dilation=(2, 2, 2)),
nn.BatchNorm3d(chans[3]), nn.ReLU(inplace=True),
nn.Conv3d(chans[3], chans[4], kernel_size=(3, 3, 3),
padding=(4, 16, 16), dilation=(4, 4, 4)),
nn.BatchNorm3d(chans[4]), nn.ReLU(inplace=True),
nn.Conv3d(chans[4], chans[5], kernel_size=(3, 3, 3),
padding=(0, 3, 3), dilation=(8, 8, 8)),
nn.BatchNorm3d(chans[5]), nn.ReLU(inplace=True),
nn.Conv3d(chans[5], chans[6], kernel_size=(3, 3, 3),
padding=(0, 0, 0), dilation=(1, 16, 16)),
nn.BatchNorm3d(chans[6]), nn.ReLU(inplace=True),
nn.Conv3d(chans[6], chans[7], kernel_size=(3, 3, 3),
padding=(0, 0, 0), dilation=(1, 1, 1)),
nn.BatchNorm3d(chans[7]), nn.ReLU(inplace=True),
nn.Conv3d(chans[7], chans[8], kernel_size=(1, 1, 1)))

class Locator_Model(nn.Module):
def __init__(self):
super().__init__()
self.layers = nn.Sequential(
make_context_net([3, 2, 2, 4, 4, 4, 8, 8, 1]),
make_context_net([1, 2, 2, 4, 8, 16, 16, 16, 1]))
def forward(self, *inputs):
# Estimate heatmaps from the input image.
heatmaps = self.layers(inputs[0]).squeeze(-4)
# Normalise heatmaps with softmax.
pmms = flat_softmax_2d(heatmaps)
# Predict numerical coordinates with soft-argmax.
return soft_argmax(pmms)
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Listing B.3: Dive classification neural network.
### Model body definition ###
classifier_body = nn.Sequential(
nn.Conv3d(3, 32, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(32), nn.ReLU(inplace=True),
nn.MaxPool3d(kernel_size=(1, 2, 2)), # Pool1
nn.Conv3d(32, 64, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(64), nn.ReLU(inplace=True),
nn.MaxPool3d(kernel_size=(2, 2, 2)), # Pool2
nn.Conv3d(64, 128, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(128), nn.ReLU(inplace=True),
nn.Conv3d(128, 128, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(128), nn.ReLU(inplace=True),
nn.MaxPool3d(kernel_size=(2, 2, 2)), # Pool3
nn.Conv3d(128, 256, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(256), nn.ReLU(inplace=True),
nn.Conv3d(256, 256, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(256), nn.ReLU(inplace=True),
nn.Conv3d(256, 256, kernel_size=3, stride=1, padding=2, dilation=2),
nn.BatchNorm3d(256), nn.ReLU(inplace=True),
nn.Conv3d(256, 256, kernel_size=3, stride=1, padding=2, dilation=2),
nn.BatchNorm3d(256), nn.ReLU(inplace=True),
nn.Dropout3d(0.5))
### Model head definition ###
class Classifier_Head(nn.Module):
def __init__(self, n_classes):
super().__init__()
self.layers = nn.Sequential(
nn.Conv3d(256, 12, kernel_size=1),
nn.ConstantPad3d(9, 0),
nn.Conv3d(12, 24, kernel_size=(3, 3, 3)),
nn.BatchNorm3d(24), nn.ReLU(inplace=True),
nn.Conv3d(24, 24, kernel_size=(3, 3, 3)),
nn.BatchNorm3d(24), nn.ReLU(inplace=True),
nn.Conv3d(24, 48, kernel_size=(3, 3, 3), dilation=(2, 2, 2)),
nn.BatchNorm3d(48), nn.ReLU(inplace=True),
nn.Conv3d(48, 96, kernel_size=(3, 3, 3), dilation=(4, 4, 4)),
nn.BatchNorm3d(96), nn.ReLU(inplace=True),
nn.Conv3d(96, 96, kernel_size=(3, 3, 3)),
nn.BatchNorm3d(96), nn.ReLU(inplace=True),
nn.Conv3d(96, 12, kernel_size=(1, 1, 1)),
nn.BatchNorm3d(12), nn.ReLU(inplace=True),
nn.MaxPool3d(kernel_size=(2, 2, 2)),
nn.Conv3d(12, 12, kernel_size=3, stride=1, padding=1),
nn.BatchNorm3d(12), nn.ReLU(inplace=True),
nn.Conv3d(12, n_classes, kernel_size=3, stride=1, padding=1))
def forward(self, *input):
feats = input[0]
# Average the spatial dimensions.
output = adaptive_avg_pool3d(self.layers(feats), output_size=1)
# Flatten the tensor.
output = output.squeeze(-1).squeeze(-1).squeeze(-1)
# Calculate multi-class log-probabilities.
output = log_softmax(output, dim=-1)
return output
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