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Summary

Null Hypothesis Significance Testing (NHST) focuses on
reject-or-do-not-reject decisions and thereby encourages dichotomous thinking. Three
studies explored the extent that confidence intervals (CIs) may encourage more
informative estimation thinking, which emphasizes sizes and variability of effects.
Study 1 comprised 3 surveys exploring the cliff effect—a marked difference in
confidence in the reality of an effect either side of, for example, p=.05. In the first,
researchers from psychology and medicine rated strength of evidence for 8 p values;
48% of respondents showed a cliff at p=.05 or .10. In the second, 40% showed a cliff
at the end of a 95% CI, corresponding to p=.05. In the third, only 15% of medical
researchers (38% for psychology) showed a cliff after seeing a cat’s-eye CI figure,
which illustrates the smooth change of relative likelihood across and beyond the
interval.
Study 2 comprised 3 surveys that used different question formats to investigate
how well researchers in psychology, medicine, and statistics understand variation over
replication. All three found that respondents who saw p values severely
underestimated that variability. In contrast, an earlier study found that researchers
seeing a CI only modestly underestimated replication variability.
Study 3 examined journal articles to explore how statement of research
aims—in terms of estimation or dichotomous hypothesis testing—may be related to
use of NHST or CIs for analysis. Of 85 articles, only 3 stated an aim in terms of
estimation, suggesting that rarity of such aims makes it difficult to explore the
relationship targeted by the study.
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CIs are better than p at informing researchers about variability over replications.
Experience with cat’s eye CIs may further assist researchers to overcome dichotomous
thinking. Finally, wider use of CIs may be most beneficial if researchers are
encouraged to think in terms of estimation rather than dichotomous decisions about
hypotheses.
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CHAPTER 1. DICHOTOMOUS THINKING

The obsession with discrete names is an example of what I call the tyranny of the
discontinuous mind...the discontinuous or qualitative mind insists on forcing people
into one or other discrete category. (Dawkins, 2004, pp. 252-258)

In his recently published book titled Not Exactly: In Praise of Vagueness,
philosopher van Deemter (2010) argued that people's adherence to dichotomous
thinking reflects a desire for clarity. He introduced the concept of false clarity to
describe situations in which people adopt arbitrary and artificial black and white
thinking in an attempt to avoid the vagueness inherent in all complex matters. van
Deemter (2010) argued that the reliance on statistical significance, or the magic number
that defines it, is one of the many classic examples of how false clarity misleads the
scientific community.
In psychology, the magic number for statistical significance is p = .05.This
number defines the sharp barrier that segregates rejection of a null hypothesis (H0) and
‘real’ effects from those where H0 cannot be rejected and thus the absence of a ‘real’
effect is inferred. van Deemter (2010) pointed out that p values are calculated using
continuous information (i.e., quantitative data) and are themselves distributed
continuously (i.e., asymptotic to 0 and 1). There are no tangible and defendable reasons
why a p value of .04 would lead to a decision to reject H0 while a p value of .06 would
lead researchers to do otherwise. In fact, the two p values are closely related to the
probability of the data, assuming a true H0—this is the definition of a p value, which
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will be further explained in Chapter 2. This practice of forcing experimental outcomes
into a significant-or-nonsignificant dichotomy using arbitrary cut-offs (i.e., p < .05) is
an example of dichotomous thinking in statistical inference. Dichotomous thinking
draws attention away from effect sizes and variability in the data to focus on
categorical outcomes.
The decision making procedure described above is part of Null Hypothesis
Significance Testing (NHST), the most frequently reported method of statistical
inference in psychology (Cumming et al., 2007; Finch, Cumming, & Thomason, 2001;
Finch et al., 2004; Hubbard, Parsa, & Luthy, 1997; Kieffer, Reese, & Thompson, 2001).
Despite its popularity amongst psychologists, the theory and usefulness of NHST
remains a controversy. A small number of academics have continued to defend NHST
(e.g., Chow, 1998; Frick, 1996; Mulaik, Raju, & Harshman, 1997; Robinson, Halbur, &
O'Ryan, 2003) despite a long history of criticism (e.g., Bakan, 1966; Berkson, 1938;
Boring, 1919; Cumming, 2012; Kline, 2004; Meehl, 1978; F. L. Schmidt, 1996; Yates,
1951).
There are many criticisms of NHST, covering its theoretical and
methodological underpinnings, as well as the way it is used and interpreted by
psychologists. Of the many criticisms, perhaps the most damaging problem with NHST
is that it assumes a mechanical, dichotomous approach to statistical inference and
thereby encourages dichotomous thinking (Kline, 2004; Rosnow & Rosenthal, 1989; F.
L. Schmidt & Hunter, 1997). This type of thinking often leads researchers to make
non-quantitative, dichotomous decisions on the basis of statistical significance, thus
paying minimal attention to other quantitative information (e.g., effect sizes, and
descriptive statistics). According to Frank Schmidt (1996), the habit of dichotomous
thinking has retarded the growth of cumulative research knowledge, and thus the
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progress of psychology. The investigation of dichotomous thinking, as reinforced by
NHST, is my focus in this thesis. In this introductory chapter, I will briefly introduce
psychology's statistical reform from NHST to estimation. My discussion will focus on
the frequently made, but largely untested argument that confidence intervals (CIs) can
help researchers to overcome dichotomous thinking and focus on estimation. Also, I
will highlight the need to assess this argument empirically by introducing the
emerging discipline of statistical cognition.

1.1

Statistical Reform

Statistical reform is concerned with the way in which researchers think about
and use statistics in their research. The impetus for statistical reform in psychology
resulted from fierce debate about whether NHST should be banned from psychology
journals. In 1996, the Task Force on Statistical Inference (TFSI) was established by the
American Psychological Association (APA) to review the published criticisms and
ongoing debate on NHST, and to make recommendations about whether NHST should
be banned in APA journals (Wilkinson & the TFSI, 1999). Although the TFSI did not
ban NHST, they recommended its use in psychological research be minimized: “Good
theories and intelligent interpretation advance a discipline more than rigid
methodological orthodoxy” (p. 604). A more important part of statistical reform in
psychology is to find a new approach to statistical inference, one that helps
researchers move beyond the conventional decision making dictated by NHST to
more thoughtful engagement with research data.
Many recommendations have emerged as part of advocacy of statistical reform.
In psychology, most advocates of reform recommend the reporting of effect sizes and
confidence intervals (CIs) to either supplement or replace NHST (Harlow, 1997). The
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TFSI, for example, recommended that "it is hard to imagine a situation in which a
dichotomous accept-reject decision [derived from NHST] is better than reporting...a
confidence interval" (Wilkinson & the TFSI, 1999, p. 599). Despite these
recommendations, change in statistical practice has been slow. For example, research
into the prevalence of reporting p values and CIs within psychology journals (e.g.,
Cumming et al., 2007; Fidler, 2005; Finch et al., 2004; Hubbard & Ryan, 2000),
indicate that in psychology journals NHST is being used almost exclusively. For
example, Cumming et al. (2007) investigated the incidence of reporting p values, CIs,
and other error bars in ten international psychology journals over three time periods
(1998, 2003-04 and 2005-06). Despite ongoing criticism of NHST, including the
recommendations of the TFSI and changes to the APA Publication Manual in 2001, the
percentage of articles reporting p values remained extremely high (97.8%, 97.7% and
96.9% respectively). In contrast, the percentage of articles that included at least one
figure with error bars (CIs or other error bars) was low, although it increased
dramatically across the three time periods studied (11%, 24.7% and 37.8%
respectively). These results suggest that statistical practices are changing, but NHST
still overwhelmingly influences the reporting and interpretation of research results.
Another important recommendation is the reporting of effect sizes (for
example, how large the difference between two means is). These can be either
standardized (e.g., Cohen's d) or expressed in the original unit of measurement (e.g.,
reaction time in milliseconds) (Grissom & Kim, 2012). Effect sizes are crucial
because they "help the reader to fully understand the analyses conducted and possible
alternative explanations for the outcomes of those analyses" (APA, 2010, p. 33). Also,
the reporting of effect sizes can facilitate the implementation of meta-analyses,
another vital part of statistical reform.
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Bayesian methods have also received increasing support in psychology as an
alternative to NHST (B. Lecoutre, 2001, 2006, 2010; B. Lecoutre, Lecoutre, &
Poitevineau, 2001; Lindley, 1993; Wagenmakers, 2007). Bayesian statisticians share a
different definition, and thus interpret probability differently from Frequentist
statisticians. In some cases, Bayesian methods produce answers that are different, or
even not obtainable with classical Frequentist methods. In psychology, advocates of
Bayesian methods have been around for decades but, as pointed out by Fidler (2005),
their proponents constitute a relative minority of NHST critics (p. 5).
Statistical reform in psychology also includes more generic practices, for
example: the use of graphical presentations for reporting and exploring data;
consideration of sample size and statistical power; reporting of clinical, theoretical or
practical significance in addition to statistical significance; appreciation of estimation
and meta-analysis, and the need for accumulating and integrating scientific results;
and thoughtful treatments of patterns, trends and effects that go beyond the automatic
dichotomous decision making of NHST. While all of these practices are important to
psychology's statistical reform, the main focus of this thesis is on effect size and
interval estimation. Most notably, can CIs help researchers to overcome dichotomous
thinking, and move beyond that to estimation thinking, which focuses on the
consideration of effect sizes and the underlying uncertainty due to sampling errors?
This thesis will explore this question by drawing from, and reporting three empirical
programs that contribute to the emerging field of statistical cognition—the study of
how people think about and utilize statistical information, including NHST p values
and CIs.
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1.2

Statistical Cognition

Statistical cognition consists of “the processes, representations, and activities
involved in acquiring and using statistical knowledge” (Beyth-Maron, Fidler, &
Cumming, 2008, p. 22). It is also the discipline that studies them in the same way that
‘cognition’ itself refers both to mental processes and the body of research investigating
these processes. The emergence of research into statistical cognition was motivated by
the increasing need for evidence-based statistical practices and, for psychology, an
evidence-based statistical reform. As a contribution to statistical reform in psychology,
the critical review and empirical research reported in this thesis will evaluate and
compare the cognition of p values and CIs.
Research into the cognition of NHST p values—how people interpret and
make judgements with p values—emerged in the 1960s. It was pioneered by
Rosenthal and Gaito's (1963) discovery of the cliff effect, an abrupt drop in confidence
that a real effect exists just beyond.05 or other conventional level of statistical
significance. This classic study was the first empirical demonstration of dichotomous
thinking. It revealed the reject or do-not-reject dichotomy that often results from the
use of NHST. Since then, a number of studies have been conducted on researchers'
and students' understanding of p values and the concept of statistical significance (e.g.,
Haller & Krauss, 2002; Oakes, 1986). Other studies explored NHST intuitions
(Robinson et al., 2003; Tversky & Kahneman, 1971) and the quality or adequacy of
scientific judgements derived from the results of NHST (e.g., Coulson, Healey, Fidler,
& Cumming, 2010; M.-P. Lecoutre, Poitevineau, & Lecoutre, 2003).
The cognition of CIs, on the other hand, has been much less examined than
NHST. There are only a few published studies of how researchers interpret CIs (e.g.,
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Belia, Fidler, Williams, & Cumming, 2005; Cumming, Williams, & Fidler, 2004), and
even fewer that compared researchers' and students' intuitions and judgements derived
from either CIs or results of NHST (e.g., Coulson et al., 2010; Fidler, 2005; Fidler &
Loftus, 2009). These studies produced mixed evidence, which suggested that simply
replacing p values with CIs may not necessarily lead to better intuitions or scientific
judgements. In other words, there is simply not enough evidence to suggest that the
uptake of CIs may in fact counter the dichotomous thinking that has become
entrenched by psychology's long history of NHST. This thesis aims to shed light on
this issue by studying and comparing researchers' statistical reasoning with CIs and
NHST.

1.3

Overview of Thesis

In this chapter, I have given a brief introduction to dichotomous thinking. I
explained that the decision making process of NHST, which is often dictated by the
magic number of p < .05, exemplifies dichotomous thinking in the statistical context.
As was explained earlier, part of psychology's statistical reform is to change the way
in which researchers think about and use statistics in their research. Many reformers
have proposed minimizing the use of NHST, and have recommended CIs as an
alternative. Some reformers have claimed that CIs can help researchers to overcome
dichotomous thinking, and move beyond that to estimation thinking. By introducing
the discipline of statistical cognition, I have highlighted the need to assess this
argument empirically.
Next, I will present a critical review of the argument that CIs can help
researchers to overcome dichotomous thinking. The review consists of two chapters.
In Chapter 2, I will propose a working model of dichotomous thinking, and explain
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how and where NHST fits within the model. In addition, I will review some selected
misconceptions of NHST that may be related to dichotomous thinking, and elaborate
on three aspects of dichotomous thinking that will be examined empirically in this
thesis.
In Chapter 3, I will outline some of the arguments in favour of CIs over NHST
p values, and present a descriptive model for how CIs may help overcome
dichotomous thinking. I will describe three untested assumptions that underlie this
model, each related to an aspect of dichotomous thinking described in Chapter 2. By
drawing from the literature of the cognition of CIs, I will evaluate the plausibility of
these assumptions. My critical review will arrive at the conclusion that further
research into the cognition of p values and CIs is needed, and finish with an overview
of the research program of this thesis.
The research program of this thesis, which comprises three empirical chapters
(Chapters 4, 5, and 6), explores the extent that confidence intervals (CIs) may
encourage more informative estimation thinking, which emphasizes sizes and
variability of effects.
Chapter 4 comprises 3 surveys that explored the cliff effect—a marked
difference in confidence in the reality of an effect either side of, for example, p=.05. In
the first, researchers from psychology and medicine rated strength of evidence for 8 p
values; 48% of respondents showed a cliff at p=.05 or .10. In the second, 40% showed
a cliff at the end of a 95% CI, corresponding to p=.05. In the third, only 15% of
medical researchers (38% for psychology) showed a cliff after seeing a cat’s-eye CI
figure, which illustrates the smooth change of relative likelihood across and beyond
the interval.
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Chapter 5 comprises 3 surveys that used different question formats to
investigate how well researchers in psychology, medicine, and statistics understand
variation over replication. All three found that respondents who saw p values severely
underestimated that variability. In contrast, an earlier study found that researchers
seeing a CI only modestly underestimated replication variability.
Chapter 6 examines journal articles to explore how statement of research
aims—in terms of estimation or dichotomous hypothesis testing—may be related to
use of NHST or CIs for analysis. Of 85 articles, only 3 stated an aim in terms of
estimation, suggesting that rarity of such aims makes it difficult to explore the
relationship targeted by the study.
A more detailed outline of the three empirical chapters will be presented in
Section 3.3. Overall, findings of my research program suggested that CIs are better
than p at informing researchers about variability over replications. It also showed that
experience with cat’s eye CIs may further assist researchers to overcome dichotomous
thinking. Finally, wider use of CIs may be most beneficial if researchers are
encouraged to think in terms of estimation rather than dichotomous decisions about
hypotheses.
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CHAPTER 2. NULL HYPOTHESIS SIGNIFICANCE TESTING

In recent years, more and more scholars have argued against the ritual of null
hypothesis testing, which was institutionalized in psychology around 1955...In my view,
however, the single most important issue is that institutionalized null hypothesis testing
allows surrogates for theories to flourish. (Gigerenzer, 1998a, p. 200)

Reviews by Gigerenzer (Gigerenzer, 1998a, 2004) and Meehl (1978)
suggested that dichotomous thinking, as reinforced by NHST, is a self-perpetuating
cycle. This cycle pivots on the reject or do-not-reject decision making of NHST. This
in turn influences other stages of research, ranging from the formulation of research
questions, the analysis of results, and subsequent theoretical interpretations.
Furthermore, they argued that the prolonged reliance on NHST is maintained by
various false beliefs about p values and the concept of statistical significance. These
false beliefs make outcomes of NHST appear meaningful and reliable, and reinforce
the use of NHST. In fact, when interpreted correctly, results of NHST does not tell us all
that much (Cohen, 1994; Falk & Greenbaum, 1995; Kline, 2004). According to
Gigerenzer (2004), the ultimate function of these misconceptions, or cognitive illusions
as he called them, "is to make the final product, a significant result, appear highly
informative, and thereby justify the [NHST] ritual" (p. 594).
In this chapter, I will review some selected misconceptions of NHST that are
most relevant to the focus of this thesis, dichotomous thinking. In order to paint a
clearer picture about the link between dichotomous thinking and NHST, I will
propose in Section 2.1 a working model of dichotomous thinking. This model will
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propose that dichotomous thinking, as reinforced by NHST, is a vicious cycle whose
influences are diffused to other stages of research. As will be seen in the model, NHST
plays a vital role in sustaining the cycle. In Sections 2.2 and 2.3, I will outline some of
the misconceptions that may have contributed to the persistence of NHST practices
despite the long history of criticism. In Section 2.4, I will elaborate on three aspects of
dichotomous thinking that will be examined empirically in this thesis. In Section 2.4.1,
I will elaborate on the cliff effect which, as noted earlier, is an abrupt drop in
confidence that a real effect exists just beyond .05 or other levels of significance. In
Section 2.4.2, I will review the literature on the neglect of sampling variability, a
well-known problem reinforced by NHST, and elaborate on its connection with
dichotomous thinking. In Section 2.4.3, I will discuss how the dichotomous decision
making of NHST has limited the language researchers use in their research.
Specifically, I will argue that NHST may have inhibited researchers from asking
research questions that require quantitative answers. The emphasis of NHST on
dichotomous language may in turn reduce researchers' incentive to base their
interpretation and theorization on effect sizes.

2.1

NHST and the Vicious Cycle of Dichotomous Thinking

Dichotomous thinking, as reinforced by NHST, is a self-perpetuating cycle
which extends beyond statistical practices. Gigerenzer (1998), for example, argued that
the use of ill-defined surrogate theories has greatly reduced psychology’s incentive to
construct quantitative, bold and precise theories (p.200). Although it is impossible to
identify the origin of the dichotomous thinking cycle, Gigerenzer (2004) proposed that
NHST plays a major role in maintaining it: “It [NHST] allows surrogates for theories to
flourish”, he wrote. Meehl (1978) made a similar point in his critique of NHST, and
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offered the following reminder: "We must carefully distinguish substantive theory from
statistical hypothesis. There is a tendency in the social sciences to conflate these in
talking about our inferences" (p. 824). Together, these arguments highlighted the
possibility that reliance on the automatic decision making of NHST may have far
reaching consequences such that it restricts the kinds of questions researchers ask, and
even the theories they develop. The flow chart below presents a cycle of dichotomous
thinking with reference to Gigerenzer’s null ritual (1998a, 2004) and Meehl’s (1978)
classic critique of NHST .
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Non-quantitative research questions
Do introverts have lower or different
levels of linguistic competence (LC)
than extroverts?

NHST / the null ritual
H0: diff = 0
H1: diff ≠ 0
α = .05
If p ≤ α, reject H0
If p > α, do not reject H0

Dichotomous non-quantitative
conclusions
If H0 is rejected, LC levels differ between
introverts and extroverts.
Otherwise, there is not enough evidence,
or conclude that diff = 0.

Corroboration of weak, ordinal
theories
14 studies found that introversion has
negative impact on LC while 9 found
otherwise…..

Using statistical hypotheses
(e.g. a zero H0 vs. non-zero
H1) as theory-driven
research questions.
1.Always use null
hypothesis of “zero
difference”; do not
specify parameters of
the alternative
hypothesis Always use
α=.05.
2.Reject H0 when p<.05,
otherwise don’t reject.

1.H0 rejected, some effect
2.H0 not rejected,
probably no real effect

Statistically significant
result (e.g. X phenomenon
has a non-zero effect) is
incorporated into a theory
or used as a building block
of an imprecise,
dichotomous yes-no
theory.

Figure 2.1. The vicious cycle of dichotomous thinking, with an example.

As shown in Figure 2.1, dichotomous thinking begins as early as the
formulation of research questions. That is, rather than asking questions that require
quantitative answers, for example, 'how much do introverts and extroverts differ in their
linguistic competence?', researchers often match their research questions with
dichotomous statistical hypotheses, for example, 'whether or not introverts and
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extroverts differ in their linguistic competency.' (see Figure 2.1). Informed by common
sense and by practical experience, however, we know that the difference and
correlation between any two or more variables, as minuscule as they may be, are rarely,
if ever, exactly zero, so asking "Are the effects different?" is, as described by John
Tukey, "foolish" (1991, p. 100). Nonetheless, such questions are common in
psychology.
The cycle continues with a traditional NHST analysis, where H0 is almost
always zero, and α = .05. Gigerenzer (1993, 1998b, 2004) described the standard
procedure of NHST as a three-steps 'null ritual'. A four-steps version was presented by
Cumming (2012) who gave a brief account of how NHST is typically presented in
textbooks, and is listed below:
1. Choose a null hypothesis, H0: µ = µ 0, where µ is the mean of the population...It
is most common to choose H0: µ = 0...Sometimes, in addition to specifying H0,
an alternative hypothesis, H1, is also specified. For example, if H0: µ = 0, then
perhaps H1: µ ≠ 0.
2. Choose a significance level, most often .05.
3. Apply the appropriate statistical test, a t test, for example, to your sample data.
Calculate a p value, where p is the probability that, if the null hypothesis were
true, you would obtain the observed results, or results that are more
extreme—meaning more inconsistent with the null hypothesis.
4. If p < .05, reject the null hypothesis and declare the result "statistically
significant"; if not, then don't reject the null hypothesis, and label the result "not
statistically significant." (pp. 21-22)
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In his article, Gigerenzer (2004) added "Always perform this procedure" (p.
588). The p value derived from the sample is the probability of observing an effect that
is as extreme as, or more extreme than that in the current experiment (D) if the null
hypothesis were true (H0); that is P(D|H0). A statistically significant effect noted by p
< .05 simply means that the probability of obtaining an effect of such or larger
magnitude under the assumption of no effect (if a nil null hypothesis), is statistically
improbable (i.e., less than 5% chance).
As the cycle continues, a statistically significant test result is translated into a
conclusive statement that is dichotomous, and seemingly definite, for example, 'there is
a significant difference in the levels of linguistic competence between individuals with
high or low extroversion scores '. Conversely, if the test result is statistically
nonsignificant, the researcher may conclude that there's probably no real difference
between extroverts and introverts. Some may go further and state the misconception
that the extroversion does not have any effect on linguistic competence, even when the
effect was descriptively noticeable, although not statistically significant (i.e., accepting
H0).
In the last stage of the cycle, the accept-reject decisions obtained from NHST
are incorporated as part of an existing, or emerging theory. Of course, using the
rejection of a nil H0 for theory building is undesirable. As noted earlier, an effect, as
minuscule as it is, is never exactly zero. Random variation exists and a nil H0 will
eventually be rejected with a sufficiently large sample size (Nunnally, 1960; Oakes,
1986), and thus statistical power (i.e., 1- β, probability of detecting a true effect of a
specified size).
However, because statistical power is usually low in psychological research,
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typically between 50% and 20% for medium to small effect sizes respectively
(Maxwell, 2004), theoretically or practically important effects can easily yield a
statistically nonsignificant p value because of a lack of power. As a result, a collection
of binary decisions filled with high rates of Type II errors (β, probability of failing to
detect a true effect of a specified size) has generated for psychology a pool of weak,
ordinal, and often contradictory theories (Meehl, 1978).
In practice, the contradictions that underlie the conclusions of individual
studies and, therefore, theories of psychology, would often remain unnoticed by the
research community due to a "publication bias" in the literature. The publication bias
describes the reluctance, and even refusal of journal editors to publish statistically
nonsignificant findings. Over time, this bias has produced for psychology (and other
disciplines) an ever expanding stack of unpublished studies that reported statistically
nonsignificant findings, which is likely to remain inaccessible to the research
community. This wasteful practice is commonly referred to as the "file drawer"
problem. To exemplify the deteriorating effects of the publication bias, Bruce
Thompson provided the following example:
[Suppose] 100 scholars explored a population in which the H0 is
approximately true. Using a alpha, 5% [of the studies] get
statistically significant results. These are afforded publication priority,
due to the "file drawer" problem, probably the other 95 authors don't
even bother submitting. Then 100 new scholars do replication studies.
The cycle repeats, thus undermining the self-correcting feature of a
scholarly literature. (personal communication, October, 2013)
Thompson's description of the publication bias and file drawer problem does
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indeed resonate with the last stage of our model of dichotomous thinking. In that, later
studies, again, are carried out to explore research questions that do not require
quantitative answers. This cycle of dichotomous thinking has damaged the growth of
psychology because it compromises the predictive and explanatory strength of its
theories (Meehl, 1978).
So NHST fits within the cycle of dichotomous thinking in the stages where
research data are reduced into a mere accept-reject decision with reference to the sharp
cut-off for statistical significance, and the dichotomous conclusive statement that
follows it. However, as seen in Figure 1, the focus of NHST on dichotomous reject or
do-not-reject decisions has restricted the kind of questions researchers ask, and the
theories they develop. Because the primary outcome of NHST is only a statement of
whether or not a statistically significant difference exists, it forces researchers to bend
their research questions to fit with this dichotomous and impoverished method. In
relation to the development of theories, Gigerenzer (1998b) simply stated that:
NHST allows researchers to get away with imprecise hypotheses and
predictions. Testing an unspecified hypothesis against chance (i.e., H0: µ
= 0) may be all we can do in situations where we know very little. But
when used as a general ritual, this method ironically ensures that we
continue to know very little. (p. 199).
As noted earlier, misconceptions are essential to the survival of NHST and a
vital part of the dichotomous thinking cycle. They are false, often exaggerated beliefs
about the meaning of a p value and/or the concept of statistical significance that make
the results of NHST appear more informative and more definite than is justified. Some
critics argued that NHST is frequently misinterpreted because its logic is inherently
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flawed (Falk & Greenbaum, 1995; Tyron, 1998). Kline (2004), for example, maintained
that, "… false beliefs [about p values and statistical significance] may not be solely the
fault of the users of statistical tests…This is because the logical underpinnings of
contemporary NHST are not entirely consistent." (p. 9). In what follows, I will explain
why NHST has been described as logically incoherent by giving a very brief summary
of the history of NHST, followed by a description of its misconceptions.

2.2

The Hybrid Logic of NHST

The standard NHST procedure described earlier is a hybrid of two highly
influential but incompatible theories of statistical testing: the theory of test of
significance by Sir Ronald Fisher (1925, 1934, 1955) and hypothesis testing by Jerzy
Neyman and Egon Pearson (1928a, 1928b, 1933). To explain why NHST is logically
incoherent, I will give a very brief description of a famous controversy in the early days
of NHST, involving Fisher and Neyman-Pearson whose theories were later unified into
the confusing framework of NHST as currently practised.
Sir Ronald Fisher made numerous contributions to modern statistics. The
development of the test of significance has been one of the most influential. The test of
significance operates under a single null hypothesis (i.e., H0: µ = 2); it uses p values as
a measure of the “strength of evidence against the [null] hypothesis” (Fisher, 1958, p.
80): The smaller the p value, the stronger the evidence against H0. In this regard, the
size of p values is an important part of inference; the importance of reporting exact
levels of significance (i.e., p values) has also been highlighted by Fisher himself as well
as by many others. Burdette and Gehan (1970), and others, developed specific
benchmarks for different ranges of p values and the level of evidence they indicate. For
example, they equated a p value less than .01 as “very strong evidence against the null
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hypothesis”; a p less than .05 but greater than .01 as “moderate evidence against the null
hypothesis”; a p less than .10 but greater than .05 as “suggestive evidence against the
null hypothesis”; and a p greater than .10 as “little to no real evidence against the null
hypothesis” (p. 9). However, Fisher emphasized that the lack of statistical significance
should not be taken as evidence to suggest the null hypothesis true.
As Salsburg (2001) pointed out, Jerzy Neyman and Egon Pearson were highly
critical of Fisher's approach and developed a more structured theory of decision
making—hypothesis testing. Like Fisher, they called the hypothesis under test the null
hypothesis, but in addition they introduced the alternative hypothesis. Both of these
hypotheses had to be precisely stated (e.g., H0: µ = 2; H1: µ = 6), and the final product of
the test is thereby a choice between the two. They require the cut-off criterion for p
value to be specified a priori, before data collection. This cut-off criterion, denoted by α,
was referred to earlier as the significance level. The p value is compared with α, and a
choice between the null and alternative hypotheses is made based on whether the p
value was greater than α. The ideas of statistical power, and Type I and Type II errors
were also developed by Neyman and Pearson.
As Cumming (2012) explains, Neyman and Pearson considered the Type I error
rate as a long-run proportion. That is, if the researchers repeat the same experiment for
an infinite number of times all with a true null hypothesis, then in the long run, if α = .05,
the researcher would (falsely) reject the null hypothesis just 5% of the time. He further
explains that this interpretation of the probability α is correct only if α was specified a
priori so that the data cannot influence the researcher's choice of the criterion for
statistical significance (p. 24). If α = .05 was chosen in advance, then even the smallest
of p values, say p = .00001 would lead only to the rejection of the null hypothesis at
the .05 level of statistical significance. The Type II error rate, marked by β, was also
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considered by Neyman and Pearson as a long-run proportion, and should be chosen in
advance. If β = .10, the researcher would, in the long run, (incorrectly) fail to reject the
null hypothesis for 10% of the time when the null hypothesis is not true. Statistical
power (1- β), on the other hand, is the probability of a true effect of a specified size
giving data that reach statistical significance, in other words, the null hypothesis being
correctly rejected.
The strong disagreements between Fisher, and Neyman and Pearson can be seen
throughout their publications. In his textbook Statistical methods and scientific
inference, Fisher (1956) dismissed the ideas of Type I and Type II errors as “absurdly
academic” and stated that they originated from “the phantasy of circles rather remote
from scientific research” (p. 100). Neyman and Pearson (1928a), on the other hand,
criticized Fisher's approach as "completely useless" because it does not account for
decision errors, and amongst many other things, alternative hypotheses (p. 184). In
addition to the strong disagreements between Fisher, and Neyman and Pearson , both
their theories were heavily criticized by many others throughout the 20th century. Even
now, the criticism continues, but various mixtures of the two theories are still described
in many textbooks of statistical inference and used in a wide range of disciplines as the
method for drawing conclusions from data. Gigerenzer (1993) described the standard
NHST procedure as "an incoherent mishmash" (p. 314) of Fisher and Neyman-Pearson.
The four-step procedure of NHST described in the previous section is how
NHST is typically presented in textbooks. This procedure appears more similar to the
Neyman-Pearson theory than that of Fisher. Most textbooks would go even further and
present the method with a precisely stated alternative hypothesis as an introduction of
important topics such as decision errors (α & β), and statistical power (1- β). However,
Fisher's ideas would often sneak into the worked examples later in the textbook, where
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the reporting of interpretation of test results was of interest. In some cases, the
pre-specification of α may be dropped entirely. Phrases like "highly significant" and
"approaching significance", and asterisks (i.e., ns, *, **, ***) are often used to describe
exact p values. As was explained earlier, the two interpretations of p values—in relation
to a pre-specified α or as a continuous measure of evidence—are based on two
incompatible conceptions of probability (see also Cumming, 2012). Not surprisingly,
students and even their teachers find the theory of NHST confusing, and its
misconceptions are widespread (Haller & Krauss, 2002; Oakes, 1986).

2.3

Misconceptions and the Survival of NHST

Misconceptions about NHST are well documented in the surveys of reporting
practices in journals (Dar, Serlin, & Omer, 1994; Finch, Thomason, & Cumming, 2002;
Hubbard et al., 1997; Kieffer et al., 2001), and textbooks (Huberty, 1993; Nunally,
1975), as well as in empirical studies of researchers' and students' understanding (Fidler
& Loftus, 2009; Haller & Krauss, 2002; M.-P. Lecoutre et al., 2003; Oakes, 1986;
Tversky & Kahneman, 1971). These misconceptions are false, or exaggerated beliefs
about the meaning of a p value and/or the concept of statistical significance. While all
misconceptions play an important role in the survival of the null ritual, some tend to
have a more profound influence on dichotomous thinking than others. This section will
focus on some of the specific false beliefs about statistical significance that are most
relevant to dichotomous thinking. However, before furthering this discussion, it may be
helpful to clarify how a significant test result, say p < .05, should be interpreted. In his
textbook, Kline (2004) provided three interpretations that may be considered adequate:
1.

The odds are less than 1 to 19 of getting a result from a random sample even
more extreme than the observed one when H0 is true.
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2.

Less than 5% of test statistics are further away from the mean of the
sampling distribution under H0 than the one for the observed result, when H0
true.

3.

Assuming H0 is true and the study is repeated many times, less than 5% of
these results will be even more inconsistent with H0 than the observed result.
(p. 63)
These three statements contain the limited information that a statistical

significant test result (at p < .05) can tell us. As Kline (2004) pointed out, the range of
correct interpretations of a significant test result is in fact very narrow; these are simply
a rewording of what the p value means: the probability of observing an effect that is as
extreme as, or more extreme than that in the current experiment, if the null hypothesis
were true—P(D|Ho). I will now review three common misinterpretations of statistical
significance, and their implications for dichotomous thinking (see Kline (2004) and
Oakes (1986) for a more comprehensive review of NHST misconceptions).
2.3.1 The Inverse Probability Fallacy
The inverse probability fallacy (Cohen, 1994) is perhaps the most commonly
discussed NHST misconception because it underlies other fallacies. It involves the
misinterpretation of p values as the probability that the null hypothesis is true, given the
data obtained, P(Ho|D). However, as mentioned earlier, p values are in fact the
probability of occurrence of extreme data given the truth of the null hypothesis,
P(D|Ho).
The posterior probability, P(Ho|D), could only be derived from the Bayes
Theorem by including the level of subjective prior belief researchers have about the
truth of H0 and H1. The posterior probability gives direct information about the H1 and
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replicability and allows researchers to accept or reject hypotheses based on their
associated likelihood; this cannot be obtained via NHST. Based on the relation between
the inverse probability fallacy and the posterior probability, Cohen (1994) argued that
the source of this misconception is that NHST cannot tell researchers what they want to
know, that is, the posterior probability. For the same reason, Gigerenzer (2004) has
termed this misconception the ‘Bayesian Id’s wishful thinking’. A variation of this
misconception is the odds against chance fallacy (Carver, 1978, p. 382) which holds
that the p value denotes the probability that the observed results were due to chance.
Such a statement requires knowledge about the probability of the null hypothesis
being true which, as explained earlier, is obtainable via the Bayesian approach but not
via NHST. By misinterpreting NHST p values as Bayesian posterior probabilities,
researchers may overestimate the amount of information p values can provide about
replication, and even their usefulness to scientific inference.
2.3.2 The Replication Fallacy
Under the influence of the inverse probability fallacy, researchers are likely to
commit the ‘replication fallacy’ (Carver, 1978; Kline, 2004). This misconception is
characterized by the false belief that the probability for replicating a result corresponds
to the inverse of a p value, which is 1-p. For example, if p < .05, it is the belief that the
probability a replication study will also find a statistically significant result exceeds
95% (Kline, 2004). This belief is indeed false because sampling variability is large in
replication, and so is the variability of p values (Cumming, 2008).
As pointed out by Kline (2004), the replication fallacy is damaging to the
progress of psychology because it reduces researchers’ incentive to conduct replication
studies that could validate findings of previous research. For example, if a researcher
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believes that p < .01 implies that a result (i.e., obtaining statistical significance, p<.01)
is likely to be replicated more than 99 times if the experiment is repeated 100 times,
then it seems natural for researchers not to replicate. In addition to this, Kline found
that replication of studies is rare in psychology when compared with other scientific
disciplines. He cited an electronic databases survey, in organizational science and
economics (Kmetz, 1998). For organizational science and economics, the rates of
studies that were described as replications were 0.32% and 0.18% respectively. In
psychology there has only been a couple equivalent database studies. For example, a
survey of educational psychology journals found no replications published in 1975 or
1976 (Shaver & Norton, 1980). More recently, Makel, Plucker and Hegarty (2012)
provided an overview of replications in psychological research since 1900. By
examining the complete publication history of 100 top psychology journals, they
found that replication is rare (only 1.07% of all psychology publications).
The replication fallacy is common amongst psychology students, academics
and even statistically sophisticated researchers. Oakes (1986) surveyed 70 academic
psychologists on various misconceptions and found that 60% of these respondents
committed the replication fallacy. More recently, Haller and Krauss (2002) also found
that 60% of academic psychologists believed that p values, actually 1-p, are the
probability of replication.
2.3.3 The Meaningfulness Fallacy
In his influential paper, Carver (1978) pointed out that NHST continued to
flourish because it is often used to determine whether or not the size of a difference is
important. This particular use of NHST is consistent with the meaningfulness fallacy
(Kline, 2004, p. 67) which holds that statistically significant results are practically,
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theoretically, or clinically important. A variation to this misconception is the magnitude
fallacy which states that a statistically significant result marked by a small p value is an
indication of a large effect (Kline, 2004, p. 67). These misconceptions are often
characterized by the unjustified reliance on asterisks for determining the importance of
findings (Salsburg, 1985). It is also likely to be reinforced by publication and editorial
policies that are biased toward papers with statistically significant results. Because
statistical significance is such a central determinant of publication success, it is not
surprising that researchers and students would over-interpret it as an indication of
importance or meaningfulness.
In reality, statistically significant results aren't necessarily practically,
theoretically, or clinically meaningful. As has been explained earlier, an effect of even
trivial size will reach statistical significance in an experiment of sufficiently high
statistical power. Conversely, an important effect can fail to reach statistical
significance in a poorly designed, underpowered experiment. For this reason, there has
been various calls for authors to report not only statistical significance, but also the
practical and clinical importance of effects, and whenever possible, base their
interpretation on the magnitude of effects (American Psychological Association, 2010;
Anderson, Burnham, & Thompson, 2000; Kendall, 1997; Kirk, 1996). The importance
of findings can only be established by an integrated evaluation of effect sizes, sample
size, and summary statistics. It is an informed judgment rather than an automated
statistical decision. The meaningfulness and magnitude fallacies are an example of
dichotomous thinking because they reflect an over-reliance on statistical significance
and a systematic neglect, or de-emphasis of other quantitative information.
In their interview study, Lecoutre et al (2003) explored the meaningfulness
fallacy with 25 statisticians and 20 psychological researchers in France. At the start of
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the interview, each participant was verbally presented an experiment designed to test
the efficacy of a drug by comparing two groups (treatment vs. placebo). It was said that
the drug was to be considered clinically interesting if the unstandardized difference (D)
between the treatment and placebo groups was ≥ + 3. Four outcome situations were
constructed by crossing the outcome of the t test (significant vs. nonsignificant) and D
(large vs. small) (Table 2.1).

Table 2.1.
The Four Situations and their Normative Conclusions Extracted from Lecoutre et al
(2003, p.39).

Situation
and
appearance

1

2

t test

Non-conflic
ting

t = 3.674

Non-conflic
ting

t = 0.683

p = .001

p = .50
t = 3.674

3 Conflicting
p = .001
t = 0.683
4 Conflicting
p = .50

Observed
difference

Standard Bayesian
probabilities

Normative
answer

Pr(δ<3)

Pr( -3<δ
<+3)

Pr(δ>+
3)

D = 6.07
(large)

< .001

.037

.963

Clinically
interesting
effect

D = 1.52
(small)

.026

.719

.256

No firm
conclusion

D = 1.52
(small)

< .001

.999

.001

No clinically
interesting
effect

D = 6.07
(large)

.158

.208

.634

No firm
conclusion

Two of these situations appeared as conflicting: significant p/small D (situation
3) and nonsignificant p/large D (situation 4). The normative answers are the correct
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conclusions for each situation, and were not shown to the participants. The four
situations were presented simultaneously, and for each situation participants were then
asked the three questions:
1. For each of the four situations, what conclusion would you draw for the efficacy
of the Drug? Justify your answer.
2. Initially, the experiment was planned with 30 subjects in each group and the
results presented here are in fact intermediate results. What would be your
prediction of the final results for D then t, for the conclusion about the efficacy
of the drug?
3. From an economical viewpoint, it would of course be interesting to stop the
experiment with only 15 subjects in each group. For which of the four situations
would you make the decision to stop the experiment, and conclud e? Justify you
answer. (p. 37)
I will not outline the results for situation 1 and 2 since they are agreeably easy
and straightforward. In situation 3 (significant p/small D), surprisingly 45% of
psychologists (and 12% of statisticians) inappropriately concluded that the drug was
clinically effective, even though the effect size was less than the stated benchmark of
clinical significance (i.e., ≥ + 3). Approximately half of the participants from each
group erroneously predicted that t would stay the same despite an increase in sample
size (note that t statistics typically increase monotonically with sample size).
Interestingly, 40% of psychologists and 48% of statisticians decided to continue with
the experiment despite the smallness of D. In Situation 4, performances across the two
disciplines were similar: 35% of statisticians and 36% of psychologists erroneously
concluded that the drug was ineffective despite the largeness of D. However, only 1
statistician (11%) as opposed to 57% of psychologists decided to stop data collection.
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Because D was large, the final result may well have been both statistically and
clinically significant with a larger n. Therefore, the most rational decision would be to
continue collecting data.
Lecoutre et al.’s (2003) findings reveal that the meaningfulness fallacy is
common in NHST even amongst professional statisticians. Statistical significance was
often falsely equated with practical, theoretical, or even clinical importance even when
the effect sizes (D) suggested otherwise.
2.3.4 Statistical Non-significance as No Effect
Another NHST misconception relevant to dichotomous thinking is that a
statistically nonsignificant result is an indication of "no effect" (no difference, no
association, etc). Surveys of reporting practices in various journals have shown that
researchers often misinterpret statistically nonsignificant results in this way, often
without consideration of statistical power and effect sizes (e.g., Danziger, 1990;
Hoeskstra, Finch, Kiers, & Johnson, 2006; Nieuwenhuis, Forstmann, & Wagenmakers,
2011).
In their study, Fidler and Loftus (2009) investigated the extent to which CIs may
overcome the misconception of accepting a H0 of no effect (a nil H0). They presented
79 final-year Bachelor and Masters students with four fictional research scenarios. All
four scenarios reported a nonsignificant result with practically meaningful effects, but
with low power. They were presented as either NHST outputs or CIs; the effects were
biologically and ecologically important in all cases. Students were asked to answer
some multiple choice questions about the sorts of conclusion they would draw from the
results.
Although these scenarios contained a more complete summary of the data than a
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typical journal article, 39% (31 of 79) of the NHST students misinterpreted a large, but
nonsignificant effect as having no effect. Of these, 87% (27 of 31) gave correct answers
when CIs were later presented. However, it is important to acknowledge that as many as
61% of the NHST students did not show this misconception, and some (18%) students
exhibited it only when CIs were later presented. However, correct responses were
observed most frequently in students presented with CIs (84%). Although the amount
of improvement with CIs was not dramatic, the misconception was somewhat less
frequent.
In a replication, Fidler and Loftus’ (2009) presentation format became a
within-subject variable and each student was presented with both CI and NHST. They
found that 44% of students showed the misconception in the NHST question, and fewer
in the CI question (18%). Results of this study provided initial support for conclusions
that CIs (1) are less prone to misinterpretations, and (2) may reduce the over-reliance
on statistical significance, albeit the observed improvements were only modest.

2.4

Investigating Dichotomous Thinking

In the previous section, I described dichotomous thinking as a vicious cycle
that pivots on the dichotomous decision making of NHST, whose influences have
diffused into other stages of research. Misconceptions about p values and statistical
significance play an important role in the persistence of NHST, despite its many flaws
and inefficiencies. In some cases, these misconceptions are direct manifestation of
dichotomous thinking. The misinterpretation of statistical non-significance as no
effect, for example, is a false belief that is reinforced by the all-or-none decision
making of NHST. Besides the misconceptions of NHST, dichotomous thinking has
further deleterious effects, including the hobbling of theorising in psychology, as
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Meehl (1978) and Gigerenzer(1998a) explained. Thus it is especially important to
understand dichotomous thinking, and to find how to move beyond it to more
effective ways of thinking. In the remainder of this Section, I will describe three
aspects of dichotomous thinking that will be examined empirically in this thesis.
2.4.1 The Cliff Effect
The cliff effect is one way to measure dichotomous thinking. It illustrates
dichotomous thinking by mapping out pictorially the dichotomy that often underlies the
interpretation of significance levels. In the interpretation of p values, a cliff effect is an
abrupt drop of confidence or belief that a real effect exists, just beyond the
conventional .05 or .10 significance levels (Rosenthal & Gaito, 1963, p. 37). The cliff
effect was first discovered by Rosenthal and Gaito (1963) ,who invited 19
psychological researchers and graduate students to rate their “degree of confidence or
belief" in research findings as a function of 14 associated p levels on a six-point Likert
scale, from 0 (complete absence of confidence or belief) to 5 (extreme confidence or
belief). The averaged responses revealed a cliff effect, which Rosenthal and Gaito
suggested as an example of the reject or do-not-reject dichotomy by which outcomes
of NHST are interpreted.
Two decades later, Nelson, Rosenthal and Rosnow (1986) replicated the cliff
effect with 85 psychological researchers. The averaged response showed a cliff effect
even though the authors had provided the effect size estimate with each p value. They
concluded that the cliff effect “provided...evidence that research decisions to believe or
not to believe (accept or not accept) the null hypothesis are made in a binary manner
based simply on whether p does or does not reach the .05 level” (p. 1299).
While Rosenthal and Gaito, and Nelson et al. found a cliff effect, others have
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failed to replicate it. A year after Rosenthal and Gaito, Beauchamp and May’s (1964)
replication with 11 graduate students and nine Ph.D faculty members found “no
significant cliff effect in intervals following .05, .01, or any other p levels” (p. 272).
More recently, Poitevineau and Lecoutre (2001) replicated Rosenthal and Gaito’s study
with 18 psychological researchers from various universities in France. They found that
interpretation of outcomes of NHST vary substantially across researchers, perhaps
depending on the conceptions of statistical inference they adopted. Responses
consistent with the strict dichotomous decision making of Neyman-Pearson NHST may
show an all-or-none decrease just beyond p = .05—the cliff effect. On the other hand, a
Fisherian approach to NHST views p values as a continuous measure of evidence
against H0, and would prompt not a cliff effect but a gradual decrease in confidence as p
increases. Of their 18 respondents, only 4 showed an all-or-none decrease in confidence
just beyond p = .05—the cliff effect. Therefore, Poitevineau and Lecoutre concluded
that “the .05 cliff effect may be overstated.” (p. 847). The view taken by Poitevineau
and Lecoutre (2001) is that because past studies based their conclusions only on the
average of responses, they often overlooked the potential diversity underlying
researchers' interpretation of statistical information. Poitevineau and Lecoutre's
findings have provided initial evidence for this diversity, and is worth following up
with a larger sample of researchers, ideally from disciplines that have very different
statistical backgrounds. Therefore, the first empirical chapter of this thesis (Chapter 4)
will be a replication of Poitevineau and Lecoutre’s (2001) cliff effect investigation on a
larger sample of researchers from two disciplines—psychology and medicine. These
were chosen because they have different histories of statistical practices. One goal of
this replication is to explore a new approach to identifying the cliff effect, which I will
elaborate in Chapter 4. However, the main goal of the study is to extend the cliff
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investigation from p values to CI presentations, which I will elaborate further in
Chapter 3.
2.4.2 The Neglect of Sampling Variability
Underestimation of sampling variability is common among researchers.
Tversky and Kahneman (1971) attributed researchers’ under-appreciation of sampling
variability to ‘the law of small numbers’, which holds that “a sample randomly drawn
from a population is highly representative, that is, similar to the population in all
essential characteristics” (p. 105). In a classic study, Tversky and Kahneman asked 84
academic psychologists to give estimates for the follow question:
Suppose you have run an experiment on 20 subjects, and have obtained
a significant result which confirms your theory (z = 2.23, p < .05,
two-tailed). You now have cause to run an additional group of 10
subjects. What do you think the probability is that the results will be
significant, by a one-tailed test, separately for this group?
Of their 84 respondents, 9 gave estimates between .40 and .60. According to
Tversky and Kahneman, estimates within this range are reasonable guesses about the
probability of replicating a significant result based on the information above; the
correct probability was roughly .48. However, a majority of respondents falsely
believed that the replication experiment, even with half as many observations as the
initial experiment, would have a median probability of .85 to produce a statistically
significant result.
The replicability fallacy is consistent with the law of small numbers in that
they are both representative of researchers' under-appreciation of sampling
variability—the variability that governs the chance of replicating statistically
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significant findings. However, the two misconceptions are different in the sense that
the replicability fallacy stems directly from the misinterpretation of a p value, whereas
the law of small numbers is a cognitive error (or a bias). The two may not necessarily
coincide. In their paper, Tversky and Kahneman (1971) attributed the law of small
numbers to the all-or-none decision making of NHST, with reference to sharp
benchmarks for statistical significance. This process obscures the uncertainty that
underlies all inferential judgements.
The probability of replicating a statistically significant result is conditioned on
statistical power and usually the strong assumption that the original study provided an
accurate estimate of the population parameter. The correct answer for Tversky and
Kahneman's (1971) question (i.e., . ≈ .48) was in fact the statistical power for
detecting an effect equal to that observed in the original experiment. Cumming (2008)
proposed another, perhaps a more informative way to think about replication: to think
about and quantify the actual extent to which p values vary with replication. He
presented ways to construct prediction intervals for p values, which he called p
intervals.
A p interval is a range within which the next replication p value is likely to be
located. It could be of any probability level depending on the degree of precision
desired. Using the formulas provided by Cumming, a initial p = .05 (two-tailed) gives
an 80% p interval of (.0012, .48), which means that there is a .8 chance that the next
replication p value will be situated somewhere within this range, with a 10% chance of
being outside of this interval, in either direction. In order to construct a p interval, we
must know the distribution of p given the data of our initial experiment.
Cumming (2008) illustrated that the distribution of p, for a fixed population
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mean, is highly positively skewed. He explained that most published investigations of
the distribution of p assume a fixed population mean. If they investigate the distribution
of replication p after observation of an initial p, they also assume the population mean is
precisely estimated by the sample mean of the initial experiment (e.g., Hung, O’Neill,
Bauer, & Köhne, 1997). This strong and unrealistic assumption gives the p interval of
(.0012, .48) mentioned above for initial p = .05. Cumming also derived formulas for p
intervals without the assumption that the initial sample mean equals the population
mean. His argument resembled a fiducial argument that was introduced by Fisher (1959,
p. 114), and used since by Estes (1997), Cumming, Williams, and Fidler (2004), and
Cumming and Maillardet (2006) to analyze how confidence intervals vary with
replication. The second method of calculating p intervals, which does not assume the
sample mean equals the population mean, generally gives wider p intervals. For initial p
= .05 it gives the p interval to be (.0002, .65). Both approaches to calculating p intervals
were confirmed by simulation. These wide intervals reflect the huge variability of p
over replication, due solely to sampling variability. In reality, this variability is even
more pronounced under the influence of other experimental errors (e.g., measurement
errors). In his paper, Cumming (2008) argued that that the lack of exposure to the high
variability of p (in standard statistics textbooks, and curricula) may explain why
researchers tend to rely too much on the dichotomous decisions made in single
experiments which, of course, are based on single p values.
Whilst the study by Tversky and Kahneman (1971) has provided some insight
about the neglect of sampling variability in replication, researchers’ intuitions about the
variability of p values in replication have never been studied. In their survey, Tversky
and Kahneman discovered that researchers tend to believe that probability of
replicating a statistically significant result is .85 (median). Imagine one of Tversky
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and Kahneman's respondents were asked the following question:
Suppose you conduct a study to compare a Treatment and a
Control group, each with size N = 40. A large sample test, based on the
normal distribution, of the difference between the two means for your
independent groups gives z = 2.33, p = .02 (two-tailed).
Suppose you carry out the experiment a further 10 times, with
everything identical but each time with new samples of the same size
(each N = 40). Consider what p values you might obtain. Please estimate
10 p values that, in your opinion, could plausibly be obtained in this
series of replications.
The median probability in Tversky and Kahneman's study (i.e., 85% chance of
replicating a significant test result) would suggest that our typical respondent is likely
to give eight p values that are below the .05 level, and two that are above .05. This
new question could also reveal the respondent's intuitions about the extent to which p
values vary over replication, and the way in which they form a distribution around the
initial p. As noted earlier, the distribution of p is highly positively skewed. For
instance, our respondent may give 10 very tightly clustered p values that distribute
roughly normally about .05, for example, p =
[.01, .015, .02, .03, .04, .045, .05, .05, .06, .07]; this vector of p consists of two
nonsignificant p values, which gives a fair approximation to the median probability
(.85). An equally fair approximation can be derived from many other combinations
that contains two nonsignificant p values, for example, p =
[.00003, .002, .01, .02, .025, .04, .05, .05, .30, .50]. However, the p values from this
vector are much more dispersed than the first, which means that the respondent has
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much greater appreciation of sampling variability and the variability of p values. This
appreciation is crucial if researchers are to realize how unreliable p values are, and
therefore remain skeptical about the dichotomous outcomes of NHST. The second
empirical chapter of this thesis (Chapter 5) will investigate how researchers
understand the variability of p over replication. The chapter contains three surveys
that investigated whether researchers in several disciplines tend to underestimate the
variability of p, and the magnitude of any underestimation. The question listed above
is asked in one of the surveys. The results of this survey will then be transformed and
compared to an earlier, similar, study with CIs, which will be reviewed in Chapter 3.
The other two surveys elicited researchers' estimates in different ways to control for
potential biases due to question formats.
2.4.3 Dichotomous Language of NHST
In a recent article, Cortina and Landis (2011) described NHST as a ‘translation
mechanism’—it translates something continuous, namely data, into something
categorical, namely words and language. It does this using the familiar structured rule:
"If p reaches a predetermined cutoff, then words such as 'statistically significant' and
'thus making chance an unlikely explanation for the departure of our result from zero'
are justified" (p. 333). Otherwise, the antonyms of these expressions are in place, such
as 'statistically nonsignificant' and thus 'failed to reject the null hypothesis (e.g., H0: µ
= 0)'.
The most useful aspect of NHST, according to Cortina and Landis (2011), is
that it offers a very well-structured and objective mechanism that translates chance, a
complex and abstract concept, into language (e.g., significant-or-nonsignificant). This
mechanism, which Cortina and Landis argued is the strength of NHST, is precisely
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what critics found problematic. One problem with the NHST translation is related to
the vague, and sometimes confusing use of the term 'significant': Researchers often
describe results as 'significant' when what is meant is 'statistically significant' (Carver,
1978; Morrison & Henkel, 1969). This ambiguity may have contributed to the
meaningfulness fallacy (described earlier) because the word 'significant', in everyday
language, usually means important or large. Carver (1978) and Kline (2004), amongst
others, recommended dismissing the word 'significant' altogether, or at the very least,
being specific about its intended meaning, for example, 'statistically significant',
'practically significant', or 'clinically important'. However, surveys of reporting
practices in psychology journals have revealed that the use of 'ambiguous
significance' has persisted despite the repeated warnings, and that researchers often
describe statistically nonsignificant results as evidence for no effect, no difference or
no correlation between variables (e.g., Finch et al., 2001; Hoeskstra et al., 2006) .
These surveys have provided some insight into the language of NHST, specifically
about the reporting of statistical significance. However, there has been very little
research—actually only one study—of whether the rigid translation of NHST has also
restricted the language researchers use to present their research aims and report their
conclusions. As a small illustration, in his recent textbook, Cumming (2012) scanned
10 articles published in the journal of Psychological Science for their main aims or
questions and their corresponding conclusions. He found that all ten articles reported
NHST, of which eight expressed their main aims and conclusions in a dichotomous
way, for example:
Aim: "We predicted that playing a violent video game ... would
decrease the likelihood of help."
Conclusion: "Participants who played a violent video game took
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significantly longer to help." (as cited in Cumming, 2012, p. 37).
On the other hand, Cumming found that only two articles used estimation
language, and did not pose their research aims as dichotomous statements. One article,
for example, stated that the aim of the study was "estimating the financial value of
pain”. The crucial wording here is "estimating the value of". Discussion in that article
focused on how much people were prepared to pay to avoid pain, not only whether or
not they were prepared to pay. Cumming reported that both of these articles contained
statements of statistical significance as well, but also focused on estimates of effect
size as answers to their research questions. Cumming's (2012) findings generally
provided initial evidence that psychological research relies on NHST, dichotomous
thinking, and dichotomous or significance language. Furthermore, he suspected that
"some of the eight articles that used dichotomous language could have been more
informative if estimation ideas had shaped the questions and guided the data analysis
and interpretation" (p. 37). The third empirical chapter of this thesis (Chapter 6) will
expand on Cumming's survey and study the typical language used in psychological
research. Most notably, to what extent did dichotomous thinking influence the way
researchers ask questions, and the way they report and interpret their results. In
addition, this expansion will explore the prevalence of estimation language in
psychological research and, considering psychology's possible statistical reform,
examine whether there is any association between the reporting of CIs and the use of
estimation language.
In sum, dichotomous thinking, as reinforced by NHST, is a vicious cycle that
extends beyond statistical practices. This cycle pivots on the reject or do-not-reject
decision making of NHST whose influences are diffused to other stages of research. In
this chapter, I have provided a description of this cycle and explained how NHST fits
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within (and sustains) it. Also, I have reviewed some selected misconceptions of NHST
that, as noted earlier, may have contributed to the persistence of NHST. In some cases,
these misconceptions are direct manifestations of dichotomous thinking, for example,
the misinterpretation of statistical non-significance as no effect. In other cases,
impacts of dichotomous thinking are reflected in more generic practices and thought
processes, such as the use of language. My review focused on three aspects of
dichotomous thinking that will be examined empirically in this thesis. In the next
chapter, I will present a descriptive model of how CIs may help break the cycle of
dichotomous thinking and describe the untested assumptions that underlie this model.
By drawing from the literature on the cognition of CIs, I will contend that
dichotomous thinking is a problem beyond NHST; it also influences researchers’
intuitions about CIs. Then I will argue that an alternative way to overcome
dichotomous thinking is through the formulation of better, more quantitative research
questions. I will elaborate on this in Section 3.2, then give an overview of the research
program of this thesis.
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CHAPTER 3. CONFIDENCE INTERVALS AND ESTIMATION

It is evident that the current practice of focusing exclusively on a dichotomous
reject-nonreject decision strategy of null hypothesis testing can actually impede
scientific progress... The focus of research should be on our scientific hypotheses,
what data tell us about the magnitude of effects, the practical significance of effects,
and the steady accumulation of knowledge. (Kirk, 2003, p. 100)

Statistical reform in psychology is marked by a shift from NHST to estimation.
Frank Schmidt, an outspoken advocate of estimation, argued that NHST “must be
replaced with point estimates and confidence intervals in individual studies and with
meta-analyses in the integration of multiple studies” (1996, p. 115). He argued that
estimation provides a basis on which psychology can progress as an accumulative
science. When applied to single studies, estimation techniques focus on producing
estimates of the population parameters and the amount of error associated with these
estimates; this information is generally more useful than the reject or do-not-reject
decisions derived from NHST p values. When integrating results across multiple
studies, estimation techniques (i.e., meta-analysis) focus on reducing these errors, and
identifying moderating and variables. These techniques are indispensable if psychology
is to progress as a cumulative science that thrives on the predictive and explanatory
validity of its theories. Schmidt’s perspective has been shared by many others (e.g.,
Cumming, 2012; Cumming & Fidler, 2009; Loftus, 1993, 1996; Thompson,
2001) ,including the TFSI (Wilkinson & the TFSI,1999) and the APA (2010) who
strongly recommended the reporting of point and interval estimates:
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“Because confidence intervals combine information on both location
and precision and can often be directly used to infer significance levels,
they are, in general, the best reporting strategy. The use of confidence
intervals is therefore strongly recommended....Wherever possible, base
discussion and interpretation of results on point and interval estimates”
(APA, 2010, p. 34).
Besides the informativeness of CIs, some reformers have argued that CIs can
help researchers break the cycle of dichotomous thinking that has become entrenched
during their long history with NHST, and move beyond that to estimation thinking,
which emphasizes the sizes of effects and estimation errors. In this chapter, I will first
present a descriptive model for how CIs may help overcome the vicious cycle of
dichotomous thinking (Section 3.1), and describe the untested assumptions that
underlie this model. My discussion will focus on three of these assumptions, each of
which corresponds to an aspect of dichotomous thinking listed in the previous
paragraph. By drawing from the literature on the cognition of CIs, I will contend that
the use of CIs may not be sufficient to overcome dichotomous thinking. In Section 3.2,
I will argue that another plausible method to reduce dichotomous thinking is via the 1)
differentiation of theory-driven research questions and statistical hypotheses, and 2)
formulation of better research questions that require quantitative answers (i.e., “how
much A and B differ” rather than “do A and B differ”). Such questions may provide
external clues for quantitative inferences beyond a dichotomous reject or do-not-reject
decision. The benefits of this method may be applied to both NHST and CI
interpretations, although further investigation is required. In Section 3.3, I will give an
overview of the three empirical chapters of this thesis.
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3.1

Overcoming Dichotomous Thinking: Replacing p Values with CIs

I present below a working model of how the use of CIs may help breaking the
dichotomous thinking cycle (Figure 3.1). I will refer to this as the CI model.

Better, quantitative research questions
How much do introverts and extroverts differ in their Linguistic
Competence (LC)?

CIs (without reference to NHST)
NHST p values

The LC scores of introverts are lower than
extroverts by 25 points 95% CI [0.1, 49.9] on a
100 points scale in the MAZE LC inventory.

Non-dichotomous quantitative conclusions
Mdiff between groups was large, the observed difference is probably
practically important. However, the precision of the estimate was low. The
sample size was small; n = 10 for each group. Moreover, sample variation
was also large; possible contributing factors may include…. Further
investigations and replications are called for.

Corroboration of strong, precise, and quantitative theories
Past research suggests that introversion has negative impact on LC.
Meta-analyses have shown that such an effect is only of a small magnitude.
Other factors, such as exposure to formal English literature (r = .64, 95% CI
[.45, .79]) may also influence LC…. These other factors may be even
stronger predictors of LC. Also, evidence is robust in suggesting that SES
moderates the level of LC within both introverts and extroverts...

Figure 3.1. The CI model: A graphical illustration that suggests how to break the
vicious cycle by using CIs. The starting point of change lies in the second stage of the
cycle concerning the choice of statistical methods. The dotted arrows depict causal

43

relations that will be empirically examined in this thesis. The solid lines represent
casual relations that are assumed, and will not but explored empirically in this thesis.

In this model, the starting point of change lies in the second stage—statistical
analysis. Supporters of this model, such as Schmidt and Hunter (1997), argued that
researchers who use CIs (even as significance tests) are likely to take significance tests
less seriously and place heavier emphasis on point and interval estimates. As a
consequence, researchers can make better scientific judgements and focus specifically
on quantitative information. This method of research can strengthen the quantitative
(and predictive) strength of psychological theories. Moreover, Cumming and Fidler
(2009) argued that CIs not only can reduce dichotomous interpretation of data, they
also encourage research questions that require quantitative answers (p. 25). This
method of overcoming dichotomous thinking can be referred to as the bottom-up
method; it operates on the idea that a shift in statistical practices (i.e., from NHST to CI)
would also lead to a change in how people think about research in general.
This model contains a number of untested assumptions; this thesis will focus on
three of them. The first assumption can be seen in the following argument by Schmidt
and Hunter (1997):
Because a CI shows that "a wide range of estimates of the effect size are
plausible…..consideration of this information…would likely temper
and reduce the emphasis placed by the researcher on the [dichotomous]
outcome of the significance test. That is, researchers might learn to take
the significance test less seriously. So there would be benefits even if
researchers interpreted confidence intervals as significance tests.”
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(Schmidt & Hunter, 1997, p. 50).
The view taken by Schmidt and Hunter is that if researchers consider
information about effect size and precision shown in a CI, then they are much less
likely to think strictly in terms of a reject or do-not-reject dichotomy. However, there is
very little evidence to suggest that simply replacing NHST p values with 95% CIs can
lead researchers to focus their interpretation on effect size and precision of error bars.
As Harris (1997) pointed out, “confidence intervals… can be employed so as to
essentially mimic NHST” (p. 159). It is possible that researcher may use CIs merely
to gauge whether zero was outside the interval, and therefore the null hypothesis can
be rejected; the habit of dichotomous thinking may suffer little disturbance despite the
use of CIs.
The second assumption is that CIs are less prone to misinterpretations,
including those that are related to dichotomous thinking. This assumption stems from
the argument that using CIs avoids some of the misinterpretations commonly found
with NHST, which, surprisingly, has received little empirical attention. Of particular
importance to this thesis is the law—actually misconception—of small numbers, which
holds that if an effect is found statistically significant in one experiment, it will almost
always remain as such over replications. As was explained earlier, Tversky and
Kahneman (1971) attributed this misconception to the false sense of certainty created
by the seemingly definite reject or do-not-reject decision of NHST. On the other hand,
this misconception may also lead researchers to place too much emphasis on statistical
significance, and therefore the dichotomous outcomes of NHST. In their paper, Tversky
and Kahneman proposed the use of CIs as a possible remedy to this misconception
because they provide an “index of sampling variability, and it is precisely this
variability that we [researchers] tend to underestimate” (p. 110). However, empirical
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investigation is required to examine the extent to which CIs can avoid some of the
common NHST misinterpretations, and in this case, the law of small numbers.
The third assumption is that CIs encourage research questions that require
quantitative answers (i.e. “how much do X and Y differ?” rather than “do X and Y
differ?”), and, consequently, interpretations of effect sizes, error bars and descriptive
statistics will be frequently observed (e.g., Cumming & Fidler, 2009). This assumption
rests on the premise that CIs can lead to a deliberate use of estimation language rather
than dichotomous NHST language.
I adopted the term "assumption" because there has been little empirical attention
to dichotomous thinking in the cognitions of p and CIs. Fidler, Thomason, Cumming,
Finch, and Leeman (2004) and Beyth-Marom, Fidler, and Cumming (2008) agreed that
statistical practices should be empirically guided. An investigation of such assumptions
is vital for my central research question: How plausible is it that CIs can help
researchers overcome dichotomous thinking, and engage in estimation thinking that
involves thoughtful interpretation of effect sizes and estimation errors, and deliberate
use of estimation language? As was explained in Section 2.4, my investigation of
these assumptions rests on three different aspects of dichotomous thinking, and for
each I compare researchers' intuitions and communication styles with respect to
NHST p values and CIs. Despite the appealing arguments in support of CIs, I share
similar scepticism with Robert Abelson (1997) who expressed concerns that “Under
the law of the diffusion of idiocy, every foolish application of significance testing is
sooner or later going to be translated into a corresponding foolish practice for
confidence limits” (p. 130). In the remainder of this section, I will present findings
from several studies that are relevant to my prediction that simply replacing NHST p
values with CIs may not be sufficient to help overcome the three aspects of
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dichotomous thinking. I will begin by evaluating the plausibility of a cliff effect in
researchers' interpretation of CIs.
3.1.1 How Plausible is a Cliff Effect with CIs?
Similar to the cliff effect in the interpretation of NHST p value, a CI cliff effect
can be operationalized as a marked decrease in confidence that an effect exists when H0
(e.g., zero) falls just inside, rather than just outside, the interval. There has been no
previous research about a possible cliff effect with CIs. However, I predict that a cliff
might well be found in researchers’ and students’ interpretation of CIs. In this section, I
will present findings from several studies that might support my prediction.
The overlap misconception
Belia et al. (2005) investigated how researchers infer statistical significance
with CIs. In one condition, respondents were presented the mean reaction times and
their 95% CIs for two independent means. The respondents were then asked to adjust
the distance between two 95% CIs until the two means are just statistically different at p
= .05 (two-tailed). According to Cumming and Finch (2005), p ≤ .05 is marked,
approximately, by two 95% CIs for means of two independent groups overlapping by
no more than a quarter of the total length of a CI. However, many respondents,
especially those from medicine, believed that p = .05 corresponds to two CIs not
overlapping at all. This false belief is termed the overlap misconception.
Hamilton-Keene (2008) further investigated the overlap misconception with
125 laypersons; sixty-six of them had at least some previous statistics training.
Participants were presented the results of six political surveys comparing people’s
preferences for party X and Y (see Figure 3.2). The rating of party X was 42% with a
margin of error of ± 2%, and the rating for Y was different in each of the six fictional
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surveys, but also with a margin of error of ± 2%,. For each of the six surveys,
participants were asked to select the cases in which they thought a real difference
existed between ratings of the two parties.

Figure 3.2. The six possible outcome cases used in Hamilton-Keene’s (2008) study

A majority of participants (approximately 85%) believed that a real difference is
likely to exist when the two intervals do not overlap at all. However, this proportion
dropped dramatically to 40% as soon as the two intervals touched. Only 20% correctly
believed that a real difference exists when the intervals overlap by a quarter (the third
panel in Figure 4, which corresponds, approximately, to p = .05); this lack of belief in
the existence of a difference was even more pronounced in the 66 participants who had
statistics training.
It may seem that the overlap misconception has little to do with dichotomous
thinking and the cliff effect, but it does reveal that people place great emphasis on
intervals touching, or not overlapping. A considerable proportion of participants in the
two studies falsely believed that there is likely to be no real difference or effect when
two intervals were just touching each other. Applying these findings to the
interpretation of single 95% CIs, I argue that researchers are likely to believe that there
is no real evidence against H0 when a 95% CI touches or overlaps zero.
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Interpreting CIs as NHST
Another line of evidence hinting at the plausibility of a CI cliff effect is found in
Coulson, Healey, Fidler, and Cumming (2010), who examined how researchers make
judgements, given results expressed using CIs or NHST.
Researchers from psychology (PSYCH), medicine (MED), and behavioural
neuroscience (BN) were presented two fictional studies evaluating a new treatment;
their results were presented by either NHST or CI. These fictional results were
developed so that the mean difference (Mdiff) obtained in the two studies were similar,
but one yielded a statistically significant result (Mdiff = 3.61, SD = 6.97, t(42) = 2.43, p
= .02) and the other a nonsignificant result (Mdiff = 2.23, SD = 7.59, t(34) = 1.25, p
= .22), using the traditional .05 criterion for statistical significance. Figure 3.3 shows
the corresponding CI version.

Figure 3.3. Coulson et al.’s fictional results with CIs.

In one condition, researchers were asked to judge on a seven-point Likert scale
whether results of the two studies were consistent. An effect can be regarded as robust
when two studies show a homogenous direction of the effect; this is based on the idea of
combining evidence. The consideration of combining evidence—whatever their
pattern—from 2 or more studies, is what Coulson et al. (2010) referred to as
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meta-analytic thinking. Also, if researchers’ evaluations were based mainly on the Mdiff
values, the findings of the two studies would be highly consistent and a consistency
rating of 6 to 7 would be expected. However, the mean rating for consistency was only
4.05 for NHST, and 4.49 for CIs. In other words, researchers who received CIs were
almost as likely to base their judgments on statistical significance as those who received
the NHST outputs. Therefore, CIs do not necessarily guarantee meta-analytic thinking,
nor do they guarantee that the interpretation of results will be based on effect sizes
rather than statistical significance.
A post-hoc analysis of replies to the open-ended question "what do you feel is
the main conclusion suggested by these studies[shown in Figure 3.3]?" showed that
about 44% of researchers who were presented with CIs exhibited an ‘NHST-type”
interpretation (i.e. referring to NHST, or H0 when interpreting the CIs), rather than
focussing on the intervals. Within this group, only 40% classified the two fictional
studies as consistent. In contrast, fully 94.7% of researchers who did not mention
NHST or H0 at all classified the two studies as consistent.
The second study in Coulson et al. (2010) was a partial replication of their
original study with only the CI condition. The replication was to verify the post-hoc
findings of the original. This time, the authors began their analysis by coding the replies
for the open-ended question (stated in the above paragraph); 27.1% had adopted a
NHST-type interpretation of the CI figure, 63.5% showed a CI emphasis (made no
reference to NHST) and 9.4% showed neither emphasis. Of researchers who adopted a
NHST-type interpretation, 7.7% believed that the two studies were consistent, as
oppose to 78.7% with CI emphasis. As stated in the title of their article, Coulson et al.’s
findings suggested that “confidence intervals permit, but don’t guarantee, better
inference than statistical significance testing” (p. 1). This argument is also consistent
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with findings of various journal surveys. For example, Fidler et al. (2004) found that
CIs are rarely interpreted despite the fact that they have been expected in all medical
research since the mid-1980s; interpretation of CIs was found in no more than 12% of
articles. Once again, dichotomous thinking persists despite the use of CIs.
In sum, Schmidt and Hunter’s (1997) speculation that CIs will reduce
dichotomous thinking may be too optimistic. The results described above show that
dichotomous thinking can occur regardless the choice of statistical methods. Therefore,
a cliff effect could possibly occur with both p values and CIs. However, the adoption of
CIs is surely beneficial to the progress of psychology in the long run. CIs are certainly
more informative than p values; they provide an integrated summary of effect sizes and
the uncertainty associated with the estimates. However, this useful information is likely
to be ignored if researchers continue to focus exclusively on the rejection of H0 rather
than the estimation of effect sizes. Because the rejection of H0 is so ingrained in
psychology’s research tradition and is often the ultimate goal of psychological research,
replacing p values with CIs alone may not be sufficient to overcome dichotomous
thinking, and thus the cliff effect.
3.1.2 CIs and the Neglect of Sampling Variability
The second aspect of dichotomous thinking, as described in Section 2.4, is the
neglect of sampling variability—the variability that governs the chance of replicating
statistically significant findings. Tversky and Kahneman (1971) criticized p values for
obscuring information about sampling variability, and as an alternative they
recommended the use of CIs because they provide an “index of sampling variability,
and it is precisely this variability that we [researchers] tend to underestimate” (p. 110).
Cumming, Williams and Fidler (2004) explore researchers' intuitions about
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sampling variability of sample means over replication, given an initial 95% CI. They
surveyed 263 published researchers from the disciplines of psychology, behavioural
neuroscience, and medicine, each presented with a 95% CI graphic of M = 750 + 300,
N = 36. They were asked to select 10 points from the scale (range: 0 to 1500) to indicate
where they felt the 10 sample means would plausibly fall over 10 replications.
Overall, 78.4% of the 174 respondents placed 9 or 10 means within the CI from
the initial experiment. These results indicated an underestimation of the variability of
replication means because a 95% CI will, in the long run, include only 8 of the ten
(83.4%) of replication means. By assigning 9 or 10 means within the original CI, these
respondents suggested that they held the confidence level misconception (Cumming et
al., 2004), which is the false belief that 95% of replication means will fall within the
95% CI from the initial study. Comments made by many respondents supported that
interpretation. Furthermore, the sampling distribution of replication means should, on
average, produce a standard deviation (SD) of 216 around the original mean of M = 750.
However, the responses returned only an averaged SD of 164. In other words, these
respondents have, on average, clustered their 10 means somewhat too close to the
original mean.
The underestimation of the variability of means over replication, similar to that
of the underestimation of the variability of p values, is an example of the law of small
numbers. However, no comparable studies were conducted with p values. So, there is
no direct evidence to support (or refute) the claims of Tversky and Kahneman that CIs
are better than p values at informing researchers about the extent of sampling
variability. Further investigation is required.
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3.2

Overcoming Dichotomous Thinking with Better Research Questions

As discussed, researchers often make dichotomous decisions with CIs as they
often would with NHST (e.g., Coulson et al., 2010; Cumming et al., 2007; Fidler, 2005;
Fidler et al., 2004); and they often use CIs for judging statistical significance. It
therefore seems overly optimistic to expect that researchers who use CIs would
express their research aims and interpret their results differently from those who
report only NHST. Therefore, rather than evaluate whether CIs can lead researchers to
ask better questions using estimation language, this section will focus on (1) how
dichotomous thinking can be reduced even when using NHST and, (2) how can we
ensure that the advantages of CIs are efficiently exploited if they do become the
mainstream method of inference in psychology.
To clarify my position, although the choice of inferential method does have
some influence on the nature of the inference (dichotomous vs. quantitative), I argue
that the problem may lie at a deeper conceptual level, and relate to the way in which
researchers typically think about research questions. Consider the assertion below:
…There is no magical solution to NHST… “What should we do instead
of significance tests? How do we test hypotheses without significance
tests?” In my mind, there is nothing to be replaced. If we had a
cancerous tumour growing in our lungs, we would ask a doctor to
remove the growth; we would not ask the doctor to replace it with a
better cancer (C. R. Fraley, 2003, November 24).
Fraley’s argument is correct that statistical reform should extend beyond the
replacement of NHST with CIs. The main focus should be placed on changing the way
researchers think about research and statistics. K.Schmidt (1995), for example,
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proposed that the appropriate way to interpret p values is to “combine them with
information on sample size, null hypothesis, test statistic, and so forth to form in his
[the researcher’s] mind something…like a confidence interval” (p. 490). What this
statement reveals is that outputs from NHST analyses are in fact sufficient to allow
sound scientific judgements if they are integrated adequately. However, this integration
is meaningless if all that a researcher asks for is whether A is better than B rather than
the amount by which A is better than B. I therefore propose an alternative model—the
question model—that may help to overcome dichotomous thinking (Figure 3.4).
Unlike the CI model presented in Figure 3.1, the question model (Figure 3.4),
focuses on stage 1 of the cycle—formulating research questions. I argue that
researchers are likely to base their interpretation on the practical or scientific
significance of effect sizes and error bars if guided by questions / hypotheses that
focus on the magnitude rather than mere directions (or existence) of effects. This
method of overcoming dichotomous thinking can be referred to as the top-down
method; it operates on the idea that changing the way researchers think about research
(i.e., from hypothesis rejection to effect size estimation) would change the nature of
their judgments.
Before proceeding, it is important to note that a research question need not be
identical with a statistical hypothesis; the former is concerned with theoretical and
practical importance while the latter is concerned with statistical rareness (Carver,
1978). Unfortunately, researchers often misuse dichotomous statistical hypotheses as
theory-driven research questions (Meehl, 1978), which may have contributed to
dichotomous thinking. The figure below suggests how to reduce dichotomous thinking
by differentiating statistical hypotheses and research questions.
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Better, quantitative research questions
How much do introverts and extroverts differ in their Linguistic
Competence (LC)?

NHST analysis / the null
ritual
H0: Mdiff = 0
H1: Mdiff ≠ 0
α = .05 or .01
If p ≤ α, reject H0
If p > α, do not reject H0

CIs (even with reference to NHST)
The LC scores of introverts are
statistically significantly lower than
extroverts by 25 points 95% CI [0.1,
49.9] on a 100 points scale in the
MAZE LC.

Integration of p, ES,
n, and other
descriptive statistics
Non-dichotomous quantitative conclusions
Mdiff between groups was large, the observed difference is probably
practically important. However, precision of the estimate was low. The
sample size was small; n = 10 for each group. Sampling errors is
plausible. Moreover, sample variation was also large; possible
contributing factors may include…. Further investigations and
replications are called for.

Corroboration of strong, precise, and quantitative theories
Past research suggests that introversion has negative impact on LC.
Meta-analyses have shown that such an effect is only of a small magnitude.
Other factors, such as exposure to formal English literature (r = .64, 95% CI
[.45, .79] may also influence LC…. These other factors may be even
stronger predictors of LC. Also, evidence is robust in suggesting that SES
moderates the level of LC within both introverts and extroverts...

Figure 3.4. The question model: A graphical illustration suggesting how to break the
vicious cycle of dichotomous thinking (Figure 2.1) with the construction of
quantitative research questions. The dotted arrows and boxes depict causal relations
that require empirical validation; the dotted boxes contain the arguments associated
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with each of the dotted lines. These arguments and relations will be examined
empirically in this thesis. The solid lines and boxes represent relations and arguments
that are assumed, and will not be examined empirically in this thesis.

Figure 3.4 proposes how the cycle of dichotomous thinking can be disrupted by
changing the nature of research questions, from dichotomous to quantitative. With
quantitative questions, I predict that researchers would be able to identify the best
answer (which should be quantitative in nature) for their research questions. Also, with
this model, researchers are less likely to replace their theory-driven research questions
with dichotomous statistical hypotheses. The question model has obvious advantage
over the CI model (Figure 3.1) because it permits better scientific inference with both
NHST outputs and CIs (even when used as NHST). However, as hinted by the dotted
lines and boxes in (Figure 3.4), further research is required to investigate my
predictions.
In sum, there is only modest empirical evidence to support the assumption that
using CIs can reduce dichotomous thinking (e.g., Coulson et al., 2010; Fidler & Loftus,
2009). That is not surprising, because many researchers use CIs mainly for inferring
statistical significance, which suggests dichotomous thinking is not an NHST-specific
phenomenon. Therefore, alternative strategies must also be considered that may help
overcome dichotomous thinking regardless of the statistical method undertaken. I
argued that asking quantitative (how much do A and B differ?) rather than dichotomous
(whether A and B differ) research questions may prime researchers to differentiate
theory driven research questions and statistical hypotheses, and thereby reduce their
emphasis on dichotomous thinking and, in turn, statistical significance. This benefit
may be applicable to both NHST and CI interpretations.
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3.3

Overview of Research Program

In my critical review, I have given a brief introduction to dichotomous
thinking. I argued that dichotomous thinking, as reinforced by NHST, is a vicious
cycle. This cycle pivots on the reject or do-not-reject decision making of NHST whose
influences are diffused to other stages of research. In Chapter 2, I have provided a
description of this cycle and explained how NHST fits within (and sustains) it. Also, I
have reviewed some selected misconceptions of NHST that may have contributed to
the continuation of this cycle. In some cases, these misconceptions are direct
manifestations of dichotomous thinking, for example, the misinterpretation of
statistical non-significance as no effect. In other cases, I suggested that impacts of
dichotomous thinking are reflected in more generic practices and thought processes,
such as the use of language. My review focused on three aspects of dichotomous
thinking that will be examined empirically in this thesis:(1) the cliff effect, (2) the
underestimation of sampling variability, (3) and the use of dichotomous language in
psychological research.
In Chapter 3, I have presented a descriptive model of how CIs may help break
the cycle of dichotomous thinking and described the untested assumptions underlying
the model. By drawing from the literature on the cognition of CIs, my discussion
focused on evaluating three of these assumptions, each corresponded to an aspect of
dichotomous thinking listed in the previous paragraph. However, because there were
only very few studies in the literature comparing researchers' and students' intuitions
and judgements derived from either CIs or results of NHST, and that they generally
produced mixed results, there is simply not enough evidence that the uptake of CIs
may in fact counter the habits of dichotomous thinking. Therefore, the primary goal of
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my research program will be to empirically, and directly evaluate the three
assumptions underlying the CI model. An investigation of those assumptions is also
vital for my central research question: How plausible is it that CIs can help researchers
overcome dichotomous thinking, and engage in estimation thinking that involves
deliberate use of estimation language, and thoughtful interpretation of effect sizes and
estimation errors?
The research program is reported in three empirical chapters, each exploring a
particular aspect of dichotomous thinking. Because I have adopted the “thesis by
publication” format for this thesis, each empirical chapter is written and presented as a
published or for-publication manuscript, with the exception of the second empirical
chapter (Chapter 5), which contains two manuscripts. All the manuscripts presented in
this thesis either were submitted or will be submitted with several authors (i.e., my
two supervisors and myself), where I am the first author on all. I present below an
overview of my three empirical chapters.
The first empirical chapter (Chapter 4) examines one aspect of dichotomous
thinking—the cliff effect. I present in that chapter a manuscript titled “Tyranny of the
Discontinuous Mind? The Cliff Effect in Researchers’ Interpretation of p Values and
Confidence Intervals”. The manuscript contains three survey experiments. Experiment
1 is a replication of Poitevineau and Lecoutre’s (2001) cliff effect investigation with a
larger sample of psychology and medical researchers. Those two disciplines were
included because they have had quite different histories of statistical practices. In
Experiment 2, I explored for the first time a possible cliff effect in researchers’
interpretation of CIs, presented as either a standard CI graphic or as text. If CIs are less
susceptible to dichotomous thinking, the cliff effect should be less prevalent or
pronounced in this experiment than that in Experiment 1. In Experiment 3, I explored
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the cliff effect with a new CI presentation format, the cat’s-eye confidence interval
(CECI). The CECI was introduced by Cumming (2007, 2012), as a more informative
alternative to standard CI graphics and text. CECI pictures provide extra information
about the relative likelihood distribution of CIs that may help reduce dichotomous
thinking, and thus the cliff effect. This prediction was examined in Experiment 3. Part
of this manuscript (Experiments 1 and 2) was presented and published earlier, in the
peer reviewed proceedings of ICOTS-8 (International Conference on Teaching
Statistics-8), Slovenia, July 2010. Available online:
http://icots.net/8/cd/pdfs/contributed/ICOTS8_C101_LAI.pdf.
My second empirical chapter (Chapter 5) evaluates the argument that CIs are
more effective than p values at informing and raising researchers' awareness about the
extent of sampling variability in replication. The appreciation of sampling variability,
as pointed put by Cumming (2008, 2012), Kirk (2003) among others, is a crucial step
to overcome dichotomous thinking, and promote estimation and statistical thinking.
The chapter consists of two manuscripts, the first was published in the journal
Methodology in 2012. This manuscript, titled " Subjective p Intervals: Researchers
Underestimate the Variability of p Values Over Replication", contains three surveys
that estimated whether researchers in three disciplines tend to underestimate the
variability of p, and the extent of any underestimation. The three surveys elicited
researchers’ estimates, using three different methods to reduce potential biases; one of
these was described earlier in Section 2.4.2. As discussed there, a potentially
comparable study was conducted by Cumming et al. (2004b) with CIs, but that study
measured sampling variability in terms of the variability of sample means rather than p
values. In the second manuscript, titled "Researchers' Judgments About Replication:
Better With CIs Than p Values", I report a transformation analysis to allow a direct
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comparison of researchers’ intuitions about replication, given an initial p value or CI.
In my third empirical chapter (Chapter 6), I explored dichotomous thinking in
NHST and CIs with a more ecological valid approach—a journal review. This journal
survey investigates how journal article authors from psychology interpret their results
either in terms of NHST or CIs. It examines, for the first time, the possible association
between the choice of inferential method and the way researchers formulate their
research questions. This study is a critical evaluation of Cumming and Fidler’s (2009)
speculation that CIs encourage research questions that require quantitative answers.
Also, results of the study may provide initial evidence for my question model which
predicts that researchers who express their research aims and questions in estimation
language are more likely to interpret effect sizes and error bars than those who use
dichotomous NHST language.
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CHAPTER 4. THE CLIFF EFFECT

In this chapter, I report a study that explores the cliff effect in researchers'
interpretation of levels of statistical significance, using either p values or 95% CIs.
This study, titled “The Tyranny of the Discontinuous Mind? The Cliff Effect in
Researchers’ Interpretation of p Values and Confidence Intervals" (Lai, Kalinowski,
Fidler, & Cumming, manuscript in preparation), is written as a manuscript prepared
for journal submission. The page, figure and table numbers in the manuscript have
been reformatted so that they are consistent with the format of this thesis. No other
modifications were made.

The Tyranny of the Discontinuous Mind? The Cliff Effect in Researchers’
Interpretation of p Values and Confidence Intervals

The obsession with discrete names is an example of what I call the
tyranny of the discontinuous mind...the discontinuous or
qualitative mind insists on forcing people into one or other
discrete category.
–Dawkins, 2004, pp. 252-258

Good scientific theories should not merely be a collection of dichotomous or
ordinal statements. This argument has been made repeatedly by, among others, Meehl
(1978) and Gigerenzer (1998a). They lamented that psychologists have placed too
much emphasis on rejecting dichotomous null hypotheses, which results in the
flourishing of weak theories comprising ambiguous and arbitrary categories possessing
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limited explanatory value. The common practice of categorizing research outcomes
using a significant-nonsignificant dichotomy may reflect Dawkins’ (2004) “tyranny of
the discontinuous mind” (p. 252), encouraged by reliance on Null Hypothesis
Significance Testing (NHST). In this article, we present three experiments that
explored this discontinuous mind in the interpretation of NHST p values and
confidence intervals (CIs).
Dichotomous Thinking in Statistical Inference
Suppose you obtain a p of .04, how strong is the evidence against H0? What
about .06? According to the logic of NHST, as generally taught in introductory statistics,
the latter provides much weaker, or no evidence against H0 because p was greater than
the .05 level of significance. This narrow, dichotomous approach to statistical reasoning
has been described by some as dichotomous thinking (Kline, 2004), which has led
scientists to “pay undue attention to the results of the tests of significance…and too
little attention to the estimate of the effects they are investigating...” (Yates, 1951, pp.
32-33).
Critics of NHST propose that a shift from NHST to estimation—a statistical
reform—may reduce or even eliminate dichotomous thinking (e.g., Cumming & Fidler,
2009; F. L. Schmidt, 1996). In psychology, the American Psychological Association
(APA) recommends the use of confidence intervals: “The inclusion of confidence
intervals can be an extremely effective way of reporting results… The use of
confidence intervals is therefore strongly recommended.” (2010, p. 34). Schmidt and
Hunter (1997), among others, believed CIs offer cognitive advantages over NHST and
p values; the reduction of dichotomous thinking is one claimed advantage.
Despite growing support for CIs, there have been only a few empirical
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investigations of how researchers interpret CIs (e.g., Belia et al., 2005). Even less
attention has been devoted to the claimed cognitive superiority of CIs over p (e.g.,
Coulson et al., 2010; Fidler & Loftus, 2009). These studies are contributions to the
emerging field of statistical cognition (Beyth-Maron et al., 2008) and provide some
evidence for heeding Abelson’s (1997) warning: “Under the law of the diffusion of
idiocy, every foolish application of significance testing is sooner or later going to be
translated into a corresponding foolish practice for confidence limits” (p. 130). Our
three experiments investigated the extent to which CIs may decrease the dichotomous
thinking prompted by researchers’ long reliance on NHST.
The Cognition of p values: Dichotomous Thinking and the Cliff Effect
Rosenthal and Gaito (1963) were the first to explore researchers’ interpretation
of p values experimentally. They invited 19 psychological researchers and graduate
students to rate their “degree of belief of research findings as a function of [14]
associated p levels” on a six-point Likert scale, from 0 (complete absence of confidence
or belief) to 5 (extreme confidence or belief). The averaged responses revealed a cliff
effect, which Rosenthal and Gaito described as an abrupt drop of confidence just
beyond the .05 level of significance. This cliff effect exemplifies the dichotomy by
which outcomes of NHST are interpreted. Two decades later, Nelson, Rosenthal and
Rosnow (1986) replicated the cliff effect with 85 psychological researchers. Averaging
over respondents, they observed a cliff effect even though they had provided the effect
size estimate with each p value. They concluded that the cliff effect
“provided...evidence that research decisions to believe or not to believe (accept or not
accept) the null hypothesis are made in a binary manner based simply on whether p
does or does not reach the .05 level” (p. 1299).
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More recently, Poitevineau and Lecoutre (2001) replicated Rosenthal and
Gaito’s study with 18 psychological researchers from various universities in France.
They found that interpretation of outcomes of NHST vary substantially across
researchers, perhaps depending on the conceptions of statistical inference they adopted.
Responses consistent with the strict dichotomous decision making of Neyman-Pearson
NHST may show an all-or-none decrease just beyond p = .05—the cliff effect. On the
other hand, a Fisherian approach to NHST views p values as a continuous measure of
evidence against H0, and would prompt not a cliff effect but a gradual decrease in
confidence as p increases.
In their analysis, Poitevineau and Lecoutre fitted each individual’s responses
with three models: The all-or-none model that represents a Neyman-Pearson
interpretation and the negative exponential and linear models that describe Fisherian
thinking. Responses were assigned to the one of three groups that yielded the highest R2.
We will refer to this curving fitting procedure as the “goodness-of-fit (GoF) approach”.
Of the 18 respondents, only 4 showed an all-or-none decrease in confidence just beyond
p = .05—the cliff effect. Poitevineau and Lecoutre argued that earlier conclusions for
the cliff effect were prompted by a minority of extreme all-or-none responses that
exaggerated the averaged results. Therefore, they concluded that “the .05 cliff effect
may be overstated” (2001, p. 847).
While the all-or-none model reflects Neyman-Pearson thinking, reviews of
NHST practices suggest that researchers’ understanding of p values is almost always
based on an “inconsistent hybrid of...Fisher’s null hypothesis testing and Neyman and
Pearson’s decision theory” (Gigerenzer, 2004, p. 590); this claim was supported by
Huberty’s (1993) survey of textbooks of introductory statistics. In this hybrid, p values
are used to make dichotomous accept-or-reject decisions with reference to sharp
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benchmarks of statistical significance (i.e., Neyman-Pearson), but also interpreted as a
continuous measure of strength of evidence (i.e., Fisherian). This hybrid interpretation
may lead to a cliff effect less extreme than the all-or-none model—we will refer to this
as the ‘minor cliff’—where respondents’ degree of confidence decreases gradually with
increasing p values except across .05, or some other conventional level of significance,
where there is a distinct step in degree of belief. The all-or-none model and GoF alone
may not be able to capture this hybrid interpretation.
Research Aims
In Experiment 1, we replicated Poitevineau and Lecoutre’s (2001) cliff effect
investigation on a larger sample of researchers from two disciplines—psychology and
medicine—that have different histories of statistical practices. One goal of this
replication was to investigate an alternative approach to identifying the cliff effect, one
that differentiates a major cliff (Neyman-Pearson), which is equivalent qualitatively to
Poitevineau and Lecoutre's all-or-none, and minor cliff (hybrid logic of NHST)
responses. This approach was also applied to Poitevineau and Lecoutre’s original data
to provide a direct comparison with earlier results produced by the GoF method. We
included medical researchers because medicine has, since the mid 80’s, routinely
reported CIs. If the uptake of CIs has had any real impact on reducing dichotomous
thinking, the cliff effect would be less common amongst medical than psychological
researchers.
In Experiment 2, we explored for the first time a possible cliff effect in
researchers’ interpretation of CIs, presented as either a standard CI graphic or as text.
By analogy, a CI cliff effect can be operationalized as a marked decrease in confidence
that an effect exists when H0 (i.e., zero) falls just inside, rather than just outside, the
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interval. If CIs are less susceptible to dichotomous thinking, the cliff effect should be
less prevalent or pronounced in this experiment than that in Experiment 1.
In Experiment 3, we explored the cliff effect with a new CI presentation format,
the cat’s-eye confidence interval (CECI). The CECI was introduced by Cumming
(2007, 2012), as a more informative alternative to standard CI graphics and text. The
CECI pictures not only the point estimate and error bars that quantify precision, but also
the relative likelihood distribution of the CI (Figure 4.1(b)). This distribution represents
the relative probability of various points of the interval being the population parameter
being estimated (e.g., µ). For example, the mid-point of the interval (e.g., sample mean,
M)—the maximum likelihood estimator (MLE)—has the highest relative chance of
being the true µ.The likelihood of µ being located on either side of the MLE decreases
gradually when progressing towards the tails of the distribution. This distribution
extends to negative and positive infinity, so there is always a chance that µ is in fact
located beyond the interval.

µ1

µ2

Figure 4.1. (a) A standard CI graphic, and (b) a cat’s eye confidence interval (CECI). A
CECI pictures the relative likelihood distribution that represents the relative chance of
various points along the interval being the population effect size (e.g., µ). For example,
µ 2 has a higher relative likelihood of being the true mean difference than µ 1, and the
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ratio of these relative likelihoods can be derived from the heights of that distribution at
µ 1 and µ 2.

We investigated whether the extra information provided by the relative
likelihood distribution would reduce the cliff effect, especially major cliff. Because the
CECI emphasizes the fact that the relative likelihood varies gradually and continuously
across either side of the interval limits, researchers may be less likely to interpret
statistically nonsignificant CIs (i.e., when the null hypothesised value is just inside
rather than outside the interval) as indication of no evidence against H0, as implied by
the Neyman-Pearson approach.
Theoretical Justifications
Before reporting our experiments, we feel the necessity to address some
important issues about the cliff effect literature that may concern some theoretically
sophisticated readers. First, it might be argued that the all-or-none model is not a real
representation of the Neyman-Pearson framework. This argument is true because p
values, when applied in the Neyman-Pearson theory, are used only to determine
whether or not the researcher can reject the null hypothesis. The idea of using p values
as a continuous measure of belief or strength of evidence was actually criticized
fiercely by Neyman and Pearson (Neyman, 1950, 1957; Neyman & Pearson, 1933).
Even so, Neyman and Pearson's arguments could not undermine the possibility that
respondents who gave an all-or-none response were in fact influenced by their
decision making theory. For example, respondents who adopted the Neyman-Pearson
framework may reject H0 and behave as if it was false for ps < .05 (i.e., there is
evidence), and do not reject H0 and behave as if it was true for ps > .05(i.e., there is
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almost no evidence). This possibility was explored (and confirmed) by analysing the
open-ended responses of our respondents; we looked specifically at the proportion of
respondents form each response model making explicit reference to the
Neyman-Pearson theory and its features.
Another theoretical concern about the cliff effect research is that none of the
published studies have provided a normative or correct model for interpreting levels
of significance. The justification was actually given by Sir Ronald Fisher, the
founding father of significant testing in 1956 : “No scientific worker has a fixed level
of significance at which from year to year, and in all circumstances... rather he gives
his mind to each particular case in the light of his evidence and his ideas.” [italics
added]. Fisher's argument highlights the fact that there is no correct or normative
model for how a scientist should interpret p values as a continuous measure of
evidence, except that they were inversely related since p values denote the probability
of obtaining a particular (or more extreme) set of results, assuming a true H0 (see also
Rosnow & Rosenthal, 1989). Therefore, the derivation of a normative model for
interpreting p has little relevance to goal of the cliff effect research. It is not our goal
to assess how well researchers' reasoning matches a fixed set of responses derived
from either the Bayesian or Frequentist methods. Our research aims to explore the
extent to which the dichotomous accept-reject mechanism of NSHT undermined
researchers' initiative to think actively about effect size, sample size, variability, their
own research context, and integrate them to make good scientific judgements. For
these reasons, no normative models or answers were derived or referred to in the
current (and past) research of the cliff effect.
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Experiment 1

Method
Participants. Respondents were 198 researchers who had published in
leading psychology (Psych; n = 97) and medical (Med; n = 101) journals between
January 2008 and July 2009. We selected 14 journals from each discipline that had the
highest rankings of impact factors (ISI, Journal Citation Reports 2008).
Procedure. We sent potential respondents (n = 1170 Psych and n = 1910 Med
researchers) an individual email containing the aim of the study, an invitation to
participate and a link to an online survey. The survey began with a fictitious study
comparing independent treatment and control groups, each of a stated size N. The null
hypothesis (H0) was that there was no difference between the two means. Respondents
were then presented with the possible results of the study with p values (two-tailed )
of .005, .02, .04, .06, .08, .20, .40, and .80, combined with a small (N = 30) or large (N =
100) sample size. Results were presented in either a p-only (50 Psych and 49 Med
respondents) or t-test format (47 Psych and 52 Med respondents). The latter gave
slightly more information than the former, as described below. Orders of the two N
conditions and eight p values, either gradually ascending or descending, were
counterbalanced.
The p-only format replicated previous studies where respondents were given
only p values and their associated sample size (Poitevineau & Lecoutre, 2001;
Rosenthal & Gaito, 1963). The t-test format provided in addition the mean differences,
and their associated two-sided t-test results (e.g., Mdiff = 3.60, t (28) = 2.47, p =.02). For
each result combination, respondents were asked “how strong do you think the
evidence is, against the null hypothesis of no difference”. They were asked to “type a
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number between 0 and 100 in the indicated boxes, where 0 represents the weakest
possible evidence against H0 and 100 represents the strongest possible evidence against
H0”. Finally, respondents were asked to outline the reasoning that led to their responses,
as well as the general strategies they used for completing the survey.
Data Analysis. We refer to the responses on the 0 to 100 scale as strength of
evidence (SoE) estimates. For each response, a cliff ratio (CR) was calculated at p = .05
(i.e., CR(.05)). This ratio was computed by dividing the difference between the SoE
estimates for p = .04 (i.e., SoEp=.04) and .06 by the averaged difference of estimates for [p
= .02 to .04] and [p = .06 to .08]:

[SoEp=.04 – SoEp=.06]
CR(.05) =
(0.5[SoEp=.02 – SoEp=.04 + SoEp=.06 – SoEp=.08])

This procedure was repeated on the [p = .08 to .2] interval to identify a p = .10
cliff effect. The CR(.10) index was given by substituting the difference between the SoE
estimates for [p = .08 to.2] into the formula, along with those given by the intervals
before (i.e., [p = .06 to .08]) and after (i.e., [p = .2 to .4]). The calculation of CR was the
first stage of defining a cliff effect. We chose CR ≥ 2 as the minimum criterion for a cliff
effect because it indicates a step that quite clearly departed from a gradual decline.
CR is only a local relative measure of cliff, for example, a CR of 2 may be
obtained by a vector of SoE difference as small as [1, 2, 1] or as large as [25, 50, 25], for
[p = .02 to .04, p = .04 to .06, p = .06 to .08], respectively. We therefore set a minimum
SoE difference as a second requirement for a cliff effect. In this second stage of analysis,
to help choose an appropriate minimum we constructed frequency histograms of
[SoEp=.04 - SoEp=.06] and [SoEp=.08 - SoEp=.2], and looked for any natural breaks across
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the bins (see Figure 4.2). The bins on the horizontal axis represent the magnitude of the
difference for each p value interval; the vertical axis represents the number of
respondents.
For the majority of responses, the difference in SoE estimates across the .05
and .10 levels of significance—marked by the [p = .04 to .06] and [p = .08 to .2]
intervals—were between 0 to 14 scale points. The first break occurred at the [15 to 19]
bin; only 4 of 192 responses had a SoE difference in that range, across the .05 and .1
levels of significance. A SoE difference of 20 points was thus suggested by the break in
the histogram, and also seemed appropriate as the minimum size of step to be regarded
as a small cliff. We therefore chose 20 as the minimum requirement for a minor-cliff
effect. To define a major-cliff effect, we chose 80 as the minimum step size because this
seemed appropriate for a major cliff, almost an all-or-none step, and because it marks a
break in the histogram, especially the p = .05 histogram. Responses not categorized as
major- or minor-cliff were fitted with both an exponential (y = exp (a + bp)), and linear
(y = a + bp) function, and were grouped into the model that yielded the higher R2.
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Figure 4.2. Frequency histogram of the difference in strength of evidence (SoE)
estimates across the .05 and .10 levels of significance, for the two N conditions and two
disciplines combined. For p = .05, the difference in SoE estimates was calculated by
[SoEp=.04 – SoEp=.06], and for p = .10, by [SoEp=.08 – SoEp=.2]. The bins on the horizontal
axis represent the magnitude of these differences; the vertical axis represents the
number of respondents. This histogram shows that only few responses had a difference
of [15 to 19] scale points across the .05 and .10 levels of significance.

Independently from the CR analysis described above, we replicated Poitevineau
and Lecoutre’s (2001) goodness-of-fit (GoF) procedure on our data. For this, each
response was fitted individually with three models: all-or-none (y = a if p < .05, y = b
otherwise), negative exponential (y = exp (a + bp)), and linear (y = a + bp), and was
categorized according to the highest R2. The .05 cliff effect was defined by the
all-or-none model.
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Results
Preliminary examination of the CR analyses revealed that the mean SoE
estimates and the prevalence of the four interpretation models were similar across the N
conditions (N = 30 & N = 100), research disciplines (Psych and Med), and presentation
formats (p-only and t-test) (see supplementary analysis A). Figure 4.3 summarizes the
mean SoE estimates for each of the 8 p values for the four interpretation models
generated by the CR analysis, for Psych and Med, with other conditions combined.
The major- and minor-cliff models refer to a .05 cliff effect, and accounted for 6%, 95%
CI [3, 10] and 20% [16, 27] of responses, respectively. All but one major-cliff response
had a SoE difference of 100, meaning an all-or-none step. Also, despite the similarity in
shape between the minor-cliff and negative exponential models (Figure 4.3 (b) and (c)),
the former has a mean CR(.05) of 6.6 and a mean absolute difference of 34.8 scale points
over the [p = .04 to .06] interval; in the latter, the corresponding values are 1.0 and
8.42—a large difference. The negative exponential and linear models accounted for
44% [38, 52] and 30% [25, 37] of responses, respectively. Of the total 58 linear
responses, fully 73% [.64, .85] (n = 42) equated the strength of evidence against H0 to
100  (1 – p).
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Figure 4.3. Mean SoE estimates as a function of the 8 p values for the four
interpretation models identified in the CR analysis, for Psych and Med, with the two N
conditions (small & large) and presentation formats (p-only and t-test) combined.
Responses were grouped into the four models via classification rules for a p = .05 cliff
effect. Error bars represent 95% CIs. Frequencies in legend parentheses represent the
number of responses belonging to each model, for Psych and Med; parentheses at the
top refer to percentage, for Psych and Med combined. Error Bars represent 95% CIs.

Cliff effects at the .05 and .10 levels of significance. Figure 4.4 summarizes
the proportion of responses showing at least one cliff effect (major or minor), at p
= .05 or .10, and other p levels, for Psych and Med. The lowest (i.e., [p = .005 to .02])
and highest (i.e., [p = .40 to .80]) p value intervals were excluded from this analysis
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because the CR formula cannot be applied to the two end values in the range of p
values we used. The percentage of responses showing a cliff effect was consistent
across the two disciplines. Whilst the .05 cliff effect accounted for only 24% [16, 33]
of Psych responses (29% [21, 38] for Med), another 21% [.15, .31] showed a .10 cliff
effect (22% [15, 31] for Med). Averaged across disciplines, a total of 42% [35, .48] of
responses showed a cliff in either the .05 or .10 category, and another 6% [4, 10]
showed a cliff in both the .05 and .10 categories. Interestingly, 7% [.04, .11] of
responses contained a cliff at other p levels; predominantly across the [p = .06 to .08]
interval. Further analyses revealed no substantial difference between the two N
conditions (see supplementary analysis A).

Figure 4.4. Percentage of responses showing a cliff effect across the .05, .10 or other p
levels, for Psych and Med, and for major- and minor-cliff combined. Error bars
represent 95% CIs.
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Cliff Ratio (CR) and the Goodness-of-fit (GoF) methods. To compare the
GoF and CR methods, we considered the percentages they returned for the four
interpretation models. The cliff responses were categorized with respect to a p = .05
cliff effect as in Poitevineau and Lecoutre’s (2001) study. Because the minor-cliff
category applies only to the CR approach, a zero proportion was assigned to that
category for the GoF method. The major-cliff category described in our CR analysis
was qualitatively equivalent to Poitevineau and Lecoutre’s all-or-none category.
When performed on Poitevineau and Lecoutre’s (2001) original data (n = 18),
the CR approach identified a .05 cliff effect in a total of 39% [20, 61] (n = 7) of
responses, the GoF method found 22% [9, 45] (n = 4)—a 17 [-13, 43] percentage point
difference, because it uses the tighter all-or-none definition of cliff. (See
supplementary analysis B for full description of results.)
The upper panel of Figure 4.5 shows the prevalence of the four interpretation
models identified respectively by the CR and the GoF methods. For the 198 responses
from the current experiment, the two methods gave almost identical results for the
exponential and linear models. The .05 cliff effect was found in n = 52 of the 198 (26%
[20, 32]) responses for the CR method and 49 (24% [19, 31]) for GoF. The similar
results returned by the two analyses suggest that the GoF method was sensitive to cliff
effects of lesser magnitudes (i.e., minor cliff), and categorized them into the all-or-none
model. Next, we conducted a CR analysis on these 49 all-or-none responses identified
by GoF to see whether there are any distinct patterns among them. The CR analysis
found three distinct patterns of responses (Figure 4.5; lower panel). Of these only 11
met our criteria for major cliff. The majority (32 responses) met our criteria for minor
cliff in the [p = .04 to .06] interval, while 6 responses did not show a cliff effect at all.
We suspect that this misclassification (from the CR perspective) was related to the
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definition of the parameters (a, b) of the all-or-none function: y = a if p < .05, y = b
otherwise. The parameter a was estimated by averaging all the SoE estimates for p
levels less than .05 (i.e., p = .005, .02, .04) and the parameter b for p levels greater
than .05 (i.e., p = .06, .08, .20, .40, .80). If the SoE estimates were quite close to these
estimated parameters, the R2 for the all-or-none function will be high—at least higher
than the exponential and linear functions—regardless of how far apart the estimated
parameters, for example a SoE estimate vector [50, 50, 50,..., 50] will yield a R2 of 1
just because all the estimates will fall on the predicted parameters. This problem
highlights the value of imposing a minimum requirement on the difference between the
two model parameters (a, b), and this is exactly what the CR analysis did, by specifying
minimum cliff sizes for minor and major cliffs.
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Figure 4.5. The upper panel shows the proportion of respondents with each
interpretation model, as categorized using both the CR and GoF methods, for a p = .05
cliff effect. Error bars represent 95% CIs. The lower panel shows the mean SoE
estimates for the three distinct patterns of responses identified by CR analysis amongst
the 49 all-or-none responses classified by GoF. A majority (n = 32) of these responses
was categorized by the CR analysis into the minor-cliff model (solid line); only 11
responses were classified as major-cliff (dotted line). The remaining 6 responses did
not have any cliff effect (grey line).
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Analysis of open-end comments. We coded each comment using five
categories established a priori based on published discussions about how p values are
usually interpreted by psychological researchers (e.g., Oakes, 1986). Comments
included in this analysis were selected as containing description of how the SoE
estimates were derived or what information that respondent based on when generating
these values. Comments could be assigned to more than one category.
The Neyman-Pearson Category required characteristics that are typical of
Neyman-Pearson decision making. These included explicit references to a rejection of
the null hypothesis, with either an explicit or implicit alpha level. This category also
included explicit statements in which all statistically nonsignificant p values were rated
zero, presenting no evidence at all against the null hypothesis. For example, “…if the p
was less than .05 then I rejected the null. I don't make judgments based on the size of
the p: p =.001 is not more evidence than .04.”
The Fisherian Category required characteristics typical of the Fisherian use of
NHST, and included cases where respondents described p as a continuous measure of
evidence or the probability against H0. For example, “I gave slightly more weight to p
< .05 than p < .10 results, a tiny bit of weight to t > 1 results, and no weight to t < 1
results.”
For the Effect Size Category, we identified comments that contained any
discussion of effect size (i.e. Mdiff, Cohen's d), for example, “I was tempted to use the
equation for effect size (ES) as equal to 2t/sqrt(N) and to calculate t from p and N, but
decided that would be cheating, since you were asking for intuition. So I took my best
guess at ES.” To avoid being overly conservative, we also included cases where effect
sizes were merely mentioned, for example, “[I based my SoE estimates on] p-values,
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taking into consideration the sample size, and where applicable, the magnitude of the
difference.” This leniency was also applied to the CI Category.
For the CI Category, we coded whether the comments contained any discussion
of CIs. For example, “I don’t rely exclusively on p values when interpreting research
findings…I also consider effect sizes and confidence intervals, and try to make rough
estimates of statistical power based on plausible effect size values.”
The Misconception Category comprised comments that expressed any
established misconception of NHST p values listed in Carver (1978) and Oakes (1986).
Of the 198 responses obtained in the current survey, 161 included open-ended
comments, of which 137 contained a description of how the researcher arrived at his or
her responses (SoE estimates), and were thus used in this analysis. Of these 137
open-ended responses, 7 came from the major-cliff subgroup as identified by the CR
analysis, 25 from the minor-cliff, and 60 and 45 from the exponential and linear
subgroups, respectively.
For the major-cliff subgroup, all comments contained some defining
characteristics of Neyman-Pearson. One respondent, for example, based his or her SoE
estimates on an explicit alpha: "[I] tried to keep in mind that .05 is our cut-off of
acceptable Type I error, and went with that throughout...[There’s] no such thing as
marginally significant.H0…[When] p was less than .05 then I rejected the null. I don't
make judgments based on the size of the p." Interestingly, another respondent wrote
that “[I] took into account the likelihood of a real, biologically significantly difference
in addition to a statistical difference of at least p < 0.05”. Although such comment
would suggest a consideration of effect sizes, it was accompanied by a SoE estimates
vector of [100, 100, 90, 5, 0, 0, 0, 0], which suggests heavy reliance on statistical
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significance rather than effect sizes or biological significance. As expected, none of
these comments contained features described by the Fisherian Category. Also, none
contained any discussion of effect sizes or CIs, or any explicit NHST misconceptions.
For the minor-cliff subgroup, 18 of the 25 comments (72% [52, 86]) contained
some defining characteristics of Neyman-Pearson (e.g., significant or not significant),
of which 10 mentioned effect size (40% [23, 59] of 25), for example, "[I considered] a
combination of the three different values (mean difference, t [statistic], and p),
weighing p first (i.e. was p below .05?), and then checking the mean difference." In
26% of all 25 comments, the mishmash of Neyman-Pearson and Fisher was clear, for
example, "A p-value < .05 indicates that it is fair to reject the null-hypothesis. I'm
willing to be somewhat lenient for p = .06, but anything above means that the null
hypothesis cannot be rejected with a reasonable amount of certainty." Furthermore, two
of these respondents did consider CIs, but only to see “whether it crossed 0 or not.” Of
all the 25 comments, none contained explicit misconceptions of NHST and p values.
For the 60 comments that came from the exponential subgroup, only 7 (12% [6,
22]) contained any Neyman-Pearson characteristics. Many respondents (70% [58, 80])
indicated a Fisherian use of p values, as a continuous measure of evidence: "the higher
this number [p value], the weaker the evidence against the null hypothesis." Although
effect sizes were referred in 26 of the 60 (43% [32, 56]) comments, they were seldom
discussed, for example, “[I] considered N and effect size first, [then] considered
significance test result but give it less weight.”
Similar to the results for the exponential subgroup, a Fisherian interpretation of
p was reflected in fully 37 of the 45 comments (82% [69, 91]) in the linear subgroup.
The mentioning of effect sizes, however, was much less frequent (3 of 45). Interestingly,
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18 of the 45 linear responses contained some misconceptions about p values. The most
prevalent was the odds against chance fallacy (14 of 18), where p values were falsely
believed to be “the likelihood that the observed difference occurred by chance”. The
inverse probability fallacy was shown by three respondents, where p-values were
misinterpreted as the probability that the null hypothesis is false.
Discussion
Our findings revealed a large variation in the way p is interpreted. The high
prevalence of the linear and negative exponential models implies that NHST does not
necessarily entail dichotomous interpretation: Many respondents showed a Fisherian
use of p values, as a continuous measure of evidence against H0. However, p = .05
and .10 cliff effect accounted for 26 and 22% of responses, together 48% of responses.
Thus, the cliff effect is unlikely to be, as Poitevineau and Lecoutre (2001) concluded, a
byproduct of the few extreme responses that had an all-or-none step on either side of p
= .05
One interesting finding of this experiment is that the p = .10 cliff effect was
almost as prevalent as that of p = .05. These results suggested that whilst researchers
often make decisions based on whether p is less than .05, many would in fact regard p
= .10 as the final fail-safe against committing a type I error. This p = .10 cliff effect is
one example of the hybrid logic of NHST as is the minor-cliff effect. This hybrid logic
permits, or even endorses the erroneous idea of marginal or near significance when p
values are just greater than the conventional .05 alpha level. This idea of 'almost
significant', which is false from a Neyman-Pearson perspective, and possibly from
Fisher's perspective as well, may help explain why a cliff effect occurs at the next
conventional alpha level after .05. It also helps explain why some respondents showed
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cliffs at more than two p levels (i.e., p = .05 and .10).
Another striking feature of our results is the high level of correspondence
between respondents’ subgroups, as defined by their pattern of responses, and the
category of comments they make. The frequent reference to the Neyman-Pearson
decision making theory matches the near all-or-none response pattern from the
major-cliff model, and joint consideration of effect sizes and Fisherian logic helped
reduce the size of cliff in the minor-cliff subgroup (i.e., hybrid logic of
Neyman-Pearson and Fisher). Conversely, very few exponential and linear respondents
made comments consistent with Neyman-Pearson.; many expressed preference to a
Fisherian use of p values (i.e., a continuous measure of evidence), which may help
explain the lack of cliff effects. In sum, the distinct categories of comments made by
respondents from each subgroup reflect the distinct types of reasoning that resulted in
their pattern of response. Of particular importance is the qualitative distinction between
the major- and minor-cliff subgroups, which has not been highlighted by previous
studies of the cliff effect.
The main objective of Experiment 1 was to establish an analysis strategy that
could distinguish a cliff effect reflecting Neyman-Pearson theory from that reflecting
hybrid logic of NHST. Poitevineau and Lecoutre (2001) argued that the drop in
confidence observed in Rosenthal and Gaito’s (1963) original study was only of a
moderate magnitude, and that researchers’ interpretation of p values could vary
substantially. For these reasons, we believe that an analysis of cliff effect should take
into account the magnitude of the cliff itself. In this experiment, we demonstrated the
ability of the CR approach to separate responses that are consistent with
Neyman-Pearson (i.e., major-cliff; 6%) from those underlie that reflect the hybrid logic
of NHST (minor-cliff model; 20%), using information on the magnitudes of cliff effects.
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The CR approach was used also in the following two experiments.

Experiment 2

The aim of Experiment 2 was to extend the investigation of the cliff effect to
researchers’ interpretation of CIs.
Method
Participants. Respondents were 188 researchers published in psychology
(Psych; n = 95) and medical (Med; n = 93) journals as outlined in Experiment 1.
Researchers who had already received an invitation in Experiment 1 were not contacted
again for the present experiment.
Procedure. Potential respondents (n = 800 Psych and n = 940 Med
researchers) received an invitation to participate and a link directing to an online survey.
The survey was exactly the same as that in Experiment 1, except that the 8 p values
(.005, .02, .04, .06, .08, .20, .40, .80) were presented as equivalent 95% CIs positioned
at differing distances from H0. Thus, for all p values greater than .05, the
corresponding 95% CIs would include the H0 value (i.e., zero), and for all p values
smaller than .05 the value would lie at various distances outside the 95% CI. The CIs
were presented either as CI-graphics (n = 48 Psych and 41 Med) or in text (n = 47
Psych and 52 Med). Snapshots of the two CI formats are shown in Figure 4.6.
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CI-Graphic
H0
[____]

[____]
[____]

Difference between the means of two groups M(diff)

CI-Text
For each group, n=15. M(diff) = 4.45, 95% CI [1.46, 7.44]

[____]

For each group, n=15. M(diff) = 3.61, 95% CI [0.61, 6.60]
.

[____]

For each group, n=15. (diff)M = 0.37, 95% CI [-2.62, 3.36]

[____]

Figure 4.6. Snapshot of part of the CI-graphic (top panel) and CI-text (bottom panel)
surveys in Experiment 2, with N = 15 in each treatment group. The two surveys were
exactly the same as that in Experiment 1, except that the 8 p values (.005, .02, .04, .06,
.08, .20, .40, .80) were presented as 95% CIs at differing distances from H0. The three
95% CIs shown in the snapshots correspond to, in descending order, p = .005, .02, and
.80. Reponses were entered in the square brackets.

As in Experiment 1, for each CI, respondents indicated how strong they thought
the evidence was, against the null hypothesis of no difference, from 0 (i.e., weakest
possible evidence) to 100 (i.e., strongest possible evidence). Finally, they were asked to
outline the reasoning that led to their responses, and the general strategies they applied
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for completing the survey.
Results
We applied the CR analysis as in Experiment 1. A p = .05 cliff effect
corresponds to a marked decrease in the SoE estimates when the null hypothesis value
(i.e., zero) is just inside, rather than outside the 95% CI. Figure 4.7 summarizes the
mean SoE estimates for the 95% CIs corresponding with the 8 p values for each
interpretation model, for Psych and Med, and for the two N conditions (N = 30 and N =
100) and two presentation formats (CI-graphic and CI-text) combined. The grey curves
represent the mean SoE estimates obtained in Experiment 1, with N’s, disciplines, and
presentation formats combined. For each interpretation model, the CI presentations
gave curves that were similar in shape to those produced by the p value presentations.
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Figure 4.7. Mean SoE estimates for Experiment 2 as a function of the eight 95% CIs
corresponded two 8 p values for the four identified models, for Psych and Med, and for
disciplines and presentation formats combined. The models were categorized via the
CR approach. SoE estimates from the CI surveys were shown by the black curves. The
grey curves describe those from Experiment 1, for N’s, disciplines, and presentation
formats combined. Error bars represent 95% CIs. Frequencies in legend parentheses
represent the number of responses belonging to each model, for Psych and Med, for
Experiment 2; the percentages corresponded to each model was also in legend
parentheses for Experiment 1, for all conditions combined. Parentheses at the top refer
to percentage, for Psych and Med combined, for Experiment 2.
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If CIs are less prone than p values to dichotomous interpretations, the cliff effect
should be less prevalent in Experiment 2. However, a .05 cliff effect (major- and
minor-cliff combined) was found in 40% [33, 47] of the 188 CI responses, which was
14 [5, 23] percentage points higher than that obtained in Experiment 1. Interestingly,
the major-cliff model accounted for 20% [15, 27] of the 188 CI responses, more than
three times as many as Experiment 1 (6%). Of all 37 major-cliff responses obtained in
Experiment 2, fully 33 had an all-or-none step at the end of a CI, corresponding to p
= .05. The prevalence of a minor-cliff effect was identical across Experiment 1 (20% of
198) and Experiment 2 (20% of 188). The negative exponential model was again the
most common in Experiment 2, accounting for 55% [48, 62] of responses. The linear
model, however, was considerably less frequent with CIs (5% [3, 9] of 188) than with p
values (29% of 198).
In addition, the percentage of responses that had a .05 cliff effect was largely
similar between the two N conditions (Figure 4.8 (a)), and between the two research
disciplines (Psych and Med) (Figure 4.8 (b)) for Experiment 2, and was systematically
higher than that in Experiment 1, where the results were presented in p values.
Interestingly, the .05 cliff effect was 15 [2, 30] percentage points more prevalent for
CI-text (47% of 89) than CI-graphic (32% of 89) format, and 21 [1, 33] percentage
points more prevalent in the CI-text survey than in Experiment 1. The percentage of
cliff responses obtained in the CI-graphic survey was comparable to that in Experiment
1 (Mdiff = 6% [-5, 17]).
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Figure 4.8. The percentage of responses that showed a .05 cliff effect in Experiment 2,
for (a) two N conditions (Small and Large N), (b) the two disciplines (Psych and Med),
and (c) the two CI presentation formats (CI-graphic and CI-text). The grey bars denote
the percentages obtained in Experiment 1, for all conditions combined. Error bars
represent 95% CIs.

Cliff effects at the .05 and .10 levels of significance. Figure 4.9 summarizes
the proportion of responses showing at least one cliff effect, at p = .05 or .10, and other
p levels, for the CI-graphic and CI-text presentations, as well as the p value presentation
from Experiment 1. Although the .05 cliff occurred more frequently in the both the
CI-graphic and CI-text presentations than in Experiment 1, substantially fewer
responses from the CI presentations had a cliff at the corresponding .10 p level (CI-text:
4% [2, 10]; CI-graphic: 12% [7, 21]) compared with Experiment 1 (22% [17, 28]).
Another 8% [5, 12] of CI responses had a cliff effect at other p levels, predominantly
just before the 95% CI touches zero (i.e., p = .02 to .04).
Averaged the two CI presentations, a total of 48% [41, .55] of responses showed
a cliff in either the .05 or .10 category, which was virtually identical to the 48% [41, 54]
observed in Experiment 1.
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Figure 4.9. Percentage of responses showing a cliff effect across the .05, .10 or other
levels of significance, for the CI-graphic (grey) and CI-text (white) presentations from
Experiment 2, and for the p value presentations (p-only and t-test) from Experiment 1
combined (black). The .05 cliff effect combined major- and minor-cliff responses.
Error bars represent 95% CIs.

Analysis of open-end comments. We coded each open-ended comment using
four non-mutually exclusive categories, established a posteriori based on the typical
strategies respondents applied for completing the survey. As in Experiment 1, comments
were included in this analysis if they contained description of how the SoE estimates
were derived or what information that respondent used when generating these values.
As before, the Neyman-Pearson categories cover information a researcher
would typically look for when taking the Neyman-Pearson approach. These included
cases in which respondents explicitly stated that they derived their SoE estimates by
considering whether the CI includes zero, for example, “I considered whether or not the
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CIs included 0.” This category also included explicit references to a rejection of the null
hypothesis, for example, “If CI includes 0 then p-value is >=0.05 and we do not have
enough evidence to reject the null hypothesis.” or whether or not CI or not the 95% CI
indicated statistically significant results: “I considered whether or not the CIs included
0. If they did, they are not statistically significant. If they did not, they are.”
The Uniform Likelihood Category is an extension from the Neyman-Pearson
Category, and included comments that implicitly or explicitly suggested the likelihood
of zero being the mean of the distribution is the same regardless of where it lies within
the interval, for example, “a failure to detect statistical significance is a failure. It
doesn't matter…how close 0 is from the confidence interval.”
As defined in Experiment 1, the Fisherian Category required characteristics
typical of the Fisherian use of NHST, and in this case, CIs. This category comprised
cases where the location of CIs was used to infer the exact p values, for example, “I
tried to estimate [from the 95% CIs] the "p" value that would have been obtained with
each data set”. This category also included both direct and indirect references to the
underlying likelihood distribution of a CI: “I looked at the confidence intervals and how
likely it was that zero was the mean of the distribution of differences.” This comment
correctly captures the idea that the likelihood of zero being the true mean difference
follows a continuous distribution—a normal distribution in fact—and that such
likelihood will vary depending on where it lies along the interval.
The Effect Size Category, as described in Experiment 1, included any mention
of effect size, for example “I considered the reliability of the effect size estimate and the
magnitude of the effect.” In the current experiment, this category also included
references to the location of the CI, or any component of it relative to zero: “I looked at
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the lower end of the confidence interval, and the farther away it was from zero the more
I was confident in the results. At some point, as more and more of the CI contained zero,
I switched from somewhat convinced by the evidence to not at all convinced by the
evidence.”
Of the 188 responses obtained in Experiment 2, 130 included open-ended
comments, of which 115 contained a description of how the researcher arrived at his or
her responses (SoE estimates) and were thus used in this analysis. Of these 115
open-ended comments, 25 belonged to the major-cliff subgroup, 29 from the
minor-cliff, 58 from the exponential, and 3 from the linear subgroup.
For the major-cliff subgroup, 24 of the 25 (96% [81, 99]) respondents said that
they “looked at whether the confidence interval included 0". More than half the 25
respondents (52% [34, 70]) discussed the rejection of H0: "If CI contains 0, then null
hypothesis is upheld" or whether or not the CI speaks for a statistically significant result,
for example, “Does the confidence interval contain 0 (no difference)? This means the
difference is statistically not significant.” There was no mention of effect sizes or the
likelihood distribution of CIs. However, comments from 6 of the 25 (24% [12, 43])
respondents suggested the false belief that the likelihood of zero being the mean of the
population is the same regardless of where zero lies within the interval, for example,
“the numbers [SoE estimates] I came up with were 95% for cases where the lower end
of the interval approached the null hypothesis, and 0% when the mean approached the
null hypothesis.”
Similar to the major-cliff subgroup, 28 of the 29 (97% [83, 99]) respondents
from the minor-cliff subgroup commented about whether the CIs include zero, and 38%
[23, 56] commented about the rejection of H0. More than half of such comments were
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(62% [44, 77] of 29) accompanied by a mentioning of effect size: "I first looked to see
whether the CI included 0, then I considered the effect size.”. One particular comment
reflected the false belief that the likelihood of zero being the population mean is the
same regardless of where it lies within the interval, and changes only when zero is
outside of the interval: “I first looked at whether the confidence interval included the 0
value. Those were automatically rated as 0. I then looked at the width of the interval
and how close the endpoints were to 0 to rate the strength of the evidence against the
null.”
Of the 58 comments from the exponential subgroup, only 8 (14% [7, 25])
explicitly referred to the rejection of the null hypothesis, and 7 (12% [6, 23]) contained
some discussion about whether or not the CI included zero. A majority of respondents
(78% [65, 86]) claimed to have based their SoE estimates solely on “the degree to
which the error bars overlapped [with zero].” Another 8 respondents, "tried to think of
normal distributions and the percentage of area under each section of the curve (below
and above 0)". This normal distribution was indeed the relative likelihood distribution
of the CI (see Figure)—a critical piece of information that is not revealed in the
standard CI presentation.
For the linear subgroup, one of the three respondents considered the likelihood
distribution of the CI, for example, “I guesstimated the probability distribution around
the mean and judged the number of SD’s the sample mean was from the H0.” The other
two respondents interpreted the CIs in a way that was “no different from using p-values
and the p values where the CI just crosses 0 will be 0.06 or 0.07.”
Discussion
In this experiment, we extended the cliff effect investigation to researchers’
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interpretation of CIs. Despite the claims by some statistical reformers that CIs are less
susceptible to dichotomous thinking than NHST, the cliff effect at the end of the CI,
corresponding to a p = .05, occurred fully 14 [5, 23] percentage points more often in the
current experiment (40% of 188) than in Experiment 1 (26% of 198), in which the
results were presented with p values. The .10 cliff effect however occurred much less
frequently in Experiment 2 (8% of 188) than Experiment 1 (22% of 198). Together, the
p = .05 and .10 cliff effect accounted for 48% of responses in both Experiment 1 and 2.
These findings suggested that while the cliff effect was as prevalent for CI as it was for
p value presentations, it occurred predominately at the end of the CI, which corresponds
to p = .05, but for p values it spread relatively evenly across the .05 and .10 p levels. As
mentioned earlier, we attributed this to the hybrid logic of NHST, which is often
accompanied by the acceptance of near or marginal significance for .05< p <.10. In
addition, despite medicine's longer tradition of CI use, the prevalence of cliff responses
was almost identical between Med and Psych, for both Experiments 1 and 2. Therefore,
simply replacing p values with CIs may not be sufficient to eliminate or even reduce
dichotomous thinking, at least as indexed by the SoE estimates.
However, results of the current experiment did reveal an interesting difference
between the CI-text and CI-graphic conditions. The CI-graphic survey (32%) produced
a similar proportion of cliff responses as did the p value surveys (26%) of Experiment 1;
there was a mere 6 [-5, 17] percentage points difference between the two. The CI-text
(47%) survey produced the most cliff responses, which was 15 [2, 29] percentage
points more than was elicited by CI-graphic, and fully 21 [1, 33] percentage more than
for p values. These findings suggest that researchers are less likely to impose an
all-or-none interpretation of CIs when they are presented as part of a figure rather than
in text. Even so, the findings challenge the effectiveness of CIs for reducing
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dichotomous thinking.
The analysis of qualitative data revealed that some proportion of respondents
from the exponential subgroup commented on and incorporated an implicit relative
likelihood distribution of CIs—a normal distribution—as part of their reasoning, which
we think may also have contributed to the continuity of their SoE estimates. In contrast,
6 of the 25 (24% [12, 43]) respondents from the major-cliff subgroup expressed
explicitly a misrepresentation of this distribution, as a uniform distribution on either
side of the interval limit, for example, "it doesn't matter where within the confidence
interval the value [zero] lies but only that it is within the confidence interval". On the
one hand, such a comment can be justified from a Neyman-Pearson point of view. On
the other hand, it can be viewed as a false belief about the shape of the relative
likelihood distribution, as a uniform distribution on either side of the interval limits
rather than a continuous, normal distribution extending towards infinity. Nonetheless,
both these ideas would reinforce an all-or-none step on either side of the CI, and thus a
major-cliff effect. In Experiment 3, we explored further the likelihood distribution of a
CI by making the distribution explicit as part of a CI—using cat’s-eye confidence
intervals (CECIs). We investigated whether seeing a CECI may further increase the
number of exponential responses, and reduce the cliff effect.

Experiment 3

In Experiment 3, we examined the effectiveness of a new CI presentation, CECI,
in reducing the cliff effect. All classification rules used here were identical to those
used in Experiment 1 and 2 to allow comparison between all three experiments.
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Methods
Participants. Respondents were 152 researchers published in psychology
(Psych; n = 79) and medical (Med; n = 73) journals as outlined in Experiment 1 and 2,
who had not been invited in either of the two earlier experiments.
Procedure. Potential respondents (n = 219 Psych and n = 569 Med
researchers) received an invitation to participate and a link directing to an online survey.
This survey was as described in Experiment 2, except that CIs were presented with
CECIs. Also, respondents were introduced briefly to the new concept of relative
likelihood distribution: “The [grey bulging] area behind the confidence intervals
[shown in Figure 4.10] represents their likelihood distribution; the height of the
distribution reflects how likely a given point of the interval captures the population
mean difference”. A snapshot from the survey is shown in Figure 4.10.

Figure 4.10. Snapshot of part of the CECI survey used in Experiment 3, with N = 30 in
each treatment group. The survey was exactly the same as that in Experiment 2, except
that the 8 CIs were presented as 95% CECIs with differing distances from H0. The three
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95% CECIs shown in the snapshots correspond to, in descending order, p = .005, .40,
and .80. Reponses were entered in the square brackets.

Results
Preliminary inspection revealed substantial differences in the proportion of cliff
responses between Psych and Med. Hence, all reported results were distinguished by
disciplines. The prevalence of the four interpretation models identified by our CR
analysis is summarized in Table 4.1, for Psych and Med. The major-cliff effect was
more common in Psych than in Med (Mdiff = 17% [7, 28]). The minor-cliff response was
also more common Psych than in Med, though the difference for this category was less
pronounced (Mdiff = 6% [-6, 17]). Complementing these findings, the exponential and
linear models, which reflect a more or less continuous interpretation of CECIs, were
consistently more common for Med than Psych (Table 4.1).
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Table 4.1.
The prevalence of the four interpretation models in Experiment 3 categorized
according to the .05 cliff effect via CR analysis, for Psych and Med individually and
combined.

Models
N

Major-Cliff

Minor-Cliff

Exponential

Linear

Psych

79

20%[13, 30] 18%[11, 28]

49%[39, 60]

13%[8,23]

Med

73

3%[0, 10]

12%[7, 22]

64%[53, 74]

21%[14, 33]

Combined

152

12%[8, 18]

15%[10, 22]

56%[49, 64]

17%[12, 24]

17%[8, 28]

6%[-6, 17]

-15%[.30, 1]

-8%[-20, 4]

Difference

Note. The last row summarizes the difference between the two disciplines for each
subgroup. Brackets contain 95% CIs on proportions.

Comparison with Experiment 2: Presentations of CIs. Were CECIs more
effective than other CI presentation formats for reducing the cliff effect? We addressed
this question by comparing the percentage of cliff responses produced in the current
CECI survey (Experiment 3) with those in our CI-text and CI-graphic surveys
(Experiment 2). Figure 4.11 (a) summarizes for each survey the percentage of
responses showing a cliff effect at the end of the CI, corresponding to p = .05,
respectively for Psych and Med. Estimates for each survey were presented
independently for Psych and Med to picture any interaction between formats and
disciplines. Figure 4.11 (b) shows for each survey the difference between the two
disciplines in percentage points.
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Figure 4.11. (a) Percentage of cliff responses produced in the CECI survey
(Experiment 3) and in the CI-text and CI-graphic surveys (Experiment 2). These
estimates are the summed percentages of responses that showed a major- or minor-cliff
effect on either side of the interval limit, which corresponds to p = .05. The numbers
below the labels are the sample sizes for the independent groups in each survey, for
Psych and Med, respectively. Error bars denote 95% CIs on percentages. (b) The
difference in the percentage of cliff responses produced by Psych – Med, respectively
for the CECI survey (Experiment 3) and the CI-text and CI-graphic surveys
(Experiment 2). Error bars represent 95% CIs on the difference between disciplines,
in percentage points.
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Overall, there was no strong indication of inter-disciplinary difference in the
CI-text format, and only a slight difference for CI-graphics (Figure 4.11 (b)). In the
CECI format, however, the difference for Psych and Med was compelling (Mdiff = 23%
[9, 36]).
For Psych, the effect of CI presentation format was small. As shown in Figure
4.11 (a), the 95% CI on the percentage of cliff responses overlapped substantially
across the three presentation formats; the estimates were identical for the CI-graphic
and CECI formats (38%) and were just 10% lower than for the CI-text format. Further
analysis revealed that the estimates across the CI-graphic and CECI formats were
almost identical, respectively for the major-cliff (Mdiff = 1% [-13, 16]) and minor-cliff
(Mdiff = 1% [-14, 14]) models.
For Med, presentation formats of CI appeared to have a moderate to strong
effect on the proportion of cliff responses (Figure 4.11 (a)). On average, the CI-graphic
format (27%) produced 19 percentage points [-1, 37] fewer cliff responses than its
CI-text counterpart (46%). The wide error bars reflected the relatively small samples
(CI-text: n = 52; CI-graphic: n = 41). However, these results did provide moderate to
strong evidence that medical researchers are less likely to show a cliff effect with
CI-graphic than CI-text. The CECI format produced the lowest proportion of cliff
responses (15% [6, 10]), which was 12 [-3, 28] percentage points less than the
CI-graphic survey and 31 [15, 46] percentage points less than CI-text. For the
major-cliff model, the proportions were much lower in the CECI format than CI-text
(Mdiff = 18% [7, 31]); only 3% [1, 10] of responses in the former was identified as
major-cliff. The differences between CECI and CI-graphic (Mdiff = 7% [-2, 20]), and
CI-graphic and CI-text (Mdiff = 10% [-5, 26]) were less pronounced.
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Comparison with Experiment 1: Presentations of CIs versus p Values. So
far, our results suggested that CECIs were more effective than CI-text and CI-graphic
for reducing the cliff effect at the end of the CI, corresponding to a p = .05 cliff effect.
But how did CECIs fare against NHST p values? Figure 4.12 shows the difference
between the prevalence of the .05 cliff effect (i.e., combination of major- and
minor-cliffs) produced in Experiment 1 (p values) compared with those in Experiment
2 (CI-text and CI-graphics) and Experiment 3 (CECIs), for Psych and Med, both
separately and combined. These estimates were computed by subtracting the
percentage of responses with a .05 cliff effect produced in the p value surveys from the
percentage produced by each of the three CI surveys. Thus, any estimates above zero
would suggest more cliff responses for that particular CI presentation format than p
values.
On average, the CI-text survey from Experiment 2 produced 21 [10, 33]
percentage points more cliff responses than its NHST counterpart. The “CI-text – p
Values” estimate was somewhat greater in Psych (Mdiff = 26% [9, 41]) than Med (Mdiff =
17% [2, 33]), although the wide and overlapping 95% CIs provide no or minimal
evidence for an inter-disciplinary difference.
The CI-graphic survey from Experiment 2 produced 6 [-4, 19] percentage
points more cliff responses than its NHST counterpart. The “CI-graphic – p Values”
estimate was near zero for Med (Mdiff = -1% [-17, 15]), which means the two surveys
produced almost the same proportion of cliff responses. For Psych, however, the
prevalence of a cliff effect was moderately higher (Mdiff = 14% [-2, 30]) for the
CI-graphic than for the p values survey from Experiment 1.
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For Med, the CECI survey produced substantially fewer cliff responses than the
p value surveys from Experiment 1, the difference between the two surveys was of a
moderate magnitude (Mdiff = -14% [-25, -1]). For Psych, however, the cliff effect was
notably more prevalent in the CECI than the p value surveys (Mdiff = 15% [1, 28]).

Figure 4.12. The difference between the prevalence of the .05 cliff effect (i.e.,
combination of major- and minor-cliffs) produced in Experiment 1 (p values) compared
with those in Experiment 2 (CI-text and CI-graphics) and Experiment 3 (CECIs), for
Psych and Med, both separately and combined. These estimates were computed by
subtracting the overall percentage of cliff responses produced in the p value surveys
from the percentage produced by each of the three CI surveys. Thus, any estimates
above zero would suggest more cliff responses for that particular CI presentation
format than p values. Error bars represent 95% CIs on the difference of percentages.
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Cliff effects at the .05 and .10 levels of significance. Figure 4.13
summarizes the proportion of responses showing a cliff effect, at p = .05 or .10, for
Psych (dark grey) and Med (white) from Experiment 3, and for Experiment 2 (light
grey) and Experiment 1 (black) with all conditions combined. A cliff at the
corresponding .10 p level was uncommon for both Experiment 2 (8% [5, 13]) and
Experiment 3 (6% [3, 11]), which was consistently lower than the 22% [16, 27] in
Experiment 1. Again, when combining the cliff at the corresponding .05 and .10 p
levels, the overall percentages were the same for Experiment 1 (48% [41, 55]) and
Experiment 2 (48% [41, 55]); and these percentages were comparable with the
percentage produced by the Psych respondents in Experiment 3 (44% [33, 54]). Of the
152 respondents in Experiment 3, only 2 had a cliff effect at other p levels (p = .30 in
both cases), one from each discipline.
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Figure 4.13. Percentage of responses showing a cliff effect, at p = .05 or .10, for Psych
(dark grey) and Med (white) from Experiment 3, and for Experiment 2 (light grey) and
Experiment 1 (black) with presentation formats, disciplines, and sample size conditions
combined. The percentages were calculated by with major- and minor-cliff combined.
Error bars represent 95% CIs.

Analysis of open-ended comments. We content-analysed the open-ended
comments obtained in Experiment 3, about what respondents looked for in the CECIs
that resulted in a cliff effect, or an absence of it. We coded each open-ended comment
based on three non-mutually exclusive categories, all of which were the same as
Experiment 2. As in our earlier experiments, comments included in this analysis
contained description of how the SoE estimates were derived or what information that
respondent used when generating these values.
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The Neyman-Pearson Category, as defined in Experiment 2, includes explicit
references to a rejection of the null hypothesis or whether or not the CECI includes the
null vale (i.e., zero), for example, “NHST involves a binary decision: significant or not
significant. The concept of 'more or less significant' is inappropriate.”
As before, the Fisherian Category included cases where the respondent used
the CECI for inferring p values: “By examining how much grey area remained between
the mean and H0. That is, I guessed what the two-tailed p-value would be and then
multiplied by 100.” It also included any discussion about the likelihood distribution of
the CECI, for example, “[I gave my SoE estimates by] looking at the portion of the
curve that crossed H0.”
As in Experiment 2, the Effect Size Category covered any mentioning of effect
sizes, which could be in terms of the location of the CECI relative to zero, for example,
“I looked at how much the 95 confidence interval overlapped with the null hypothesis.”
Of the 152 responses obtained in the current survey, 132 included open-ended
comments, of which 105 contained a description of what information the researcher
used to arrive at his or her responses (SoE estimates) and were used in this analysis.
Overall, our results revealed an interesting association between what
information researchers used to arrive at their SoE estimates and the interpretation
model that best described these estimates. In the major-cliff subgroup, all respondents
said they based their responses on whether the CI included zero. For example, one
respondent wrote that “The general rule of significance testing is that a failure to detect
a statistically significant effect is a failure. It doesn't matter how close the CI is from
significance.” Only one respondent from the major-cliff subgroup claimed to have also
considered how close the CIs were to zero.
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In the minor-cliff subgroup, a high 83% [61, 94] of respondents claimed to have
based their SoE estimates on whether or not zero was inside the CI, but, in a majority of
cases, this was considered in conjunction with other information such as effect size or
the location of the CI (61% [39, 80]). For example, one respondent explained that “I
went by the rule ‘if the confidence interval doesn't include zero, there is a difference; if
it does, there is no difference’ and tempered the rule by the amount of the distribution
that was below zero”. This strategy, as described by many respondents from the
minor-cliff subgroup, resembles the hybrid NHST logic, whereby Neyman-Pearson
(i.e., whether or not the CI included 0) and Fisherian (i.e., statistical significance as a
continuous measure of evidence against H0) theories were both used.
In the exponential and linear subgroups, most respondents said they based their
SoE estimates on either information about the relative likelihood distribution (57% [43,
69] and 75% [53, 89] in exponential and linear, respectively) or the location of CIs
(38% [27, 51] and 15% [5, 36] in exponential and linear, respectively). One respondent,
for example, said they equated their SoE estimates with the “percent of distribution to
the left of 0.” As expected, very few of these respondents considered whether or not the
CIs included zero (less than 10% of both exponential and linear respondents).
Further analysis revealed that in Experiment 1 and 2, the associated proportion
for each category of comment was similar for Psych and Med. In Experiment 3,
however, an interesting difference emerged: A substantially higher proportion of Med
respondents (35%) than Psych respondents (13%) reported that their SoE estimates
were based on the likelihood distribution of the CECI graphic, Mdiff = 22 [7, 35]
percentage points. For Med, all participants who made such comments produced earlier
responses that fitted within the exponential and linear subgroups. In Psych, such
comments were also more likely to come from participants whose earlier responses
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fitted exponential and linear categories (this was true in 6 of the 9 Psych comments).
Discussion
Just how effective were CECIs in reducing dichotomous thinking? Our findings
indicated that the answer is rather different for psychological and medical researchers.
Considering the p = .05 and .10 cliff effects together, Psych respondents from
Experiment 3 produced about the same percentage (44%) of cliff responses as the other
two CI formats investigated in Experiment 2 (48%), which was comparable to that
obtained in the p value surveys used in Experiment 1 (45%). Thus for Psych, CIs were
almost as susceptible to dichotomous interpretation as NHST p values, whatever their
format of presentation. The only difference between the CI and p value presentations
was that the cliff effect occurred predominately at the corresponding .05 p level for CIs
(40% of 188), and spread evenly across p = .05 and .10 with p value presentations (26%
and 22% of 198, respectively for p = .05 and .10). For Med, however, the use of the
CECI substantially reduced the .05 cliff effect when compared with both CI-text (Mdiff
= 31%) and NHST p values (Mdiff = 15%); it produced somewhat less .05 cliffs as
CI-graphic presentation (Mdiff = 12%). Guided by our findings, we will next discuss
likely reasons that CECIs resulted in a lower prevalence of the .05 cliff effect than
standard CI graphics and CI text, followed by a discussion of why intuitions about CIs
differed between psychological and medical researchers.
Consider a standard CI graphic or text; the upper and lower limits are the most
salient features of the interval, which are represented by the two “barriers” at the either
end of the interval. Because there is no visual indication that the relative likelihood of µ
= 0 can in fact vary based on where it lies inside (or outside) the interval, researchers
and students may be more likely to focus on whether the interval contained
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zero—information that is immediately visible and accessible. Besides the potential
“barrier effect” elicited by standard CI graphics, the common practice of using CIs as
NHST may also have contributed to this neglect of relative likelihood. Open-ended
comments further supported our speculation. When compared with Experiment 2,
many more exponential and linear respondents from the current experiment said they
based their SoE estimates on the relative likelihood distribution of the CI. Therefore,
CECIs may reduce the neglect of relative likelihood by providing a visualized
representation of this information. This information conflicts with, and may therefore
temper the reliance on all-or-none decision making mechanism that underlies NHST.
Why were CECIs effective in reducing the cliff effect for our Med, but not
Psych respondents? We suspect that this is at least partly due to the fact that medical
researchers have had a longer experience and exposure to interval estimation than their
psychology counterparts. Their longer history with CIs suggests that medical
researchers may have had sufficient time to develop intuitively a relative likelihood
distribution of CIs, whatever shape that might have. An exposure to the CECI may
challenge any existing misconception about such distribution, thereby further reducing
the cliff effect. Psychologists, on the other hand, have had relatively limited exposure to
CIs and may not have an underlying subjective likelihood distribution ready to benefit
from the extra information a CECI offers.

Summary and Concluding Discussion

The cliff effect assesses dichotomous thinking by mapping out pictorially the
dichotomy that often underlies the interpretation of significance levels. In Experiment 1,
we replicated Poitevineau and Lecoutre’s (2001) investigation of the cliff effect in
researchers’ interpretation of p values. Our findings suggested that researchers often
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adopt a more gradual, Fisherian use of p values, as a continuous measure of evidence
against H0. Even so, the CR analysis still identified 48% of responses that had a cliff at
either the p = .05 or .10 levels. Thus, the cliff effect is unlikely to be, as Poitevineau and
Lecoutre concluded, a byproduct of the few extreme responses that had an all-or-none
step on either side of p = .05 or p = .10. In addition, using information on the
magnitudes of the cliff effect, the CR approach identified two categories of cliff effect:
the major-cliff and minor-cliff effects. The distinction between these two categories of
cliff effects is useful because they reflect different theories of NHST: The major-cliff is
consistent with Neyman-Pearson all-or-none decision making theory, and the
minor-cliff is in line with the modern hybrid of the Neyman-Pearson and Fisherian
theories. Guided by these findings, we applied the CR analysis to both Experiment 2
and 3.
In Experiment 2, we extended the cliff effect investigation to researchers’
interpretation of CIs. Previous discussion of CIs led us to expect a reduction of cliff
effect with CIs. Surprisingly, a cliff effect at the end of the CI, corresponding to a p
= .05, was shown by 40% of respondents; a corresponding p = .10 cliff effect was
shown in 8% of respondents. Together, a cliff effect was shown by 48% of CI
respondents, a percentage that is comparable with that in Experiment 1. Therefore, the
common belief that CIs will reduce dichotomous thinking may be too optimistic. The
analysis of open-ended comments identified two main reasons why the cliff effect was
so frequently seen in the CI surveys. First, many respondents from Experiment 2
mentioned NHST despite the CI presentation. They were primarily concerned with
three pieces of inter-related information: (1) whether the CI included zero, (2) whether
the result was statistically significant, or (3) whether H0 could be rejected. These results
were consistent with those from the Coulson et al. (2010) study, in which many
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researchers merely used CIs as NHST. These findings provide sound reasons for
heeding Thompson’s (1998) warning: “If we mindlessly interpret a confidence interval
with reference to whether the interval subsumes zero, we are doing little more than nil
hypothesis statistical testing” (p. 799). Furthermore, our qualitative data suggested that
the cliff effect was partly due to researchers’ misconception about the shape of CIs, as a
uniform distribution on either side of the interval limits rather than the correct normal
distribution. Only few respondents, mostly from the exponential subgroup, made
reference to this correct distribution. Also, the lower proportion of cliff responses in the
CI-graphic than CI-text survey suggested that CIs are less susceptible to dichotomous
interpretation when presented in figures rather than in text. Therefore, by presenting the
correct relative likelihood distribution as part of a CI graphic, using CECIs, we
predicted further reduction of cliff effect.
When presented with CECIs in Experiment 3, only 15% of Med respondents
showed a cliff effect at the end of the interval, corresponding to p = .05—a proportion
that is substantially lower than those obtained in Experiment 1 and 2. Analysis of
open-ended comments revealed that many of these respondents incorporated the
relative likelihood distribution of CIs as part of their reasoning. We interpret this as
reflecting the saliency and immediate accessibility of this information in the CECI
graphic. For Psych respondents, however, this extra information made little impact on
their reasoning. Open-ended comments revealed that many of these respondents were,
similar to those from Experiment 2, concerned primarily with whether the CECI
included zero or whether it warrants the rejection of H0. Therefore, it is hardly
surprising that the .05 cliff effect for Psych was almost as common with CECIs as it was
with the other two CI presentations from Experiment 2.
Despite the fact that psychology and medicine share a very different history of
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statistical practices, previous studies consistently found that researchers from these
disciplines share similar intuitions about statistics (e.g., Coulson et al., 2010; Lai et al.,
2012). Our Experiment 3 is possibly the first to document a difference in the way
medical and psychological researchers interpret CIs: The CECI presentation produced
substantially fewer cliff responses for Med than Psych respondents. Medicine
underwent some statistical reform during the mid 80s, and articles have been routinely
expected to report CIs since. So, it is reasonable to believe that CIs and estimation
constitute a substantial part of training. For these reasons, it is not surprising that
medical researchers would incorporate the new information—the relative likelihood
distribution of CECIs—more readily in their judgments. Also, a longer history with CIs
implies that medical researchers have sufficient time to develop in their mind a relative
likelihood distribution of CIs, whatever shape that might have. An exposure to the
CECI may challenge any existing misconception about such distribution, and thereby
further reduce the cliff effect.
Unlike medicine, psychology’s statistical reform is still in its infancy. For
example, curriculum surveys by Aiken, West and Millsap (2008) revealed that
postgraduate programs from almost all universities devoted considerable time and
effort teaching advanced techniques of significance testing, whereas effect size and
interval estimation was covered only in 2.5% of the 201 programs they surveyed. These
findings may help explain why so many of our Psych respondents interpreted the CIs
merely as NHST, and showed a cliff effect. Also, their limited experience with CIs may
mean that psychologists have not had sufficient time to develop understanding about
the likelihood distribution of CIs. It is therefore plausible that CECIs were unable to
reduce the cliff effect for Psych respondents, who may have lacked any intuition about
the likelihood distribution of a CI.
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In every experiment, condition, and discipline reported here, researchers
showed a wide diversity of response patterns. For something as seemingly fundamental
and central to inference as interpreting a p value or a CI, there is little consensus among
researchers. Considering the rigidity of the teaching of NHST—which was described
by Gigerenzer and colleagues (1998b; 2004) as the null ritual—the diversity observed
here is quite surprising. Our findings indicated that researchers have very different
ideas about how p values and CIs should be interpreted; such ideas are often beyond the
ritualistic decision making procedures taught in textbooks and classrooms. We
recommend that students should be taught statistical thinking to assist in (currently
somewhat misguided) efforts to move beyond the ritual.
Practical Applications and Future Directions
Our findings opened several questions that await future investigation. Our
qualitative analysis showed that medical researchers tended to consider new
information—the relative likelihood distribution of CECI—more often than
psychology respondents. We speculate that medical researchers were more likely than
psychology respondents to have already developed an intuitive distribution of CIs.
These intuitive distributions may or may not be correct, but when they were incorrect
the clash between the false intuitive distribution (e.g., uniform distribution) and the
normative (i.e. continuous normal distribution) may have reduced the cliff effect in
medical researchers. Further research could test the extent to which medical researchers
have more developed intuitions about CIs, including the concept of a subjective
likelihood distribution (whether correct or not).
Our research provided preliminary evidence that CECIs are effective in
reducing dichotomous thinking, which was measured by a cliff effect at the end of a CI.
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We encourage future research to explore the usefulness of CECIs in the education of
statistics. In a recent study, Kalinowski, Lai, Fidler and Cumming (manuscript in
preparation) found that a short 15 minute, one-to-one tutorial with CECIs was
reasonably effective for rectifying two common misconceptions about CIs in
postgraduate students of psychology. These misconceptions were directly related to (1)
the likelihood distribution of CIs (i.e., as a uniform and similar distribution), and (2) the
association between the width and the levels of confidence of CIs. Future research may
consider extending use of the CECI tutorials to students of introductory statistics and
examining whether CECIs can help these students to develop better conceptions about
the shape (i.e., relative likelihood distribution) of CIs, and help temper the all-or-none
thinking elicited by standard NHST training.

Conclusion

In conclusion, mere reporting of CIs is unlikely to be sufficient to overcome
dichotomous thinking. The long tradition of making clear-cut decisions based on sharp
benchmarks of statistical significance has been diffused into researchers’ interpretation
of CIs, which was manifested in our experiments as a cliff effect, whether major or
minor, at the end of the CI limits. We demonstrated that a new CI presentation format,
the cat’s eye confidence interval (CECI), offers a promising release from dichotomous
thinking.
Based on the substantial difference between our Psych and Med respondents,
we suggest that students in psychology should receive more training on effect size and
interval estimation. We suggest this should be taught as an independent approach to
statistical inference rather than a supplement to NHST. Familiarization with CIs should
allow students to develop more sophisticated conceptions of CIs as an estimation
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technique, and thus overcome dichotomous thinking—or avoid developing it in the first
place. Also, methodologists need to consider better ways to display and teach CIs so
that they are less subject to dichotomous and erroneous interpretations. In the current
study, we demonstrated that CECIs may well be one such better way.
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Supplementary Analysis A

Experiment 1: Comparisons of the two disciplines, presentation formats, and
sample sizes, for the four interpretation models, and for the location of cliffs.
Figure 4.14 (a) to (c) shows for Experiment 1 the percentage of responses
categorized into the four interpretation models, respectively for Psych and Med, for
p-only and t-test, and for large and small N, using the CR analysis of a p = .05 cliff
effect. It appears that the linear responses were slightly (10% [-2, 23]) more common
in the p-only than the t-test format, and 5% [-7, 18] more common amongst Psych than
Med researchers. The p = .05 cliff effect, combing both major- and minor-cliff
responses, was equally common across large and small N. Overall, no substantial
differences were found across any of these conditions, reflected in the fact that error
bars on the mean percentages between conditions overlapped considerably for each
model.
Figure 4.14 (d) shows the percentage of respondents who showed at least one
cliff effect, across p = .05, .10, and other p levels, for large and small N. In each case the
percentages were almost identical for the two N conditions.
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Figure 4.14. Percentages of responses belonging to each model according to the CR
analysis of a p = .05 cliff effect, for (a) Psych and Med, for (b) p-only and t-test, and for
(c) large and small N, respectively. Panel (d) reports the percentage of respondents
showing at least one cliff effect across the .05, .10 or other levels of significance, for
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large and small N. Frequencies in legends represent the total number of respondents.
Error bars represent 95% CIs.
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Supplementary Analysis B

Experiment 1: Comparing the CR and GoF methods applied to Poitevineau and
Lecoutre’s (2001) data
Figure 4.15 (upper panel) shows the proportion of responses categorized into
each interpretation model as indicated by the CR analysis and the GoF method, using
the original 18 responses obtained in Poitevineau and Lecoutre’s (2001) study, for the
two N conditions combined. Due to the low sample size (N = 18) in Poitevineau and
Lecoutre’s (2001) research, the 95% CIs on the percentages given by the two
classification methods were very wide, and thus overlapped considerably for all four
models. Results of the GoF method were as Poitevineau and Lecoutre (2001) reported.
Overall, 4 of the 18 researchers (22% [9, 45]) gave an all-or-none response, which is
qualitatively equivalent to the major-cliff model of our CR analysis. The negative
exponential and linear models accounted for 56% [34, 75] (n = 10) and 22% [9, 45] (n =
4) of responses, respectively.
For the CR approach, 2 of the 18 responses (11% [3, 33]) were categorized into
the major-cliff interpretation model; 22% [9, 45] (n = 4) were classified as linear. The
negative exponential model, according to the CR approach, accounted for 39% [20, 61]
(n = 7) of responses, which was 14% [-15, 44] (n = 3) lower than the GoF method.
Furthermore, 28% of responses (n = 5) fell into the minor-cliff category. The CR
approach thereby identified a .05 cliff effect in a total of 39% (n = 7) of responses in
comparison with the lower 22% [9, 45] (n = 4) with the GoF method, which identified
the cliff effect with only the all-or-none function (y = a if p < .05, y = b otherwise).
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To understand why the CR analysis returned only two major-cliff responses
compared with the four all-or-none by GoF, the lower panel of Figure 4.15 shows the
four all-or-none responses classified by GoF. The two solid curves denotes the two
all-or-none responses that were in agreement with the major-cliff for the CR analysis.
Although the dotted curve shows a cliff effect just beyond the .05 p level, the absolute
decrease in SoE estimates for the [p = .05 to .07] intervals was 67 scale points, which
was notably lower than the criterion for a major-cliff in the CR analysis (i.e.,
[SoEp=.04 – SoEp=.06] > 80). The remaining response, represented by the grey curve, had
a cliff effect just before p = .10, which was marked by a 35 points decrease at the [p
= .07 to .10] interval.

Figure 4.15.The upper panel shows the percentage of responses categorized into each
interpretation model as indicated by the CR analysis and the GoF method, for a p = .05
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cliff effect, using the original 18 responses obtained in Poitevineau and Lecoutre’s
(2001) study, for the two N conditions combined. Error bars represent 95% CIs. The
lower panel shows the four all-or-none responses classified by GoF. The two solid
curve denotes the two all-or-none responses that were in agreement with the major-cliff
for the CR analysis. The dotted curve shows the all-or-none response that were not
large enough to be categorized by the CR analysis as major-cliff (i.e., [SoEp=.04 –
SoEp=.06] > 80). The grey curve shows a cliff effect just before the .10 p level rather than
the intended .05 p level.
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Interim Summary

In this empirical chapter, I explored Schmidt and Hunter's (1997) optimistic
claim that explicitly presenting effect size and error estimates in a CI would prompt
emphasis on such information. If so, researchers who were presented with CIs are
much less likely to think strictly in terms of a reject or do-not-reject dichotomy and by
extension, the cliff effect. However, results of this chapter revealed that simply
replacing p values with CIs is not sufficient to eliminate, or even reduce dichotomous
thinking. The cliff effect at p = .05 occurred somewhat frequently with p values (26%
of 198), but was more pronounced with standard presentations of CIs (40% of 188).
When combined with the p = .10 cliff effect, the percentage of cliff responses were
identical for both p value and CI presentations (48%). These results suggested that
Schmidt and Hunter's (1997) argument may be overly optimistic; the habit of
dichotomous thinking seemed to have suffered little to no disturbance despite the use
of CIs. However, this research also provided initial evidence that presenting
researchers with information about the relative likelihood distribution of CIs—using
CECI figures— may help reduce dichotomous thinking. It reduced the cliff effect for
medical respondents (15% of 73 showed a cliff effect) but there was little or no
reduction for psychological researchers (38% of 79). Therefore, the CECI figure is
promising, but further training may be needed for researchers using CIs to overcome
the dichotomous thinking entrenched by their long reliance on NHST.
In the next empirical chapter, I will explore another aspect of dichotomous
thinking—the underestimation of sampling variability. As was explained in Section
2.4.2, p values are highly unreliable. A initial p = .05 (two-tailed) gives a wide 80% p
interval of (.0012, .48) due only to sampling variability. If researchers do not
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appreciate this, they are likely to rely too much on the dichotomous decisions made in
single experiments which, of course, are based on the statistical significance of single
p values. In the next chapter, I report two research papers. The first paper measured
the extent of underestimation researchers may have about the variability of p over
replication. The fluctuation of p is, of course, governed by the extent of sampling
variability (see Section 2.4.2 as well as Chapter 5). The second paper, as I mentioned
earlier, reports a transformation analysis to allow a direct comparison of researchers’
intuitions about replication, given an initial p value or CI.
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CHAPTER 5. SAMPLING VARIABILITY

In this empirical chapter, I evaluate the common assumption that CIs are more
effective than p values at informing and raising researchers' awareness about the extent
of sampling variability in replication. This investigation was reported over two
research papers. Immediately follows is the paper "Subjective p Intervals: Researchers
Underestimate the Variability of p Values Over Replication", which was published in
the journal Methodology (Lai et al., 2012). This paper contains three surveys that
estimated whether researchers in three disciplines tend to underestimate the variability
of p, and the extent of any underestimation. The three surveys elicited researchers’
estimates, using three different methods to reduce potential biases. The page, figure
and table numbers in this paper have been reformatted so that they are consistent with
the format of this thesis. No other modifications were made.

Subjective p Intervals: Researchers Underestimate the Variability of p Values
Over Replication

Our aim is to investigate how researchers understand the variability of the p
value over repeats of an initial experiment. We report three surveys that estimated
whether researchers in three disciplines tend to underestimate the variability of p, and
the extent of any underestimation. In one of the surveys we also investigated whether
underestimation was influenced by the size of the samples that gave the p value in
question.
P Intervals
Suppose you carry out an experiment, calculate p = .05, then repeat the
experiment—just the same, but with a new sample of participants: What p value are you
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likely to obtain? You know that ‘replication p’—meaning the p value given by a
replication experiment—will probably differ from .05. However, is it likely to fall in a
short interval like (.03, .07), or do you need to consider a wider interval, perhaps even
(.001, .20), to have a good chance of capturing the next p value?
Cumming (2008) investigated the probability distribution of the p value over
replication, and calculated intervals—which he termed ‘p intervals’—that have a
specified chance of including replication p. In the present article all p intervals will be
80% intervals, and we refer to the p value given by an initial experiment as ‘initial p’.
Cumming presented formulas for p intervals, which can be used to calculate for
example that, if two-tailed initial p = .05, then the p interval for two-tailed p is, on
assumptions we describe below, (.0012, .48). This implies that a repeat experiment has
a 10% chance of giving p less than .0012, and fully a 10% chance that p > .48. We
suspect many researchers would find such intervals surprisingly wide. Our experiments
investigated researchers’ judgments about replication p, in particular their estimated p
intervals, which we refer to as ‘subjective p intervals’.
Cumming (2008) explained and illustrated that the distribution of p, for a fixed
population mean, is highly positively skewed. He explained that most published
investigations of the distribution of p assume a fixed population mean and large
samples. If they investigate the distribution of replication p after observation of an
initial p, they also assume the population mean is precisely estimated by the sample
mean of the initial experiment (e.g., Hung et al., 1997). This strong and unrealistic
assumption gives the p interval of (.0012, .48) mentioned above for initial p = .05.
Cumming also derived formulas for p intervals without the assumption that the initial
sample mean equals the population mean. His argument resembled a fiducial argument
that was introduced by Fisher (1959, p. 114), and used since by Estes (1997), Cumming
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et al. (2004), and Cumming and Maillardet (2006) to analyse how confidence intervals
vary with replication. The second method of calculating p intervals, which does not
assume the sample mean equals the population mean, generally gives wider intervals.
For initial p = .05 it gives the p interval to be (.0002, .65). Both approaches to
calculating p intervals were confirmed by simulation.
One possibly surprising finding was that p intervals do not vary with sample
size. To appreciate this, suppose our initial experiment used N = 40 and found p = .05.
If the experiment were repeated with N = 160 we would of course expect to obtain a
clearer result and, if there were a true effect in the population, a much smaller p value.
However the derivation of p intervals is conditional on a particular initial p, not on a
particular population effect size. Obtaining p = .05 with N = 160 requires a much
smaller sample effect size than obtaining p = .05 with N = 40. Suppose x is the sample
effect size for p = .05 and N = 160, then, when N = 40, a sample effect size of 2x will
also give p = .05, because standard error, on which p depends, varies inversely as the
square root of N. (We use large-sample statistics throughout, as we mention in the
following paragraph.) In fact many other pairs of N and sample effect sizes would also
give p = .05, including N = 640 and x/2, and N = 2,560 and x/4, for a fixed sample
variance. It turns out (Cumming, 2008, p. 290, and Appendix B) that the variability of p
over replication is the same for all those pairs of N values and sample effect sizes. The
width of the p interval depends only on initial p. In other words, if initial p = .05, the p
interval is as stated above, whatever the value of N. Considering the issue more
generally, calculation of p already takes account both N and sample effect size, so
perhaps it should not be surprising that, for a given initial p, a different N does not give
a different p interval. As we noted earlier, this finding at first seems in conflict with
well-established intuitions that most things vary less as N increases. The critical point
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to note is that a p interval is calculated conditional on a particular initial p. It is that
initial p that determines the width of the p interval, not the particular N and sample
effect size pair that gave that initial p.
Both methods of calculating p intervals assume knowledge of population
standard deviation , so are applicable to large samples. However Cumming (2008)
showed by simulation that p intervals and the variability of p are quite similar for small
sample sizes, at least down to N = 10, when  is not assumed known. Unless otherwise
mentioned, in what follows we use the formulas based on large samples for the shorter,
conservative p interval, even though this requires the strong assumption that the sample
mean equals the population mean. Next we explain why we are interested in p values.
P Values in Psychology
Psychology, as well as many other disciplines, rely heavily on p values to guide
the interpretation of data. Cumming et al. (2007), for example, found that 97% of the
articles in their sample of recent empirical articles published in leading psychology
journals used p values. Null hypothesis significance testing (NHST) and p values have
been criticized for many decades; an excellent overview of the shortcomings of NHST
was given by Kline (2004, Chapter 3). Kline identified 13 seriously incorrect beliefs
about p values and the way they are used by psychologists. He claimed these wrong
beliefs and practices are widespread, and cited evidence from Oakes (1986) and others
indicating that at least some of the p value misconceptions he described are held by
many researchers in psychology.
Of particular relevance here is consideration of p values in relation to
replication. Replication plays a crucial role in science, and many scholars have
identified replication as requiring additional attention in psychology. Rosnow and
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Rosenthal (1989) discussed how knowledge is acquired and justified in psychological
science. Their analysis was highly critical of NHST; in addition they referred to
psychologists’ “monomaniacal preoccupation with the results of a single study” (p.
1280), and emphasized the importance of replication. Krueger’s (2001) critique of
NHST was more favourable towards the technique than most, but still identified the
primary challenge as being “to find a solution to the question of replicability” (p. 16).
The main conclusion of Cohen’s (1994) famous and devastating critique of NHST was
that “psychologists must finally rely, as has been done in all the older sciences, on
replication” (p. 997).
Psychologists increasingly report exact p values (e.g., p = .013), but reporting of
p values in relation to .05, .01, or other benchmarks is still very common. Even when
exact p values are reported, interpretation of findings as “significant” or “highly
significant” is largely made by using benchmarks as sharp cutoffs. Rosenthal and
colleagues (Nelson et al., 1986; Rosenthal & Gaito, 1963, 1964), and more recently
Poitevineau and Lecoutre (2001), found that at least some psychologists show a cliff
effect, meaning their belief in the reality of a result differs quite sharply for p values
either side of .05. The way these psychologists tend to think about p values thus mirrors
the dichotomous, or sharp-cutoff, way they are typically used in data interpretation.
However, the demonstration that p varies very greatly over replication (Cumming, 2008)
must raise doubt about reliance on sharp cutoffs. It is hardly reasonable to place such
great store by obtaining .04 rather than .06 if either value could easily have been
elsewhere within (.0012, .48), or even beyond that interval!
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Variation Over Replication
Consider more broadly the variation that occurs over replication. Every
introductory statistics textbook in psychology explains carefully the sampling
distribution of the sample mean, with reference to a notional infinite set of replications
of an initial study with a fixed population mean. The standard error is defined as the
standard deviation of that distribution, which thus indicates the extent of variability of
the sample mean with replication. Sampling variability may be similarly discussed for
sample statistics other than the mean, and is used as the basis for calculating test
statistics (e.g., z or t) and confidence intervals. In addition, any textbook that explains
confidence intervals is likely to include a figure illustrating how they, too, vary with
replication—indeed such a figure is virtually essential if a correct explanation of level
of confidence (typically 95%) is to be given. Students should thus appreciate that
confidence intervals, as well as the means and other characteristics of samples, vary
with replication.
In stark contrast we know of no introductory statistics textbook that mentions
the variation of p with replication. Cumming (2008, p. 298) reported that even
psychology’s journal literature contains very few discussions of the distribution of p, or
the relation between p and replication. In his article, Cumming described 25
replications of a typical two independent groups experiment, N = 32 for each group,
with a true difference of 0.5 SD between the two population means—a medium-sized
effect. The example showed the familiar variation of 95% confidence intervals over
replication, but also reported the 25 p values. It is probably surprising to many that
these varied enormously, from <.001 to .76: A replication can give almost any p value!
The formulas and further simulations reported by Cumming show that such variation in
p is typical.
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Psychology, and perhaps many other disciplines, are thus in a paradoxical
situation: Replication is recognized as important, and beginning students learn about
sampling variability and measures of its extent. Yet the main indicator taught to
students and used by researchers as the basis for drawing inferences from data is the p
value, and this is used—and, very likely, understood—largely by reference to sharp
cutoff values, with little or no attention paid to its variability over replication. This
strange situation prompted the questions our surveys addressed.
Aims of our Three Surveys
What understanding do researchers have of the variability of p, and of p in
relation to replication? More specifically, to what extent, if at all, do they underestimate
the variability of p with replication? These are empirical questions that have not, so far
as we know, been addressed previously.
One expectation might be that researchers underestimate the variability of p,
just as they underestimate the variability of means and other quantities—as the ‘law of
small numbers’ of Tversky and Kahneman (1971) describes. It is important, however,
to investigate p specifically, not only because this hasn’t been done before, but also
because of the contrasts we described above between p and other quantities such as
sample means. The most notable contrasts are the omission of p when textbooks discuss
sampling variability, the focus on sharp cutoffs to interpret p values, and the cliff result.
The distinctive features of p justify our examination of researchers’ understanding of p
variability in its own right, without attempting any quantitative comparison in a
particular situation of, for example, the extent of underestimation of the variability of
means.

129

In Survey 2 we addressed the additional question of how, if at all, researchers’
estimates of the variability of p change with N. It is deeply ingrained from early in
statistics education that larger N generally leads to smaller sampling variability and
more precise estimates. This intuition may well translate to p intervals, but doing so
would indicate a deficiency in researchers’ understanding of p, because the distribution
and thereby the variability of p don’t vary with N. Alternatively it may be fairer to
attribute such a result to deficiencies in how p has been analysed in the journals and
described in textbooks.
Assessing the Understanding of Replication p
A useful way to quantify sampling variability is to provide an interval
estimate—a confidence interval—in addition to a point estimate. There is no
population parameter underlying a p value, so it does not make sense to think of a
confidence interval for p. However, a prediction interval is an alternative way to give
information about sampling variability. The p interval is a prediction interval that gives
information about the range of p values likely to occur on replication. Note also that a
95% confidence interval on a mean is, on average, an 83% prediction interval for the
mean of a replication (Cumming & Maillardet, 2006; Cumming et al., 2004b). There is
thus a parallel between a 95% confidence interval giving information about means
likely to occur on replication, and p intervals giving corresponding information about p
values. We chose estimation of researchers’ subjective p intervals as the best way to
investigate their understanding of the variability of p with replication.
We assumed that researchers have, at least implicitly, a subjective probability
distribution for replication p. We investigated the dispersion or breadth of this
distribution by asking researchers to make judgments about what p values a replication
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experiment would be likely to produce. Our questions were as simple and concrete as
possible, to minimize any need for respondents to think explicitly about their subjective
distribution of replication p. The three email surveys we report each started with a
vignette describing an initial experiment that gave p = .02, or p = .15. We chose those
values as typical of frequently encountered p values that are comfortably less than, and
greater than .05. Our choice was somewhat arbitrary, but was well-accepted in pilot
testing. We then asked about what p values are, in the respondent’s opinion, likely if the
experiment were repeated.
Because question format may influence responses, and as a way to examine the
robustness of our results, the three surveys used different ways to ask respondents about
replication p. In Survey 1 respondents were asked to imagine 10 replications of the
initial experiment, and to state 10 p values they considered the replications could
plausibly give. This may be the simplest and most direct way to ask about replication,
although there is no set of responses that is uniquely correct. There is no mention of p
intervals or prediction intervals, and therefore no need to explain these possibly
unfamiliar ideas. A similar approach was used successfully by Cumming et al. (2004b)
to obtain judgments about where researchers felt replication means would be likely to
fall, in relation to the confidence interval from an initial experiment. That study found
researchers did appreciate that sample means would be likely to vary considerably with
replication, although they typically underestimated somewhat the extent of that
variation.
The questions asked in Surveys 2 and 3 asked respondents more directly to give
us an interval of likely p values. In the next section we briefly review literature that
guided our question design for those two surveys.
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Research on Interval Judgment
In designing Surveys 2 and 3 we considered the interval judgment literature.
Research on judgments about, for example, the estimated population of Canberra has
identified many situations in which most judges are greatly overconfident (Soll &
Klayman, 2004). Asked to give an interval of population values they judge has a 90%
chance of including the true value, judges may give intervals that include the true value
for only 50% of such questions. In other words, the intervals given by judges are
typically too short, and underestimate the judges’ uncertainty.
The distribution of replication p does have variance, whereas the population of
Canberra is assumed to have a single true value. Therefore the uncertainty in our tasks
is external, whereas in the Canberra example and for most of the interval judgment
literature the uncertainty is internal to the judge (Kahneman, Slovic, & Tversky, 1982),
so findings from that literature may not apply directly to our situation. However, we
agree with Teigen and Jørgensen (2005, p. 472), who argued that interval length can be
a meaningful way to express external uncertainty. We therefore decided the interval
judgment literature could give us guidance.
We wished to minimize the extent to which any interval shortness we observed
could be attributed merely to how we asked the questions. We therefore paid particular
attention to aspects of question format that have been shown to substantially reduce or
even abolish overconfidence. It is well-established (Klayman, Soll, Juslin, & Winman,
2006) that asking separately about the two endpoints of an interval typically reduces
overconfidence; we can easily do that. Overconfidence is further reduced and in some
cases abolished by asking also for an estimate of the most likely value of the target
quantity (Soll & Klayman, 2004). In our study it makes little sense to ask for a middle

132

value, because the initial p value stated in the question would most likely be assigned
that role, and so a question asking about a middle value would probably be confusing.
Soll and Klayman (2004, p. 309) and Teigen and Jørgensen (2005, p. 472)
discussed the possibility that it may help reduce overconfidence to draw the judge’s
attention to the probability of a value falling outside the interval, by asking an exclusion
question, rather than only referring to inclusion of values within the interval. Yaniv and
Schul (1997) reported evidence supportive of this possibility. We adopted the
suggestion.
There is also clear evidence that extent of overconfidence varies across subject
matter domains. Therefore extrapolation to our domain of replication p may not be
straightforward, especially given that it differs in several ways from domains typically
used in interval judgement studies. Not only are we studying external rather than
interval variability, but the true distribution of p is bounded by 0 and 1, and is strongly
skewed (Cumming, 2008)—unless the null hypothesis is true. We cannot therefore
expect precise guidance from the interval judgment literature on exactly how particular
question formats will influence judgments about replication p. Note that we make no
assumptions about whether or not our respondents know the form of the distribution of
p.
The most general conclusion we draw from the interval judgment literature is
that overconfidence is likely to be reduced or abolished if, in formulating responses,
judges are induced to take a larger number of samples of their relevant knowledge
(Juslin, Winman, & Hansson, 2007; Soll & Klayman, 2004). The questions asked
should prompt judges to consult their memory multiple times, or imagine multiple
examples. We designed our Survey 2 question to try to achieve that goal. It referred to
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the 80% prediction interval for p, but also described the judgment we sought in several
different ways, all expressed in simple concrete terms. Our aim was to help respondents
understand what we were asking, without assuming they had any familiarity with
prediction intervals.
For the Survey 3 question we considered an additional issue discussed in the
interval judgment literature. Teigen and Jorgensen (2005) reported evidence that a
further useful way to reduce overconfidence is to ask judges not only to state intervals
of their choice, but then to give their estimates of the coverage of those intervals.
Winman, Hansson, and Juslin (2004), and Speirs-Bridge et al. (2010) provided
supportive evidence. Therefore in Survey 3 we again asked for the lower and upper
limits of a respondent’s subjective p interval but, instead of specifying 80% as the target
length of the interval, we asked for the respondent’s estimate of the chance that p would
fall between the limits they had stated. We hoped that adding this additional judgment
step would further reduce the extent to which observed underestimation of interval
length might be attributable to question format.
In summary, our three surveys used three different approaches to estimating
researchers’ subjective p intervals, in order to address our main question, which was to
ask about researchers’ possible underestimation of the variability of replication p. We
surveyed researchers who had published in journals in psychology, statistics, and
medicine, so discipline was an additional independent variable. In Survey 2 we
addressed the additional question of whether sample size N influenced subjective p
intervals.
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Survey 1: Ten Replications, Ten p Values

We asked the respondent to imagine 10 replications of the initial experiment,
and to type 10 p values they felt the replications could plausibly give.
Method
We identified high impact journals in psychology (PSY), statistics (STAT), and
medicine (MED), and noted contact author email addresses for articles published in
2005-2007. Addresses appearing in more than one discipline were excluded.
Approximately equal numbers of emails were sent to PSY, STAT, and MED. To
maximize the likelihood of response we undertook extensive pilot testing of email
wording and presentation to minimize the chance of capture by junk email filters, and to
make the task as clear and brief as possible. Every email was sent separately, as a single
email to a named author. Respondents were assured of anonymity, and confidentiality
of their responses.
The following is an example of the main question asked:
Suppose you conduct a study to compare a Treatment and a
Control group, each with size N = 40. A large sample test, based on the
normal distribution, of the difference between the two means for your
independent groups gives z = 2.33, p = .02 (two-tailed).
Suppose you carry out the experiment a further 10 times, with
everything identical but each time with new samples of the same size
(each N = 40). Consider what p values you might obtain. Please enter
10 p values that, in your opinion, could plausibly be obtained in this
series of replications. (Please, no calculations, and no debate about
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what model might be appropriate! We are interested in your guesstimate,
your intuitions!)
[

]

…
The space between the square brackets was highlighted in yellow to indicate a p
value should be typed there. This response line was repeated nine further times below,
so respondents could type in 10 p values. Sample size was always N = 40 for each of the
two groups in the vignette, and any participant received a single vignette, which was
described as giving either z = 2.33 and p = .02, or z = 1.44 and p = .15. Approximately
equal numbers of p = .02, and p = .15 surveys were sent. Following the main question,
we asked respondents to rate how confident they felt about their responses, from 1 (not
confident at all) to 7 (very confident). We asked them how many years ago they had
published their first journal article. We also invited comments about how they had
approached the task, and the general issue of predicting p values.
Results
We sent 2,006 emails, of which 10.2% were returned as undeliverable. The
1,802 emails assumed received elicited 169 replies (9.4%), of which 136 (7.5% of
1,802) included responses we could analyse. (Response rates are discussed below for
all three surveys together.)
To analyse the results we assumed that underlying the 10 p values given by a
respondent was an implicit subjective distribution of replication p. The Appendix
explains how we interpolated to obtain, from each set of 10 values, estimated 10th and
90th percentiles of that subjective distribution. We took those estimates as the
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respondent’s subjective p interval. The conservative formula from Cumming (2008)
gives as the correct answer the p interval (.0003, .295) when initial p = .02, and the
interval (.007, .73) when initial p = .15.
Almost all (133/136; 97.8%) of the subjective p intervals were shorter than the
correct interval, meaning that almost all respondents underestimated the variance of
replication p. Combining the three disciplines, the median response for the p = .02
condition was (.007, .117), and for p = .15 was (.063, .37). For each respondent’s
subjective p interval we calculated the percentage of replication p values it would
include, so the correct interval would include 80%, whereas most intervals given by
respondents included a lower percentage. We refer to this percentage as the length of
the subjective p interval. In this metric of percentage length, means did not differ
systematically from medians, so we report only means. We subtracted the interval
length from the target 80%, to obtain the extent of underestimation. Figure 5.1 shows
the mean underestimation of p interval length, with its 95% confidence interval, for
each discipline and condition in Survey 1. It suggests underestimation was similar for
all disciplines and for the two p values (.02 and .15). Overall, for N = 40, average
underestimation was 40.0 percentage points, 95% CI [36.7, 43.3]. The average
subjective interval was thus a 40.0%, rather than an 80% p interval.
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Survey 1

p = .02
p = .15
combined
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0
Figure 5.1. Mean underestimation of subjective p interval length, with 95% CIs, for
each condition in Survey 1. Respondents gave what they judged to be a plausible set of
10 replication p values, which was used to calculate an equivalent 80% p interval.
Most such response intervals were too short, and would therefore actually include much
less than 80% of replication p values. Underestimation is the extent to which the
percentage actually included falls short of 80%. Respondents were from psychology
(PSY), statistics (STAT), or medicine (MED). The numbers at the bottom are the
sample sizes for the independent groups in each condition, for p = .02 and p = .15
respectively when a pair of values is given. The vignette specified N = 40 in every case.
Towards the right are means for the three disciplines combined, and at far right for all
groups combined.
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Figure 5.2 shows the frequency histogram of underestimation when N = 40 in
the vignette, for all three disciplines and both p values combined. There was enormous
variability over respondents in the extent to which their subjective intervals were
underestimates of the intervals having the % coverage they nominated. The SD of the
136 underestimation values shown in Figure 2 was 19.5. In 7 of the 136 cases (5.1%),
the respondent simply gave 10 repeats of the initial p value (.02, or .15) as their set of
plausible replication p values. The underestimation in such cases is 80%, the maximum
possible. These 7 cases are represented by the black column in Figure 5.2.

30

Survey 1. All three disciplines, N = 40.
p = .02 and p = .15 combined

25

Frequency

20

15

10

5

0
-30 -20 -10 0 10 20 30 40 50 60 70 80 90 100
Underestimation, in percentage points

Figure 5.2. Frequency histogram of underestimation, for Survey 1. Respondents gave
what they judged to be a plausible set of 10 replication p values, which was used to
calculate an equivalent 80% p interval. Almost all such response intervals were too
short, and would therefore actually include much less than 80% of replication p values.
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Underestimation is the extent to which the percentage actually included falls short of
80%. The histogram combines intervals provided in the N = 40, p = .02, and the N = 40,
p = .15 conditions, by psychology, statistics, and medicine respondents. The black
column for the 75–80% bin represents 7 responses, all of which were 80%
underestimates—the maximum possible—because they comprised a set of 10 values all
equal to the initial p value (.02 or .15).

Survey 2: Subjective 80% p Intervals

In Survey 2 we asked respondents directly about their estimated prediction
interval for replication p, by asking them to estimate first the lower limit, then the upper
limit, of the interval they felt has an 80% chance of including replication p.
Method
In Survey 2 we again used initial p values of .02 and .15, but as a repeated
measure rather than between subjects as in Survey 1. We also added the independent
variable of sample size to investigate whether N would influence researchers’
subjective p intervals. In addition to vignettes with N = 40, as in Survey 1, we presented
vignettes with N = 160. Survey 2 asked only for interval limits, rather than for 10 p
values as in Survey 1, so we expected each question would take less time to answer.
We therefore varied N, as well as initial p, within subjects, and presented four vignettes
to each respondent. The correct p intervals are the same as for Survey 1, whether N =
160 or N = 40.
No email address was used for more than one of our surveys. The procedure was
the same as in Survey 1, except for the main question. An example of that question is as
follows:
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Suppose you conduct a study to compare a Treatment and a
Control group, each with size N = 40. A large sample test, based on the
normal distribution, of the difference between the two means for your
independent groups gives z = 2.33, p = .02 (two-tailed).
Suppose you repeat the experiment, with everything identical but
with new samples of the same size (each N = 40). Consider what p
value you might obtain. Please estimate your 80% prediction
interval for two-tailed p. In other words, choose a range so you guess
there’s an 80% chance the next p value will fall inside this range, and a
20% chance it will be outside the range (i.e., a 10% chance it falls
below the range, and 10% it falls above).
(Please, no calculations, and no debate about what model might
be appropriate! We are interested in your guesstimate, your intuitions!)
LOWER limit of my 80% prediction interval for p = [

]

Type a value less than .02. (You guess a 10% chance p will be less
than this value, and 90% it will be greater.)
UPPER limit of my 80% prediction interval for p = [

]

Type a value more than .02. (You guess a 10% chance p will be
greater than this value, and 90% it will be less.)
The spaces between the square brackets were highlighted in yellow to indicate a
p value should be typed there. Note that the second paragraph prompts the respondent
to think of replication p values, and the prediction interval for p, in several different
ways. There is mention of both inclusion (“fall inside…”) and exclusion (“be outside…
below… above…”). Separate questions ask for the lower and upper limits, once again
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with mention of values both above and below the limit. We developed this wording not
only to make the possibly quite unfamiliar task as clear as possible, but also to prompt
the multiple sampling that we hope reduces or abolishes any overconfidence—in other
words reduces or abolishes interval underestimation attributable merely to question
format.
Each respondent gave estimated intervals for four vignettes, comprising the four
combinations of sample sizes N = 40 or 160, and initial p values of .02 or .15.
Approximately half the respondents saw vignettes in the order (N = 40, p = .02; 160, .02;
40, .15; 160, .15), and half in the reverse of this order.
Results
We sent 1,669 emails, of which 10.1% were returned as undeliverable. The
1,500 emails assumed received elicited 122 replies (8.1%), of which 84 (5.6% of 1,500)
included responses we could analyse.
Most (313/332; 94.3%) of the subjective p intervals were shorter than the
correct interval, meaning that most respondents underestimated the variance of
replication p. Combining the three disciplines, the median response for the N = 40, p
= .02 condition was (.007, .2), and for the N = 40, p = .15 condition (.05, .45). Figure 5.3
shows the mean underestimation of p interval length, with its 95% CI, for each
discipline and condition in Survey 2. It suggests underestimation was fairly similar for
all disciplines and for the two p values (.02 and .15). Overall, for N = 40, average
underestimation was 29.5 [25.4, 33.5] percentage points. The average subjective
interval was thus a 50.5%, rather than an 80% p interval.
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Figure 5.3. Mean underestimation of subjective p interval length, with 95% CIs, for
each condition in Survey 2. The target was an 80% p interval, so underestimation of, for
example, 30% means the response interval would actually include only 50% of
replication p values. Respondents were from psychology (PSY), statistics (STAT), or
medicine (MED). Each respondent gave an estimated interval for a vignette for each of
the four combinations of N = 40 or 160, and p = .02 or .15. The numbers at the bottom
are the sample sizes, which vary slightly over conditions because of missing responses.
Towards the right are means for the three disciplines combined, and at far right (grey
symbols) for p = .02 and .15 combined.
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Figure 5.4 shows the frequency histogram of underestimation when N = 40, for
all three disciplines and both p values combined. There was enormous variability over
respondents in the extent to which their subjective intervals were underestimates of the
80% target. The SD of the 167 underestimation values shown in Figure 5.4 was 21.0.
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Figure 5.4. Frequency histogram of underestimation, for Survey 2. The target was an
80% p interval, so underestimation of, for example, 30% means the response interval
would actually include only 50% of replication p values. The histogram combines
intervals provided in the N = 40, p = .02, and the N = 40, p = .15 conditions, by
psychology, statistics, and medicine respondents, each of whom provided an estimate
for each of those two conditions. For comparability with Figure 5.2 and Figure 5.6, data
for the two N = 160 conditions are not included. The maximum possible
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underestimation was 80%, and the minimum was -20%—meaning overestimation by
20%. (There is no black column in this figure because for this task no respondent
adopted an extreme strategy of the type that gave 80% underestimation, as indicated by
the black column in Figure 5.2, or 0% underestimation, as indicated by the black
column in Figure 5.6.)

For N = 160, most respondents gave shorter intervals than for N = 40.
Combining the three disciplines, the median response for the N = 160, p = .02 condition
was (.01, .1), and for the N = 160, p = .15 condition (.05, .3). Figure 5.3 shows the mean
underestimation for N = 160 was fairly similar for all disciplines and for the two p
values. Overall, for N = 160, average underestimation was 39.7 [35.2, 44.2] percentage
points. The average subjective interval was thus a 40.3%, rather than an 80% p interval.
Averaging over the two p values, the underestimation for N = 160 exceeded that for N =
40 by the following average amounts, expressed in percentage points: PSY 9.7 [5.3,
14.2], STAT 10.7 [6.8, 14.7], MED 9.0 [4.7, 13.4], three disciplines combined 9.9 [7.4,
12.4]. The correct p intervals are the same for the two N values, but respondents in each
discipline underestimated by an additional average 10 percentage points, approximately,
for the larger N. Combining all disciplines, 47/80 (58.8%) respondents gave shorter N =
160 than N = 40 intervals, for both p value conditions; and 18/80 (22.5%) correctly
gave identical N = 160 and N = 40 intervals, for both p value conditions. These
percentages were similar for all disciplines.
For N = 160, as for N = 40, there was enormous variability over respondents in
the extent to which their subjective intervals were underestimates of the 80% target.
The frequency histogram (not shown) of underestimation when N=160, for all three
disciplines and both p values combined is similar to that in Figure 5.4, but shifted right
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by about 10. The SD of the 165 underestimation values was 22.3.

Survey 3: Subjective p Intervals With Respondent-Nominated Coverage

The additional question about interval coverage lengthened the task, so we
dropped the N = 160 conditions.
Method
The procedure was the same as in Survey 1, except for the main question. An
example of that question is as follows:
Suppose you conduct a study to compare a Treatment and a
Control group, each with size N = 40. A large sample test, based on the
normal distribution, of the difference between the two means for your
independent groups gives z = 2.33, p = .02 (two-tailed).
Suppose you repeat the experiment, with everything identical but
with new samples of the same size (each N = 40). Consider what p
value you might obtain. Please type your estimates for the statements
below.
(Please, no calculations, and no debate about what model might
be appropriate! We are interested in your guesstimate, your intuitions!)
The replication study might reasonably find a p value as low as:
p=[

]

Type a value less than .02

The replication study might reasonably find a p value as high as:
p=[

] Type a value more than .02
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The chance the p value from the replication study will fall in the
interval between my low and high p value estimates above is [

] %.

The spaces between the square brackets were highlighted in yellow to indicate a
p value (or a percentage) should be typed there. Each respondent gave estimated
intervals for two vignettes, each with N = 40, and initial p values of .02 or .15. Order of
the two vignettes was counter-balanced over respondents.
Results
We sent 1,815 emails, of which 5.5% were returned. The 1,715 emails assumed
received elicited 175 replies (10.2%), of which 140 (8.2% of 1,715) included responses
we could analyse.
For each response we calculated the length in percentage points of the interval
defined by the lower and upper p values typed in by the respondent, then subtracted this
from the respondent’s stated coverage of that interval. The result is a measure of that
respondent’s underestimation in that condition. In most cases (229/279; 82.1%)
respondents underestimated the variance of replication p. Figure 5.5 shows mean
underestimation, with the 95% CI, for each discipline and condition in Survey 3. It
suggests underestimation was fairly similar for all disciplines and for the two p values
(.02 and .15). Overall, for N = 40, average underestimation was 30.4 [25.7, 35.0]
percentage points.
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55

p = .02
p = .15
combined

Underestimation, in percentage points xxx

50
45
40
35
30
25
20
15
10

PSY
62

STAT
45

MED
32–33

All three disciplines
139–140

5
0

Figure 5.5. Mean underestimation of subjective p interval length, with 95% CIs, for
each condition in Survey 3. Each respondent gave the lower and upper limit of their
estimated p interval, then stated their estimate of the percentage coverage of that
response interval. The extent of underestimation was their stated percentage coverage,
less the actual coverage of the response interval. Respondents were from psychology
(PSY), statistics (STAT), or medicine (MED). Each respondent gave an estimated
interval for each of p = .02 and p = .15. The vignette specified N = 40 in every case.
The numbers at the bottom are the sample sizes, which vary slightly over conditions
because of missing responses. Towards the right are means for the three disciplines
combined, and at far right for p = .02 and .15 combined.
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Figure 5.6 shows the frequency histogram of underestimation when N = 40, for
all three disciplines and both p values combined. The black column for the 75-80% bin
indicates that 13 of the 31 responses in that bin were accurate, in the sense of being 0%
underestimates. They were all cases where the respondent nominated 0 and 1 as the
limits of their p interval, and stated that this had 100% coverage—which is always
correct. This strategy contributed to the somewhat lower proportion of intervals
showing underestimation in this study, compared with the two earlier studies. There
was enormous variability over respondents in the extent of underestimation. The SD of
the 279 values shown in Figure 5.6 was 28.9.
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Figure 5.6. Frequency histogram of underestimation, for Survey 3. Each respondent
gave the lower and upper limit of their estimated p interval, then stated their estimate of
the percentage coverage of that response interval. The extent of underestimation was
their stated percentage coverage, less the actual coverage of the response interval. The
histogram combines intervals provided in the N = 40, p = .02, and the N = 40, p = .15
conditions, by psychology, statistics, and medicine respondents, each of whom
provided an estimate for each of those two conditions. The black column for the
75-80% bin indicates that 13 of the total 31 responses in that bin were accurate, in the
sense of being 0% underestimates, because they were cases where the respondent
nominated 0 and 1 as the limits of their p interval, and stated that this had 100%
coverage—which is always correct.
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Results for all Three Surveys

Combining results from the three surveys, 675/747 (90.4%) of vignettes gave
underestimates of p value variation. Note that these are frequencies of vignettes, not
respondents. Each respondent saw one vignette in Survey 1, 4 in Survey 2, and 2 in
Survey 3.
The overall mean ratings of confidence were, on the 7-point scale, 4.0 (SD 1.6),
3.0 (1.5), and 4.1 (1.7) for Surveys 1, 2, and 3 respectively. The large SDs indicate large
variance over respondents in expressed confidence, but within any survey the mean
ratings for each discipline were very similar. The 95% CIs on the mean ratings were
precise: [3.7, 4.3], [2.7, 3.3], and [3.8, 4.4] for Surveys 1, 2, and 3 respectively. Noting
the pattern of non-overlap of intervals, we conclude that respondents were markedly
less confident for the question format used in Survey 2 (mean 3.0) than for those of
Surveys 1 and 3 (means 4.0 and 4.1). This lower confidence and the lower response rate
together suggest the Survey 2 task may have been more difficult than the tasks
presented by the other two surveys. Despite there being large variance over respondents
in ratings of confidence, and in the extent of underestimation of the variance of
replication p (as illustrated by Figures 2, 4, and 6), there was no sign for any survey of
any correlation between these two measures.
Reported number of years since first journal publication ranged from 0 to 50,
with median 11. Despite this wide variation, there was no sign of any correlation with
extent of underestimation of the variance of replication p.
Combining the three surveys, the overall response rate—meaning the
percentage of emails assumed received that elicited a response we could analyse—was
for PSY 10.3% [8.8, 11.7], but for STAT was 5.8% [4.6, 6.9] and MED 5.5% [4.4, 6.6].
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This pattern was similar for each survey, and may reflect a greater familiarity of PSY
researchers with requests to make cognitive judgments.
One reason we chose p values of .02 and .15 was to give some chance of
uncovering any cliff effect (Rosenthal & Gaito, 1963, 1964): Would p intervals
around .02 tend to have an upper limit at or near .05; or intervals around .15 a lower
limit at or near .05? We could find no evidence in our data of .05 serving as such a
barrier.
To obtain the most broadly-based estimates of the effects of principal interest,
we used meta-analysis to combine results over the three surveys. We report results for
random effects meta-analysis, as computed by Comprehensive Meta-Analysis
(www.meta-analysis.com). For N = 40, and combined over the two p values and the
three surveys, the average underestimation for PSY was 32.1 percentage points [23.5,
40.7], for STAT 30.7 [26.2, 35.1], and MED 37.8 [29.8, 45.9]. No clear differences
among the three disciplines thus emerged, a conclusion consistent with the observations
that no survey suggested any clear disciplinary differences, and that there was no
consistent pattern of disciplinary differences over the three surveys. However the
confidence intervals are quite wide, so we can’t claim we have evidence of zero
disciplinary differences.
For N = 40, combining the two p values and three disciplines within each survey,
meta-analysis over the three surveys gave a grand mean underestimation of 33.4
percentage points [26.2, 40.6]. The wide confidence intervals given by the random
effects meta-analysis model reflect differences among the three surveys, especially the
generally larger underestimation in Survey 1.
As noted earlier, our calculations of interval length as a percentage are based on
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assuming the initial experiment estimated the population mean exactly. This
assumption is necessary for analysing Survey 1, in which respondents considered 10
replications with a single unknown population mean. For Surveys 2 and 3, however, the
alternative analysis presented by Cumming (2008), which does not require that
unrealistic and conservative assumption, can be applied. This alternative analysis,
which gives wider p intervals for a given initial p value, gives overall mean
under-estimation, for all N = 40 conditions combined, to be 38.2 [34.6, 41.9] for Survey
2 and 37.6 [33.0, 42.1] for Survey 3. These are larger than the mean underestimation
calculated using the assumption, and presented earlier: 29.5 and 30.4 respectively.
For Survey 1 the Appendix explains that interpolating interval lengths requires
assigning, fairly arbitrarily, a value to weight a, which can reasonably take values
between .1 and .9. The mean of 40.0 is given by a compromise value of a = .5, whereas
a = .1 gives underestimation of 34.4 percentage points and a = .9 gives 45.6. For each
survey, therefore, there is uncertainty as to the best model for analysis, but overall there
is good agreement that underestimation of p interval length averages around 30 to 40
percentage points.
Respondents’ Comments
Of the 466 replies, 360 (77.3%) gave usable data. Of the 106 that didn’t, 92
(86.8%) included statements that the respondent declined to undertake the task (“I
thought quite a bit about your questions but the truth is that I don’t have an intuition
about these issues.”) Even so, almost all the 466 replies included comments. Many
expressed interest in our research and were curious about the correct answers, whereas
a few described our questions as ill-conceived. Many described the prediction of p
values as entirely unfamiliar (“This was interesting—I never thought about it this
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way!”), the task as difficult, and/or their confidence as low (“My answers are likely to
be rubbish!”). We content-analysed the comments, but the diversity was so great that
only a few clear patterns emerged. Respondents described an enormous range of ways
to think about our questions, and replication p values. There were many erroneous
statements, including statements of many of the p value misconceptions described by
Kline (2004, Chapter 3).
Survey 2 elicited 49 comments about the influence of N on the variability of p,
or length of the prediction interval. Of these, 34 (69.4%) stated, incorrectly, that larger
N gives reduced variability of p (or a shorter interval), whereas 14 (28.6%) recognized,
correctly, that variability of p and interval length do not change with N. These
percentages are consistent with the proportions of respondents who gave intervals that
were different, or the same, for the two values of N used in the survey.
Overall there were 67 comments about the shape of the distribution of
replication p. Of these, 26 (38.8%) stated or implied that this distribution is normal, 21
(31.3%) that it is skewed, and 20 (29.9%) that it is uniform. If the null hypothesis is true,
p does have a uniform distribution, otherwise it has strong positive skew (Cumming,
2008). In no case does its distribution resemble a normal distribution.
We identified only two likely differences in the comments from the three
disciplines, the first being that, not surprisingly, STAT comments were more technical.
The second was that all 26 comments mentioning or implying, incorrectly, a normal
distribution of p came from PSY or MED, and none from STAT.
There were 37 comments about the extent of the variability of p. Of these, 16
(43.2%) described this variability as large, and 21 (56.8%) as small.
There were 7 mentions of research on over-confidence (“Probably most of the
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participants are aware of the literature about overconfidence. It may clearly influence
their answers.”). Other comments suggested that our questions may have prompted
wariness in some respondents, who may have adjusted their answers accordingly
(“This seems kind of like a trick question….” “I assumed you were studying this
because you had reason to believe that our intuitions are wildly off.” “I assumed that the
spread would be much bigger than I first thought, so I multiplied my answer by 10.”).

Discussion

Given our efforts to make the tasks simple, the very low response rates were
disappointing. Our findings must be strongly qualified by these low participation rates,
especially for STAT and MED. We suspect one important reason for non-response was
the perceived difficulty, and perhaps even perceived personal threat, of such unfamiliar
questions about statistics; many comments supported this interpretation. However our
response rates were, unfortunately, so low that we cannot be confident about inferences
to the populations of all researchers in the three disciplines. The extent of misjudgment
in our respondents was large, but replication is required to verify our findings, if
possible using a procedure that is able to secure wider participation by researchers.
Underestimation of the Variability of Replication p
Our first main finding is that average underestimation of the variability of p was
very large. Our respondents underestimated the length of 80% prediction intervals for
replication p by an average of about 30 to 40 percentage points. When asked for an 80%
interval they gave, on average, intervals with only a 40 to 50% chance of including
replication p.
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It is plausible that those choosing to respond were more statistically informed
and confident than average, so may have underestimated less than other researchers.
The comments reported above suggest some respondents gave answers that
exaggerated their estimated p variability. Further, we surveyed researchers who had
published in leading journals. Other researchers—and students—might be expected to
show, if anything, greater underestimation. For these three reasons we suspect our
results underestimate, perhaps substantially, the extent to which the population of
researchers underestimate the variability of replication p.
On the other hand we can’t rule out the possibility that some proportion of the
numerous researchers who elected not to respond had good understanding of the
variability of p. If that proportion were substantial, our results may exaggerate how
poorly researchers understand p. All we can say is that there was no evidence of any
such tendency in the comments of those who stated they were declining to participate.
However, as mentioned above, the very low response rates mean our conclusions must
be tentative and await replication.
We designed Surveys 2 and 3 to minimize the extent to which underestimation
would be attributable merely to question format. Those surveys gave average
underestimation for the N = 40 conditions of 29.5 and 30.4 percentage points,
respectively, which if anything is less than the average underestimation of 40.0 given
by Survey 1. Therefore, it is possible that the greater underestimation observed in
Survey 1 is partly due to question format, in which case our best estimate of the extent
of researchers’ underestimation is given by Surveys 2 and 3 and is about 30 percentage
points.
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Additional Findings
Our second main finding is that all three surveys showed extremely large
variance over respondents—as Figures 20, 22, and 24 illustrate. We therefore conclude
that making judgments about replication p is an unfamiliar and difficult task for many
researchers, despite their great familiarity with p values and the ubiquity of p values in
journals. The comments of many respondents and, perhaps, the low response rates
support this conclusion.
The broad agreement of results over the three surveys suggests that our two
main conclusions—that average underestimation is substantial, and variation over
researchers is very large—are justified, and the two effects are robust. Further, there
was no sign that extent of underestimation was correlated with either respondents’
confidence in their answers, or the length of their research experience.
Our third main finding concerns sample size. Survey 2 found that, for every
discipline, average underestimation was about 10 percentage points greater for N = 160
than for N = 40. We made the N comparison within subjects, to increase its sensitivity.
Respondents presented with vignettes with different N may have felt an expectation that
responses should be different for the two, although accepting such influence may also
be an indicator of the respondent’s uncertainty. A third aspect of misunderstanding of
replication p is therefore a lack of appreciation by a majority of researchers that, for a
given initial p, the variability of replication p does not change with sample size, at least
for large samples.
Three Different Disciplines
Underestimation of the variability of p, the variability over respondents, and the
extra underestimation for larger N, were for all surveys similar for all three disciplines.
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The only clear disciplinary differences were that STAT and MED had response rates
(average 5.6%) about half that of PSY (10.3%), STAT comments were more technical,
and only STAT responders avoided incorrect statements that p has a normal distribution.
Given that medicine has for 25 years routinely reported confidence intervals, most
MED responders were presumably more familiar with confidence intervals than most
PSY responders. This, and probably many other, disciplinary differences had little
impact on the three misunderstandings of p variability. Therefore psychology is not
likely to overcome misconceptions of p variability merely by adding the use of
confidence intervals alongside current practices. More specific measures are needed. A
further conclusion is that, given the diversity of the three disciplines we studied, similar
misunderstandings of p are probably just as prevalent in many other disciplines that use
NHST.
Implications
NHST is typically taught and used as a way to make clear-cut decisions with
reference to sharp benchmarks for p, and textbooks rarely if ever mention that p varies
over replication. For these two reasons it is hardly surprising if researchers don’t
appreciate the large extent of that variation. Therefore does the underestimation we
observed matter? Should our findings be dismissed as merely another example of
people underestimating variability, as they usually do? We believe it matters crucially,
and they should not be dismissed.
If researchers don’t appreciate that an experiment could easily have given an
extremely different p value, merely because of sampling variability, they are likely to
rely too heavily on the p value they happen to obtain. Such unjustified faith in p
probably underlies many of the errors Kline (2004) described that researchers often
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make when they base their conclusions on p values. It may also help explain why
researchers have been reluctant to supplement or even replace NHST with better
techniques. These are two severe and deleterious implications of our results. Statistical
reformers need to consider how these bad effects of misunderstanding of the variability
of p can be countered.
In summary, in answer to our two main questions we found an average
underestimation of p intervals of around 30 to 40 percentage points, and that most
researchers did not appreciate that p intervals are independent of N. In addition we
found very large variability over respondents in estimation of p intervals, and no clear
evidence of differences between the three disciplines.
We give the last word to a MED respondent: “We rely too much on p values, and
most of us really don’t have a clue what they mean.”

Interlude

In the paper above, we showed that underestimation of the variability of p was
very large, even for statistical researchers, although our response rates were very low.
This finding is consistent with Tversky and Kahneman's (1971) argument that p
values conceal information about sampling variability, and thus reinforce the law of
small numbers. How much then, will this underestimation be reduced if we substitute
the initial p values with their corresponding 95% CIs, and ask researchers to forecast
replication means instead of p values? As discussed earlier, a potentially comparable
study was conducted by Cumming et al. (2004) with CIs, but transformation is needed.
Below, I report a transformation analysis to allow a direct comparison of researchers’
intuitions about replication, given an initial p value or CI. This analysis was presented
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in the manuscript "Researchers' Judgments About Replication: Better With CIs Than p
Values" (Lai, Fidler, & Cumming, manuscript in preparation). The page, figure and
table numbers in this manuscript have been reformatted so that they are consistent
with the format of this thesis. No other modifications were made.

Researchers' Judgments About Replication: Better With CIs Than p Values

“Given the problems of statistical induction, we must finally rely, as
have the older sciences, on replication” (Cohen, 1994, p. 1002)

Replication is at the heart of science. It provides confirmation and validation of
previous findings. However, because replication is not always possible (Kline, 2004;
Shaver & Norton, 1980), it is important that results of our statistical analyses tell us
what is likely to happen if we were to repeat our experiment. A simulation by Cumming
(2008) demonstrated that, although p values do provide some quantifiable information
about replicability, this information is extremely vague. He found that for an initial p
of .05, there is an 80% chance the next replication p value will fall within the wide
interval (.00008, .44), and a 10% chance that it will fall outside this interval, in either
direction. He referred to this interval as the 80% p interval because it captures 80% of
all replication p values, for an initial p of .05. The possibly astonishing width of this
interval mirrors the great fluctuation of p over replication, which results from sampling
variability alone. A 95% confidence interval (CI), on the other hand, has a .83 chance of
including future replication means (Cumming & Maillardet, 2006). Cumming (2008)
compared the predictive value of p values and CIs, and concluded that “p values predict
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the future only vaguely, but confidence intervals do much better” (p. 286).
In a classic study, Tversky and Kahneman (1971) discovered that many
psychologists falsely believe in the law—actually misconception—of small numbers,
which states that “a sample randomly drawn from a population is highly representative,
that is, similar to the population in all essential characteristics” (p. 105). This false
intuition results in underestimation of sampling variability—the variability that
governs the chance of replicating statistically significant findings. Kline (2004), Carver
(1978), and others claimed that replication remains largely an empirical question that
could only be answered by future studies. The underestimation of sampling variability
is therefore damaging to the progress of psychology because it reduces researchers’
incentive to conduct replication studies that could validate and refine our understanding
about the population. In their conclusion, Tversky and Kahneman criticized p values
for obscuring information about sampling variability, and as an alternative they
recommended the use of CIs because they provide an “index of sampling variability,
and it is precisely this variability that we [researchers] tend to underestimate” (p. 110).
The claims of Tversky and Kahneman (1971) and Cumming (2008) that CIs are
better than p values at informing researchers about the variability of replication require
empirical test. Most notably, how accurate are researchers’ judgments about variability
over replications, given either a p value or a CI from an initial experiment? Lai, Fidler,
and Cumming (2012) found that, given an initial p value, researchers severely
underestimate the variability of future p values if a study were to be replicated.
Cumming, Williams, and Fidler (2004) found that researchers tend to underestimate the
variability of means likely to be given by replications, given the mean and CI from an
initial experiment. These studies represented sampling variability in two different
metrics. The aim of this article is to reanalyse the data to allow a direct comparison of
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the two sets of findings, and thus of researchers’ intuitions about replication, given an
initial p value or CI. First, we briefly review the two studies.
Predicting replication from p values
In Lai et al. (2012), 68 published researchers from psychology, medicine and
statistics were asked the following question:
Suppose you conduct a study to compare a Treatment and a
Control group, each with size N = 40. A large sample test, based on the
normal distribution, of the difference between the two means for your
independent groups gives z = 2.33, p = .02 (two-tailed).
Suppose you carry out the experiment a further 10 times, with
everything identical but each time with new samples of the same size
(each N = 40). Consider what p values you might obtain. Please enter 10
p values that, in your opinion, could plausibly be obtained in this series
of replications.
Another 68 researchers answered the same question except that the initial p
value was set at p = .15. For each set of 10 p values, we estimated the respondent’s
subjective 80% p interval—the interval that they judge should cover 80% of future
replication p values. The normative (or correct) p interval, derived from a formula of
Cumming (2008), was (.0003, .295) when initial p = .02, and (.007, .73) for p = .15. We
found that almost all respondents (97.8% of 136) gave a subjective p interval much
shorter than the normative 80% interval. The median response for p = .02 was
(.007, .117), and for p = .15 was (.063, .37). The overall width of these intervals
corresponds to a 40%, rather than the target 80%, p interval, indicating a severe
underestimation of the sampling variability of p values over replication.
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Predicting replication from CIs
In Cumming et al. (2004), published researchers from psychology, medicine
and neuroscience were presented with a 95% CI graphic of M = 750 + 300, N = 36.
They selected 10 points from the scale (range: 0 to 1500) to indicate where they felt the
10 sample means would plausibly fall over 10 replications. Overall, 78.4% of the 174
respondents placed 9 or 10 means within the CI from the initial experiment. This and
other results indicated an underestimation of the variability of replication means
because a 95% CI will, in the long run include only 8 of the ten of replication means.
Note that a 95% CI is defined so that, in the long run, intervals will include the
population mean in 95% of cases. A calculated 95% CI will include the following
replication mean in only 83.4% of cases because that rate of inclusion is influenced by
sampling variability in both the initial CI and the next sample mean. Cumming et al.
(2004) gave details. Furthermore, the sampling distribution of replication means should,
on average, produce a standard deviation (SD) of 216 around the original mean (M =
750). However, the responses returned only an averaged SD of 164.
Aims and Rationale
Both studies found that researchers underestimate the extent of sampling
variability over replication, but comparing the extent of underestimation, given an
initial p value or CI, requires further analysis. The goal of this article, as noted earlier, is
to put the subject-generated p values and sample means on a common scale so that they
may be compared directly across the two studies. We will refer to the two studies as the
NHST (for null hypothesis significance testing, which relies on p values) study (Lai et
al., 2012) and the CI study (Cumming et al., 2004b).
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We transformed the data in two different ways. First, we transformed the sets of
10 estimated means from the CI study into their corresponding p values and calculated
for each respondent an 80% subjective p interval. Subjective intervals that were shorter
than their normative 80% counterparts—meaning that they cover less than 80% of
replication p values—would indicate an underestimation of sampling variability. In the
second analysis, we converted the sets of 10 estimated p values from the NHST study
into their corresponding sample means. Respondents’ estimates for the extent of
sampling variability were measured by the dispersion amongst the 10 means. We could
then directly compare the extent of underestimation in terms of p values, and
replication means.

Data Analysis and Results

Our analyses included only respondents from Psychology (Psych) and Medicine
(Med) because they were common across the NHST and CI studies. We used data from
110 respondents from the NHST study (70 Psych, 40 Med) and 89 respondents from the
CI study (41 Psych, 48 Med).
Analysis 1: Comparison in terms of 80% Subjective p Intervals
Our aim in this first analysis was to take the set of 10 sample means given by a
respondent in the CI study, calculate a set of 10 equivalent p values, then estimate from
those an equivalent 80% subjective p interval. In other words, a respondent in the CI
study saw a CI and told us about their intuitions of replication by giving a set of 10
sample means they considered plausible results of 10 replication experiments. We
derived from those sample means an equivalent subjective p interval to permit direct
comparison with the subjective p intervals given by respondents in the NHST study,
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who told us about their intuitions of replication after seeing an initial result with a p
value.
To calculate an 80% subjective p interval for sets of 10 replication means from
the CI study, we first had to transform each mean into an equivalent p value. First, we
assumed that the original 95% CI (750 + 300) presented in the CI study was part of a
significance test. This assumption allowed us to calculate the values of H0 that would
give an initial p value of .02 and .15, the values of p used in the NHST study. For p = .02,
the values of H0 were µ = 394 and 1106. There are two values of H0 because we are
using two-sided CIs and two-tailed tests throughout, and so a particular p value can be
given by an H0 value either below or above the sample mean. Using either of those
calculated values for H0 and conventional two-tailed t-test calculations with a sample
mean of 750 and SD calculated from the CI width of + 300 gave, as intended, a p value
of .02. Using the same calculations with the 10 sample means in the set given by a
respondent gave us 10 equivalent p values. We repeated those calculations for p = .15,
for which the H0 values were µ = 530 and 970, to obtain a second set of 10 equivalent p
values.
To calculate an 80% subjective p interval, we assumed that underlying the 10
equivalent p values in a set was an implicit subjective distribution of replication p. We
estimated the 10th and 90th percentiles of that subjective distribution as described by Lai
et al. (2012), and took those estimates as the respondent’s 80% subjective p interval.
For each such subjective p interval we calculated the percentage of replication p values
it would actually include—the correct interval would include 80%; we refer to this
percentage as the width of the interval, in percentage points. The conservative formula
from Cumming (2008) gives, as mentioned earlier, the correct 80% p interval of
(.0003, .295) for initial p = .02, and (.007, .73) for p = .15; any subjective intervals
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narrower than these will be too short to include all 80% of replication p; it will have
width less than 80%. Note that in this reanalysis we derived both .02 and .15 estimated
p intervals from a single set of 10 replication means, whereas in the NHST study,
responses to the .02 and .15 conditions were given by separate groups of respondents.
Figure 5.7 shows the mean width of the 80% subjective p intervals, for each
discipline and initial p value, respectively for the CI and NHST studies. The filled
points represent data from the CI study, calculated as described above, and open points
represent the results reported in the NHST study. The dotted line denotes the correct
width for an 80% p interval. Estimates that fall below this point indicate that the
interval was too short to include all 80% of replication p values, hence an
underestimation of sampling variability. On average, respondents from the CI study
produced a subjective interval that was impressively close to the target 80%, covering
76% of replication p values. The median response was (.00048, .276) for the p = .02
condition, and (.0082, .69) for p = .15; these are quite similar to the correct intervals
stated in the previous paragraph. In stark contrast, respondents in the NHST study
usually produced subjective intervals that were very much narrower than the target 80%;
on average they provided a 37%, rather than an 80% prediction interval. The median
response for the p = .02 condition was (.007, .117), and for p = .15 was (.063, .37);
these are both much shorter than the correct intervals. Comparing the two studies, the
average subjective interval in the CI study was fully 39 percentage points, 95%CI [31,
43], wider than its NHST counterpart. There were no substantial differences between
the two disciplines or between the initial p values of .02 and .15, so it is reasonable to
summarise the results with all conditions combined.
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Figure 5.7. Average subjective p interval width, with 95% CIs, for each discipline and
initial p condition, for the CI and NHST studies. The filled points represent estimates
we calculated for the CI study, and open points represent results of the NHST study.
The target was an 80% p interval (dotted line). Means below this point indicate that the
interval was too short to include all 80% of replication p values, hence an
underestimation of sampling variability. The numbers at the bottom are the sample
sizes for the two initial p conditions; they vary slightly for the NHST study due to
uneven response rates. Towards the far right are means for Psych and Med combined
(All).
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Figure 5.8 shows the proportion of subjective intervals of various levels of
width, for the CI and NHST studies, and for both disciplines and initial p values
combined. Overall, there was large variability over respondents in the width of their
subjective intervals, but distinct patterns emerged for the two studies. For the NHST
study, the distribution of subjective interval width was approximately normal, and
centred at approximately 40 percentage points. Only 2% (2/110) of subject intervals
reached or exceeded the target 80% coverage. For the CI study however, the
distribution was negatively skewed; a substantial 51% (45/89) of respondents gave
subjective intervals that cover 80% or more replication p values. A notable 27% (24/89)
of respondents gave intervals that cover 70% to 79% of replication p; the remaining
22% (20/89) gave intervals that cover 69% or less. Therefore, respondents from the CI
study much more often gave estimates that better represent the true extent of sampling
variability than did those from the NHST study.
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Figure 5.8. Histogram of the proportion of subjective intervals at various levels of
width, for the CI study (black bars) and NHST study (grey bars). The histogram
combines intervals produced in the p = .02 and p = .15 conditions, by respondents from
Psych and Med. The target was an 80% p interval, represented by the tall vertical line,
so any estimate below this point indicates an underestimation of variability. A
subjective interval of 0% width is produced by respondents giving 10 identical
estimated p values, which indicates the extreme (and false) belief that all the ten
replications would give the same results as the initial study.

Analysis 2: Comparison in terms of Replication Means
An alternative analysis of variability is to examine the spread in a response set
of 10 sample means, as respondents in the CI study supplied. For that, we transformed
the data of the NHST study, from sets of 10 p values into sets of 10 equivalent sample
means. This procedure was the reverse of the CI study transformation described above
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as Analysis 1. First, we assumed that the initial p values of .02 and .15 were produced
by a fixed 95% CI of (750 + 300), with reference to the values of H0 calculated in
Analysis 1. Then, using conventional two-tailed t test methods, we calculated for each
set of 10 p values its equivalent set of 10 sample means, and calculated the SD of the
set.
Figure 5.9 presents example typical sets of 10 means that have the mean SD for
the NHST and CI (filled points) studies, for H0: µ = 394, initial p = .02 (left panel), and
for H0: µ = 530, initial p = .15 (right panel). As explained by Cumming et al. (2004b),
the theoretical sampling distribution of replication means has a SD of 216 around the
original mean. For the CI study, there was some underestimation of how replication
means will actually vary (average SD =165), but underestimation was much more
pronounced in the NHST study (average SDs = 69 and 58, for p = .02 and .15,
respectively).

Figure 5.9. Example of typical sets of 10 means that have been chosen as having the
mean SD for the CI (filled points) and NHST (open points) study, for the p = .02 (left
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panel) and p = .15 (right panel) conditions, and with Psych and Med combined. The
horizontal lines mark the H0 values corresponding to the stated p values.

Another approach to assessing the variability of means is to consider how many
means in a response set were positioned within the original CI. The long-run correct
average would be 8.3.
Figure 5.10 shows the relative frequency histogram of the number of means
located within the original CI for each study. For the NHST study, all 53 respondents
from the p = .15 condition had all ten calculated equivalent means inside the original CI.
In the p = .02 condition, 93% (53/57) of respondents had all 10 means located within
the CI; 98% (56/57) had 9 or 10 within the CI and one respondent placed eight means
within the original interval. For the CI study, 53% (47/89) of respondents included all
10 replication means within the original CI; 76% (68/89) placed 9 or 10 means within
the CI and 24% (21/89) of respondents placed 8 or fewer means within the CI, and the
percentages were similar for the two p values.
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Figure 5.10. Relative frequency histogram of the number of respondents who placed
various numbers of replication means (maximum 10) within the original CI, for the CI
and NHST studies. For the CI study, results are combined for the p = .02 and p = .15
conditions.

Discussion

Our two analyses are not, of course, independent, so we would expect them to
agree. Our most striking result is that researchers’ intuitions about sampling variability
differ so remarkably depending on how the results of the initial study were presented
and the response we asked for. When presented with an initial p value, respondents
generally gave replication p values that clustered too tightly to represent how much
replication p values will actually fluctuate simply because of sampling variability. In
the CI study there was a lot less underestimation, as assessed by our calculated
equivalent p values. On average, those respondents gave a 76% estimated subjective p
interval—a striking contrast to the average 37% subjective p interval produced by the
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NHST study, with only two of the 110 NHST respondents giving an interval that
reached the target 80% coverage level.
The second analysis assessed variability over replication in terms of the SD of a
set of 10 replication means. Respondents from both studies, on average, gave means
that were too tightly clustered: Average SDs were less than 216, the accurate extent of
variability. However clustering was much more severe in the NHST study, in which the
sets of estimated equivalent means had an average SD of 64. In the CI study, the overall
average SD of 165 was considerably closer to 216.
The relatively small extent of underestimation that both our analyses identified
in the CI study may reflect the confidence level misconception (Cumming et al., 2004),
which is the belief that 95% of replication means will fall within the 95% CI from the
initial study. As previously stated, on average 83.4% of replication means fall within
the initial CI. Cumming et al. (2004) reported that a large proportion of respondents
held the confidence level misconception. The large proportion of response sets in which
nine or 10 means were positioned within the initial CI is consistent with this
misconception.
By contrast, both our analyses identified striking underestimation of sampling
variability of p values. Cumming (2008) suggested that one likely reason for this
underestimation is that the sampling variability of p is seldom, if ever, mentioned in
textbooks or statistics education. The sampling variability of means and CIs are
important topics, discussed at length, illustrated and quantified, but p values are
calculated, often to 2 or 3 decimal places, then used to make decisions about statistical
significance without any consideration that a replication could easily give a very
different p value.
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Increasing researchers’ familiarity with prediction intervals, and the comparison
with CIs, may help undermine the confidence level misconception and improve
researchers’ intuitions about the extent of sampling variability of replication means.
Prediction intervals are widely available in statistical packages such as R and SAS.
Improving researchers’ intuitions about p and replication is likely to be a bigger
challenge. Cumming (2008) suggested that the sampling variability of p should be
discussed explicitly and quantified by calculating and reporting p intervals. Cumming
(2012, Chapter 5) discusses replication and provides simulations to explore the extent
of sampling variability of means, CIs, and p values.
Our general conclusion is that researchers in psychology and medicine have a
reasonable appreciation of the extent of variability over replications of sample means,
but severely underestimate the extent of the variability over replication of the p value.
This conclusion provides one further reason to prefer estimation and CIs over NHST
and p values (Cumming, 2012; Kline, 2004). Our findings also suggest that improved
understanding of replication, which is at the heart of science, is needed, especially if
researchers insist on continuing to use NHST.
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Interim Summary

In this chapter, I evaluated Tversky and Kahneman's (1971) argument that CIs
are better than p values at informing and raising researchers' awareness about the extent
of sampling variability. The appreciation of this variability should lead researchers to
place less emphasis on statistical significance, and therefore disturbs the habit of
dichotomous thinking (Cumming, 2008; F. L. Schmidt & Hunter, 1997).The research
in this chapter provided initial evidence for Tversky and Kahneman's argument.
Underestimation of sampling variability was much less severe when experimental
results were presented as CIs rather than as p values. In fact, researchers presented
with CIs gave estimates that approximate closely with the true extent of sampling
variability. However, while CIs were very effective at improving researchers'
appreciation of sampling variability, they were only moderately effective in reducing
the cliff effect (as shown in Chapter 4). Researchers often interpreted CIs as NHST,
and misconceptions about CIs were also responsible for further reinforcing
dichotomous thinking. Nonetheless, there is evidence suggesting that these limitations
could be overcome by using better pictures of CIs and providing students with further
training and experience with estimation.
So far, my research program has examined two aspects of dichotomous
thinking: the cliff effect in Chapter 4, and the underestimation of sampling variability
in the current chapter. The overall findings from these chapters provided empirical
support for the effectiveness, or at least the potential of CIs in reducing dichotomous
thinking. In the next empirical chapter, I explore dichotomous thinking with a more
ecological valid approach—a journal survey. This survey investigates how journal
article authors from psychology formulate their research aims and interpret their results
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either in terms of NHST or CIs. In that, I studied 85 short reports published in the
journal Psychological Science, and examined the typical expressions and words
researchers used to formulate their research aims and questions and those used to report
and interpret experimental results. I also examined, for the first time, a possible
association between researchers' choice of inferential method and their choice of
language. Results of this survey provided initial evidence for assessing the question
model introduced in Section 3.2. As was described earlier, this model predicts that
researchers who express their research aims and questions in estimation language are
more likely to interpret effect sizes and error bars than those who use dichotomous
NHST language.
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CHAPTER 6. THE LANGUAGE OF PSYCHOLOGY

In this empirical chapter, I investigate the extent to which the reporting of CIs
is associated with the deliberate use of estimation rather than dichotomous NHST
language. This study, titled " The Power of Words: How Researchers Express Their
Questions and Interpret Experimental Results", is written as a manuscript prepared for
journal submission. The page and table numbers in the manuscript have been
reformatted so they are consistent with the format of this thesis. No other
modifications were made.

The Power of Words: How Researchers Express Their Questions and Interpret
Experimental Results

For men believe that their reason governs words, but it is also true that
words react on the understanding… whenever an understanding of greater
acuteness or a more diligent observation would alter those lines to suit the
true divisions of nature, words stand in the way and resist the change.
—Sir Francis Bacon, 1620, p. 70

In this paper, we report an exploratory survey of the use of language in
published research in psychology. This survey examined the typical expressions and
words researchers used to formulate their research aims and questions and those used
to report and interpret experimental results. We explored the extent to which the use
of language may be associated with the two most frequently used inferential
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techniques in psychology—Null Hypothesis Significance Testing (NHST) and
estimation.
In a recent article, Cortina and Landis (2011) described NHST as a ‘translation
mechanism’—it translates something continuous, namely data, into something
categorical, namely words. It does this using the familiar structured rule: "If p reaches
a predetermined cut-off, then words such as 'statistically significant' and 'thus making
chance an unlikely explanation for the departure of our result from zero' are justified"
(p. 333). Otherwise, the antonyms of these expressions are in place, such as
'statistically nonsignificant' and 'failed to reject the null hypothesis (i.e., zero)'.
The most useful aspect of NHST, according to Cortina and Landis (2011), is
that it offers a very well-structured and objective mechanism that translates chance, a
complex and abstract concept, into language (i.e., significant-or-nonsignificant). This
mechanism, which Cortina and Landis believed is the strength of NHST, is precisely
what critics found problematic. Reviews by Meehl (1978) and Tukey (1991)
suggested that this rigid and dichotomous mechanism has restricted the way
researchers think, and even the questions they ask. They argued that dichotomous
thinking, as reinforced by NHST, has led psychologists to routinely ask dichotomous
and uninspiring questions, for example, "Does the intervention produce an
improvement?", and answer them with a dichotomous statement of whether the
improvement was statistically significant. Asking and answering such questions gives
researchers little incentive to think hard and develop well-defined theories from which
precise numerical predictions can be derived (Gigerenzer, 1998a).
Unlike the translation mechanism of NHST, Cortina and Landis (2011)
described estimation as "almost entirely undeveloped". They claimed that "authors
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[who practice estimation] don’t even refer to phenomena such as chance, relying
instead on vague terms such as ‘‘strong’’ and ‘‘weak’’" (p. 333). Cortina and Landis'
(2011) argument is correct in that estimation as a translation mechanism is not yet
fully developed, but it may have understated the advantages this flexibility may bring.
Before elaborating on this, it is important to clarify that estimation does address the
concept of chance, but it does not force researchers to think and communicate strictly
in terms of chance. A 95% confidence interval has, in a certain sense, a 95% chance of
capturing the population parameter; the expression "statistically significant" can be
used to describe situations in which a 95% CI does not overlap with the value stated
in the null hypothesis, say H0: µ = 0. However, this artificial and dichotomous
translation for chance has been claimed by many as scientifically and practically
useless: A trivial effect can reach statistical significance in a large experiment, but a
large and meaningful effect can fail to reach statistical significance in a small
experiment simply due to a lack of statistical power (Kirk, 1996; Loftus, 1996; Meehl,
1978; D. S. Salsburg, 1985; F. L. Schmidt, 1996). For these reasons, it may in fact be
the strength of estimation that it does not operate under a rigid and dichotomous
translation of chance.
Estimation emphasizes interpretive judgments about the sizes of effects and
estimation errors. In some cases, researchers interpret an effect in terms of its size
using expressions such as "strong" and "weak". Cortina and Landis (2011) argued that
such expressions are vague and largely subjective because they are usually not
quantitatively calibrated. In other cases, researchers simply justify these expressions
with the arbitrary cut-offs proposed by advocates of estimation such as Jacob Cohen
(1988). Cortina and Landis criticized this practice by quoting Bruce Thompson (2001):
"If people interpreted effect sizes [using fixed benchmarks] with the same rigidity that
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α = .05 has been used in statistical testing, we would merely be being stupid in
another metric’’ (pp. 82-83). However, as strong as Thompson's criticism might be, it
was not directed at the use of descriptive adjectives for sizes of effect, but rather the
practice of using fixed benchmarks for interpreting effect sizes. On this topic, Cohen
(1988) himself wrote in the very same book where he presented the conventional
benchmarks:
"...these proposed conventions were set forth throughout with much
diffidence, qualifications, and invitations not to employ them if
possible [italics added]... They were offered as conventions because
they were needed in a research climate characterized by a neglect of
attention to issues of [effect size] magnitude". (p. 532)
Expressions such as "strong" and "weak" are most informative when they are
defined in relation to numerical hypotheses derived from a theory, or effect sizes
obtained in past research on the same or similar topics. Thompson (2002) , for
example, provided a working example of how to present CIs from prior studies within
a literature into a single picture together with the CIs from a new study, to help
researchers see the literature (see Figure 6.1). He argued that integrative figures like
this may prompt researchers to think meta-analytically, and prevent them from placing
too much emphasis on results of single studies. Furthermore, it is important to note
that such integrative figure can also provide contextual information to help distinguish
a large effect size from a small, or even a medium effect size. In this regard,
estimation is not just a mechanism that translates data into categorical language. It is a
mechanism that requires researchers to make interpretative judgments about the
outcomes of experiments, with explicit reference to the theory, past research, and
other practical considerations. Making these expectations explicit can help remove the
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subjectivity that may bias any interpretive judgments. These judgments are almost
always more informative than the significant-or-nonsignificant statements automated
by NHST.

Figure 6.1. An integrative figure of CIs across studies, as extracted from (Thompson,
2002, p. 30)

Cumming and Fidler (2009) argued that, because CIs provide both point and
interval estimates, they prompt researchers to think and communicate in terms of
estimation. One practical aspect to this argument is that CIs prompt researchers to ask
better, more quantitative research questions, for example, "How large an improvement
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does the intervention produce?" They argued, further, that asking and answering these
questions may prompt the development of better, more quantitative theories. For
example, theories that postulate a particular functional relationship between the
intensity of an intervention and the size of improvement, rather than those that merely
postulate an unspecified improvement (also see Coulson et al., (2010)).
The argument by Cumming and Fidler (2009) in favor of CIs is appealing, but
has not yet been empirically examined. It is possible, for example, that at least some
researchers would direct their questions and interpretive judgments at the sizes of
effects, even when using NHST. Conversely, some researchers may focus on the
"whether or not" questions even when using CIs, and answer them only with
dichotomous statements of whether or not effects were statistically significant. Here,
we report a survey of published articles that explored the typical expressions or words
researchers used to formulate research aims and hypotheses, and those that were used
to report and interpret experimental results. The main focus of survey was to examine
the extent to which the use of language for setting up research aims (e.g., to estimate
an effect or to test a directional hypothesis) may be associated with how results are
reported (i.e., as NHST or CIs) and whether effect size and interval estimates are
interpreted.

Method

Article Selection
Eighty-five articles published in Psychological Science between February
2006 and July 2011 were examined in this exploratory survey. All selected articles were
published in the “Short Reports” section, with a limit of 1000 words. We focused on
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short reports containing a single experiment to ensure that the experimental aims were
presented concisely, without repeated paraphrasing. Also, the restriction on article
length means that authors would be likely to interpret only the most important outcome
of the study, and focus only on what they thought was the most important information
produced by the analysis. We selected Psychological Science for this exploratory
survey because it is a high quality journal that publishes research from various fields
of psychology and , therefore, should give a reasonable snapshot of current practices
in the field.
The Coding Procedure
The introduction, results, and discussion sections of each article were coded
independently by three coders. This independent coding system was imposed to avoid
potential biases or expectancy effects. The level of agreement amongst coders was
very high for all three sections (Cohen's Kappa Introduction= .93, Cohen's Kappa
Results = .86 and Cohen's Kappa Discussion = .84).
Coding of Introduction Sections
Coders were given a list of expressions developed a priori (see Table 6.1). The
first three columns are expressions that are commonly used for constructing aims of
scientific research. The fourth column contains terms that are common for posing
research questions. These expressions implied various degrees of quantitativeness. For
example, the phrase ‘estimate the extent to which’ implies greater attention to effect
size than ‘test whether’; the latter implies a greater emphasis on answering a
dichotomous question.
Coders were instructed to record the number of times these expressions were
used in the introduction of the assigned article for posing the research aims or questions
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of the experiment, and to record the actual text containing the aims and hypotheses.

Table 6.1
The list of target expressions for coding the Introduction section. Coders recorded the
number of times they were used in the introduction of the article to pose research aims
and questions. Expressions not listed were recorded under the ‘Others’ section.
Confirm / demonstrate…

...the effect of

Claim

Are / is….?

Contend...

...the extend of

Contention

Can…?

Contrast / compare…

...the extent to which

Expectation

Do / does…?

Estimate…

...the impact / influence of

Hypothesis

How…?

Evaluate / examine / explore…

…relationship between

Possibility

What…?

Expect…

...the role of

Prediction

When…?

Hypothesize…

...whether

Significant

Investigate …

...if… (e.g. …test if…)

Predict
Test

Others (Specify) :
____________________________________________________
Coding of Results Sections
The coding process for the Results section began by recording the kinds of
effect size measures reported. These ranged from raw to routinely reported, and
standardized or unit free, effect size measures (Table 6.2). Coders also recorded
whether p values and error bars were reported, in text, tables, or figures.
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Table 6.2
The list of effect sizes coded for the "Results" or "Results and Discussion" section.
Raw effect
measures
M

Routinely
reported
r

Standardized or
units free
Cohen’s d

(M1 – M2)

R2

Glass’s g

Mdiff

β

Hedge’s g

%

b

w

(%1 - %2)

η

w2

η2

Cohen’s f

Unknown
“Effect size = …”

Cohen’s f2,
Roy’s θ
ε2
Odds ratios

Next, the coders recorded whether error bars and effect size measures were
interpreted. Interpretation of error bars was broadly defined as any mentioning of the
interval width or overlaps, it also include instances where error bars were used to infer
statistical significance.
Effect Size Interpretations
For effect size interpretation, a positive code (i.e., present) applied only to cases
where the observed effect size was (a) specified in the text, and (b) used as the subject
of interpretation. Ambiguous wordings such as “results, findings or effects [were
consistent with previous research]” were not counted as effect size interpretation unless
they are immediately accompanied or preceded by (a) and (b). Guided by published
discussions (Kirk, 1996; Oakes, 1986; Wilkinson & Task Force on Statistical Inference,
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1999), our coding consisted of four broadly defined classes of effect size interpretations
described below and, for every instance of effect size interpretation, coders recorded its
corresponding class and extracted the text containing the actual interpretation.
Empirical Interpretations
An empirical interpretation is made when authors make explicit comparisons
between the "new" effect sizes obtained in their own study to the "old" effect sizes
from past research. This category was further divided into qualitative and quantitative
interpretations. Qualitative interpretations are made when the author made only the
"new" effect size explicit, for example, "...improved by 48% (95% CI [36, 58]), which
is consistent with Smith (1997) who found similar improvements in children with
autism". Quantitative interpretations consisted of cases where the author makes
explicit reference to both the "new" and "old" effect sizes, for example, "...improved
by 48% (95% CI [36, 58]). This result is consistent with Smith (1997) who observed a
45% [32, 63] improvement in children with autism".
Contextual Interpretations
A contextual interpretation is made when authors interpret the obtained effect
size with respect to a specific research context, or the typical effect size of that or a
related research topic. One article, for example, estimated the iconic memory capacity
of 6-month-old infants with a recall task, and found a hit rate of 61.2%. This high rate,
as the authors explained, can be regarded as high because "unlike adults, infants
cannot be expected to exhibit performance asymptotes at 100% correct; indeed,
infants’ asymptotes were around 60 to 65%". This explanation exemplifies a
contextual interpretation of the obtained effect size.
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Methodological Interpretations
A methodological interpretation is made when authors explain the observed
magnitude of effect with respect to the design of the experiment. Attributing a small
effect size to incomplete or biased sampling is one such example. However,
explanations concerning categorical (e.g., nonsignificant) results were not counted as a
methodological interpretation of effect sizes.
Practical or Clinical Interpretations
Authors discuss the practical or clinical relevance of the observed magnitude of
effect. This includes cases in which the author discusses or establishes criteria of
clinical or practical significance. To qualify such criteria have to be based on the
magnitude of an effect rather than p values.
Language for Reporting Statistics
Next, the coding system targeted, more closely, the language used to the report
test results. First, when a p value was a little larger than .05 or some other conventional
criterion value, coders recorded any expressions used to qualify the statistical
significance, such as ‘approaching’, ‘marginally’, or ‘near significance’, and their
associated statistics. Such expressions are inconsistent with the formal theories of
significance testing and their uses have been criticized by many researchers (e.g.,
Cumming, 2012; Dar et al., 1994; Frick, 1996; Gigerenzer, 1993, 2004). Expressions
such as practical or clinical significance were also coded in this section to account for
any mentioning of these concepts that does not fit the profile of an effect size
interpretation.
To further explore the common terminologies used to report statistical results,
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and the kinds of statistics that accompany them, coders looked for several kinds of
sentence structures commonly associated with different kinds of results. The following
section contains a brief description of the four target structures. Coders recorded the
sentence containing the items below and the reported p value, effect size, and error bar,
as well as the page number.
Greater or Less than…
This category covers cases where it was claimed that one quantity was greater or
less than another, such quantity includes correlations, means, and other kinds of effect
sizes. Terms that have similar (or equivalent) meanings were also coded under this
category (e.g., higher or lower, better or worse), for example, "...gay associates were faster
when the words were primed with gay faces...".

Differ / Effect or Not
This category covers cases where it was claimed that (1) one quantity differed or
did not differ from another or (2) there was or wasn’t an effect. The term effect also
includes ‘interaction’, ‘main or simple main’, and ‘mediation and moderation’ effects.
Therefore, phrases such as ‘failed to create change…’, ‘did not moderate…’, or ‘no
difference or effect’ were coded under this category as well as sentences suggesting that
the effect sizes across two or more conditions were “identical”, “comparable” or “the
same”.
Describing Associations and Single Correlations
This category only covers the expressions authors used to describe single
correlations (r or r2), or the association or relationship between two measures (b or β),
for example, "...greater boredom in Year 7 strongly and significantly predicted less
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satisfaction...". It does not include comparisons between two or more correlations of
measures of association.
Describing Single Effect Size Measures
This category covers cases where authors make absolute statements about
means, percentages, Cohen’s d and other reported effect size measures (i.e., high,
substantial, remarkable), for example, "...unacquainted judges achieved a high degree
of consensus concerning participants’ psychological adjustment...". By absolute, we
refer to any qualifying statements about an effect size measure that were not relative to
other reported effect size measures.
Coding of Discussion Sections
For the discussion sections, coders began by recording the main findings of the
study, which are usually concisely summarized at the start of the discussion. They then
recorded any instances of effect size and error bar interpretation.

Results

The Wordings of Research Aims
Of the eighty-five articles, 73% (n = 62) aimed to test dichotomous claims.
These articles posed questions containing the term ‘whether’. For example, ‘whether or
not there are differences...between males with female…and…male co-twins’. Of these
sixty-five articles, 5 posed their research aims as questions, all of which were
dichotomous (e.g., Can action influence perception?). Very often, the articles (55%, n
= 34) contained explicit hypotheses or predictions derived from a theory, such as, "we
hypothesized that the mere anticipation of more proximate feedback would cause
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people to perform better", but all such predictions were non-numerical. In stark
contrast, only 3 of the 85 articles were set out to estimate the size of an effect, for
example, to estimate the capacity of iconic memory in infants.
The remaining 24% (twenty of the 85 articles) were guided by a comparatively
neutrally worded aim, for example, "...examining the effects of anger and fear on voters’
decision making". In eighteen of these, 12 contained an explicit hypothesis, all of
which were non-numerical. It is worthwhile to note that of all the non-numerical
hypotheses, one article did make predictions about the overall shape of the results: ‘We
predicted that the interaction of these proposed processes would lead to an
inverted-U-shaped function…’. The final three articles did not contain any an explicit
research aims of hypotheses.
Reporting Practices and Language
As expected, most of the 85 articles contained either p values (95%, n = 81), prep
(38%, n = 32), or both (21%, n = 18). Error bars were reported in 60% (n = 51) of the
eighty-five articles. The error bars often represented standard errors (n = 36), and were
sometimes CIs (n = 8) or unlabelled (n = 7). These error bars were more often presented
in figures (84%) than in text (10%) or tables (6%). However, although error bars were
often reported, they were seldom interpreted. Of the 51 articles that reported error bars,
only five contained any interpretation of the reported error bars, and all five
interpretations were in terms of NHST: “There was a significant cost no matter whether
the probed set was presented first (0.52 + 0.36 items) or second (0.67 + 0.40 items).”.
No article contains any mentioning of interval width or overlap.
All eighty-five articles reported some effect size measures. This finding is
expected given our broad definition of an effect size. Almost all articles (94%, n = 80)
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reported raw effect size measures as part of the descriptive statistics (i.e., M, Mdiff,
percentages). Routinely reported effect sizes (i.e., r, r2, β, η2) were found in 55% (n = 47)
of articles; r and η2 were by far the most common within this subcategory, reported in
35% and 37% of articles, respectively. Standardized effect sizes were reported in 31
articles, of which 90% were Cohen’s d. Overall, the proportion of articles containing at
least one effect size measure of either the routinely reported, or standardised categories,
was 92%, a figure somewhat higher than the 77% obtained in Kirk’s (1996) survey of
the Journal of Applied Psychology, for articles published in the year 1995, and notably
higher than those in Kieffer et al.'s (2001) survey of effect size reporting in articles
published in the American Educational Research Journal (AERJ; 50%) and Journal of
Counselling Psychology (JCP; 56%) in the same year. These results suggest that
while effect size reporting has become more prevalent in recent years, such practice
may be more common in some areas of psychology than others, as illustrated by the
difference between Kirk (1996) and Kieffer et al. (2001).
Despite the fact that most (92%, n = 78) articles reported at least one
statistically significant difference between two or more effect sizes, only 59% of those
78 (n = 46) provided direct quantification of the actual difference for any greater or less
than statements: Forty-two (91% of 46) reported some standardized or routinely
reported effect size for the difference and another 4 reported the exact difference
between means. Of the remaining 32 articles that did not report the actual difference,
59% (n = 19) reported sufficient information for computing a standardized measure for
that difference (i.e., Means and SD, SE, or CIs of the two independent groups). Ten
articles (28%) reported only the means of single groups; another 4 did not report any
point estimates.
Of the 86% (73 of 85) that reported at least one differ / effect or not statement,
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only 49% (n = 36) reported standardized or routinely reported measures of the
difference. One article reported the exact difference between means. Of the 37 articles
that did not report the actual difference, only 38% (n = 14) contained sufficient
information for calculating a standardized effect size; 24% (n = 9) reported means of
single groups and as many as 38% (n = 14) did not report any point estimates.
An exploratory analysis of the language for reporting statistical results revealed
that 64% of articles (54 of 85) used the expression “significant” (as opposed to
"statistically significant”) when p was less than .05. More often, in 82% (70 of 85) of
articles, statistically significant test results were also reported with more general
statements such as” …art students showed lower stereo accuracy than the non-artist
control subjects for all nonzero disparities (p = 8 × 10−5, paired t test)”. In only 12%
of articles (10 of 85) was the actual size of the difference between groups used as part
of a sentence: “Positive emotions were recognized 97 ms more rapidly than negative
emotions when female faces were shown”. In 15% of articles (13 of 85), effect sizes
were described by their size: “...differed significantly as a function of…and had a
medium effect size (W = .25)”.
Of the 62 articles that contained statistically nonsignificant test results, 68% (n
= 42) used expressions such as “no correlation”, “no difference”, and/or “identical”.
Only 26% of these articles (11 of 42) reported the actual difference between the
groups, of which one was also accompanied by a Bayesian analysis in the attempt to
quantify the evidence for a lack of difference. Another 36% of articles (15 of 42)
reported information necessary to calculate the actual difference underlying the
nonsignificant result but not the actual difference itself. Furthermore, some 12% of
these articles (5 of 42) reported statistically nonsignificant test results as “marginally
significant…p = .07”—a practice that has been deemed problematic by many.
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Effect Size Interpretation
Of all 85 articles coded in this survey, only 12% (n = 10) contained some
interpretation of effect size in either the results or discussion section. In half of these
articles (5 of 10), the reported effect size was compared with those obtained in previous
research, of which only two specified both the current and previous effect size estimate,
for example, “The difference between the estimated slope (47.64°) and the actual slope
(30°) resembled the difference between the estimated and actual slope of the 31° hill in
Proffitt et al. (1995; 17.64° for the escalator, 18.83° for the hill)”. The other three
articles wrote only that the reported effect sizes were consistent with past research, for
example, “Within-country correlations between ISE and ESE were near zero ( .09 < rs
< .15); this finding is consistent with previous observations of weak positive
correlations between ISE and ESE…”.
In the remaining five cases, one interpreted the effect size based on the crude
benchmarks proposed by Cohen (1994): “…d = 0.71. With Cohen’s d ranging from 0.5
to 0.8, these effects had a moderate to large magnitude”. Several researchers have
criticized this benchmark interpretation of effect sizes as being just as rigid as relying
on α = .05 (e.g., Cortina & Landis, 2011; Thompson, 2001). On the other hand, the
other four articles offered a more contextualised interpretation of the effect size
measures. Authors of these articles explained the size of the effect based on the context
from which they arose, for example, “The effect size (b = .26) is quite dramatic
considering that it predicted regressed change over 9 years and the sample includes
only couples still together at year 16”.
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Association Between Research Aims and the Interpretation of Point and Interval
Estimates
Of the 10 articles that contained any effect size interpretation, three came from
the 20 articles that were guided by a neutrally worded aims such as examining the role
or influence of a particular construct or to test a hypothesis (15% of 20). Another six
cases of effect size interpretations came from the 62 articles that were guided by a
dichotomously worded aim (10% of 62). Only one incidence of effect size
interpretation occurred in the 3 articles that were aimed to estimate the size an effect
(33% of 3). Based on this very small sample at least there was no clear association
between the nature of research aims and the likelihood of the interpretation of point
estimates. The same limitation applies to the interpretation of error bars.
Association Between Research Aims and Main Research Findings
In a high 94% of articles (80 of 85), the summary of main research findings
consisted only of sets of ordinal, dichotomous statements. For example, one article
stated that “We also found that females with male co-twins outperformed females with
female co-twins”. The magnitude of difference was not specified or described in the
summary or elsewhere in the discussion. Of the 73% of articles (62 of 85) that posed a
dichotomously worded aim or research question, all contained a summary consisting
only of dichotomous claims. In addition, only 3 of the 85 articles incorporated an effect
size as part of their findings: “With feedback, participants corrected more than two
thirds of their errors (M = .71)".The other two summaries contained some descriptive
adjectives for the observed effect: “…unacquainted judges achieved a high degree of
consensus concerning participants’ psychological adjustment…”. Of the three articles
that aimed at estimation, two presented their main findings in the formats above.
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Discussion

Our reasoning shapes the way we use language, but it is also true that language
shapes the way we think. Sir Francis Bacon (1620) reminded us that while our thoughts
are receptive, and tend to adjust to new (often better) ideas, language stands in the way
and resists the change. Our survey provided preliminary evidence for this
description—a description applicable to psychology's statistical reform from NHST to
estimation.
Our findings revealed that more than half the time (73% of articles, 62 of 85)
research in psychology is guided by a dichotomously worded aim or question, for
example, to investigate whether or not an unspecified effect exists. Such aims are
worded in a way that is consistent with the dichotomous outcomes of NHST: whether
or not an effect is statistically significant, and so whether or not to reject H0. It has been
argued that reporting error bars, especially CIs, may prompt researchers to use
estimation language (Cumming, 2012) and ask better questions that focus on "how
large" rather than "whether or not" (Cumming & Fidler, 2009). Our findings failed to
provide evidence for this argument: Of all the eighty-five articles we surveyed, 60% (51
of 85) reported error bars, but only 4% (3 of 85) posed a research aim in estimation
language. Therefore, whilst estimation techniques were often reported in psychological
research, it seems that the dichotomous language of NHST stood in the way and
resisted the change.
Our findings revealed that most articles 94% (80 of 85) reported some
measurement of effect size. That is expected because of our broad definition of an
effect size. However, only 12% of articles (10 of 85) contained any interpretation of
effect size. Substantive interpretation in terms of the practical and theoretical
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implications of the reported effect size was found only in a minority of these 10 articles.
More often, the reported effect sizes were said to be consistent with those obtained in
past research using the same or similar variables, but only two of these articles specified
the actual effect size. Such interpretations have fallen short of the recommendation by
the APA (2010) that researchers should base interpretation on point and interval
estimates whenever possible, and Meehl’s (1978) and Kirk’s (1996) definition of a
substantive interpretation.
Very often, experimental outcomes were expressed as dichotomous claims,
such as X differed from Y, coupled by a statement of statistical significance. Only about
half of these articles reported some standardized or routinely reported effect size for the
difference, or reported the exact difference between means This increased considerably
with the description of correlations and single effect size measurements. Because the
primary outcome of NHST is a statement of whether or not the test result is statistically
significant, it is hardly surprising that most of the reported results were presented using
dichotomous language.
Our initial expectation was that the language of research questions, either
dichotomous or estimation, may have a causal relation to whether effect size and
interval estimates are interpreted in an article. However, our findings suggested there
was no association between the language of research questions and the interpretation
of interval estimates; none of the articles contained any error bar interpretation.
However, our findings revealed that effect sizes were interpreted somewhat more
frequently in articles that were aimed at estimation (33%, 1 of 3); the percentages
were 10% (6 of 62) and 15% (3 of 20) respectively for articles guided by a
dichotomously and neutrally worded aim. Further research is needed to examine the
reliability of this trend which was produced by only very limited samples. Also, future
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research may consider extending the study of language to disciplines that share a
statistical tradition different from that in psychology, such as medicine which has a
longer history with estimation, and ecology which has a heavier focus on Bayesian
statistics. Such research may shed light on how analytic procedures, as a translation
mechanism, may facilitate or limit the research questions scientists ask, the information
they emphasize (or neglect), and even the theories they develop.
In conclusion, NHST is a mechanism that translates the concept of chance into
dichotomous language—statistically significant or non-significant. However, in
science, we are interested not only in the concept of chance, but also the size of effects,
the uncertainty with our estimates, and the practical and theoretical implications of our
results. For these reasons, estimation is better suited to the goal of science than NHST
because it provides a broader range of language to address all this information.
However, our findings suggested reporting of error bars does not necessarily lead to the
use of estimation language. It seems plausible that to think and communicate in terms
of estimation is a skill that requires training and deliberate attention.
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CHAPTER 7. GENERAL DISCUSSION

Cumming (2012) pointed out that there are two main parts to the statistical
reform argument—the negatives and the positives. He explained that "the negatives
are criticisms about NHST, and the positives refer to advantages of estimation and
other recommended techniques [such as Bayesian and model-fitting techniques]" (p.
21). This thesis focused on one of these negative arguments and its corresponding
positive. The negative was that NHST reinforces dichotomous thinking, and the
positive was that CIs can help break the habit of dichotomous thinking, and encourage
estimation thinking.
The research program of this thesis evaluated these arguments by exploring
and comparing researchers' cognitions with NHST and CIs over three different aspects
of dichotomous thinking: the cliff effect, the underestimation of sampling variability,
and the use of dichotomous language in psychological research. My investigation was
directed specifically at the proposed advantages of CIs (as opposed to other
mainstream alternatives such as Bayesian techniques) because CIs are the most
frequently recommended alternative to NHST in the APA Manual and amongst
published reform discussions. A more substantial reason is that there are at present
better materials (e.g., textbooks, software, teaching examples) for making estimation
accessible to students and researchers than there are for Bayesian approaches.
In this final chapter, I will first give an integrative summary of the key
findings from each of my empirical chapters, and their implications to my two
models—the NHST and CI models—of dichotomous thinking (Section 7.1). Based on
my findings, I will discuss why a simple replacement of NSHT with CIs will not
necessarily bring substantial changes to the way researchers think about and interpret
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statistics. In Section 7.2, I will propose three classroom exercises that may help
students overcome dichotomous thinking, and move beyond that to statistical thinking,
with a particular focus on estimation. In Section 7.3, I will propose some ideas and
questions that may help guide future research into dichotomous thinking, and, more
generally, the cognition of p and CI. To conclude this thesis, I will suggest possible
changes to the teaching and practice of statistics that may further facilitate a fruitful
reform for psychology.

7.1

Main Findings and Theoretical Implications

The research program of this thesis was guided by two competing models. So
before furthering this discussion, it may be helpful to recap them briefly, and highlight
the key aspects of these models that were explored empirically in my research
program.
7.1.1 A Brief Recap of the Vicious Cycle of Dichotomous Thinking
In Section 2.1, I described the vicious cycle of dichotomous thinking that
focuses on the negative component of statistical reform—the published criticisms of
NHST (Figure 2.1). The model suggests that the focus of NHST on
reject-or-do-not-reject decisions has restricted the way researchers think, and even the
way they communicate. In the stages of research planning, dichotomous thinking
drives researchers to formulate their ideas and questions using dichotomous
expressions, such as "whether or not", to match the decision making of NHST.
After data collection, the cycle then proceeds with the reject-or-do-not-reject
decision making of NHST, based on sharp benchmarks of statistical significance (e.g.,
p < .05 or .01). Then, the test result, depending on whether or not it is statistically
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significant, is translated into a dichotomous, and seemingly definitive statement of
whether or not an effect exists. Finally, the statement is incorporated as part of an
existing, or emerging theory, but does little to enhance the theory’s predictive and
explanatory validity (Meehl, 1978). As part of the vicious cycle, later studies, again, are
carried out to test the dichotomous and imprecise hypotheses derived from these
theories, and thus allow the cycle to continue.
The description above covers the procedural, or explicit component of the
model. However, as was pointed out in Chapter 2, there is another, perhaps more
insidious part of dichotomous thinking that was not described in the model—the
misconceptions of NHST. Some reformers pointed out that these misconceptions were
responsible for sustaining the dominance of NHST in psychology, and thus the
continuation of the cycle of dichotomous thinking.
7.1.2 Predictions and Assumptions of the CI Model
In contrast, the CI model (Figure 3.1) was constructed from the positive
arguments of reform—the proposed advantages of CIs and estimation over NHST.
This model predicts that the frequent use of CIs may help break the vicious cycle of
dichotomous thinking because CIs prompt researchers to think and communicate in
terms of estimation. This prediction was backed by several untested assumptions;
three were examined in this thesis.
The CI model predicts that, in the stages of research planning, the use of CIs
may prompt researchers to ask better, more quantitative research questions that
emphasizes the size of effects, for example, " how much do X and Y differ?”. These
questions may, in turn, prompt researchers to engage in more thoughtful and
integrative interpretations based on effect sizes, error bars, descriptive statistics, and
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theoretical and practical importance, among other information. This prediction rests
on the untested assumption that CIs are likely to lead to a deliberate use of estimation
language rather than dichotomous NHST language.
After data collection, the CI model then assumes the reporting of CIs for all
the results and outcomes of the experiment. The model predicts that because CIs
provide an explicit summary of effect size and precision, researchers would be much
less likely to think strictly in terms of a reject or do-not-reject dichotomy. This
prediction rests on the untested assumption that researchers would more likely to
consider, and base their interpretations on effect sizes and precision simply because
they were featured in a CI.
Finally, after a combined assessment of the CI (i.e., effect size and precision)
with all other available information (e.g., effect sizes from past research, theoretical
and practical importance), these results and interpretations are used to enhance the
predictive and explanatory validity of an existing, or emerging theory. As part of the
model, later studies are guided by the precise numerical predictions—which could be
point or interval predictions—derived from these theories.
In addition to the above procedural description, reformers often argue that CIs
are less prone to misinterpretations, including those that help keep NHST, and thus the
cycle of dichotomous thinking, alive. My research program focused on one particular
misconception—the law of small numbers—which claimed to have undermined
researchers' receptiveness to the (usually huge) extent of sampling variability in
replication. This misconception has been commonly identified with NHST (e.g.,
Cumming, 2008; Tversky & Kahneman, 1971), and part of my program was to
examine the extent that the use of CIs could help reduce this.
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The primary goal of my research program was to evaluate the three
assumptions underlying the CI model. An investigation of those assumptions is also
vital for my central research question: How plausible is it that CIs can help researchers
overcome dichotomous thinking, and engage in estimation thinking that involves
deliberate use of estimation language, and thoughtful interpretation of effect sizes and
estimation errors?
7.1.3 Implications of the Two Competing Models
In this section, I will discuss my central research question by reviewing the
primary findings of my research program, reported over three empirical chapters
(Chapters 4, 5, and 6). Rather than reviewing my empirical findings in a
chapter-by-chapter manner, the topics of my discussion will be ordered according to
the CI model description given in the previous section: (1) language, (2) decision
making, and (3) underestimation of sampling variability, which were examined
respectively in Chapter 6, 4, and 5.
Language in psychological research
In Chapter 6, I reported a journal survey that explored the use of language in
85 short reports published in Psychological Science. This survey explored how
plausible it is that an association may exist between reporting practices (i.e., NHST or
CIs) and the language used to formulate research questions and aims (e.g., "to
estimate" or " whether or not"), as well as whether substantive interpretations of effect
size and interval estimates were made in an article.
Overall, my findings revealed that research questions in psychology are very
often asked and examined in a dichotomous way: Of the 85 articles included in my
survey, 73% (62 of 85) were guided by a dichotomously worded aim or question, such
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as, to investigate whether or not a particular effect exists. These findings were
compatible with a high prevalence of NHST reporting (95%, 81 of 85) and the overall
rareness of substantive interpretation of effect sizes (12%, 10 of 85). In most articles,
the result and discussion sections consisted mainly of dichotomous statements of
whether or not an effect was statistically significant, and so whether or not to reject H0.
According to the CI model, the reporting of CIs should lead to a deliberate use
of estimation language, and vice versa. In other words, articles that reported CIs
should more likely be accompanied by research questions that focused on the size of
effects. Unfortunately, because only 3 articles were guided by estimation, there were
no clear evidence to support (or refute) the above prediction. Similarly, while error
bars were reported in 60% (51 of 85) of articles (i.e., SE bars, SD bars, and other
unspecified error bars), only 8 of these had CIs. This sample, again, is too small to
reveal any meaningful association between the use of CIs and estimation language,
and the interpretation of effect sizes. Therefore, further research is needed to examine
this possible association, perhaps with journals from other disciplines (e.g., medicine).
I will elaborate on this in Section 7.3.
However, one important feature of my findings was that despite the frequent
reporting of error bars (including CIs), interpretation of experimental outcomes was
almost always based on NHST (i.e., significant-or-nonsignificant). Of the 51 articles
that reported error bars, only 14% (7 of 51) had any interpretation of a reported effect
size; none contained interpretation about the width or overlap of the reported error
bars.
Overall, my exploratory journal survey failed to produce clear evidence for the
CI model, and its prediction that CIs can lead to a deliberate use of estimation
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language and thoughtful interpretations of effect sizes. Nonetheless, this lack of
evidence, based on a relatively small sample of articles (N = 85), has led me to the
preliminary conclusion that to think and communicate in terms of estimation may be a
skill that requires training and deliberate attention, rather than arising as a natural
consequence of reporting CIs.
Decisions based on a reject or do-not-reject dichotomy
In Chapter 4, I explored the cliff effect in researchers' interpretation of levels
of statistical significance, using p values, standard CI presentations (i.e., CI-text and
CI-graphic), and the new CECI presentation. To recap, a cliff effect is a marked drop
of confidence that an effect exists, just above p = .05 or some other significance level. It
reflects the reject-or-do-not-reject dichotomy of NHST.
According to the CI model, the reporting of CIs could help reduce people's
tendency to think in terms of this reject or do-not-reject dichotomy. If so, a cliff effect
at the end of a CI, corresponding to a p = .05 cliff, should be much less prevalent with
CI than p value presentations. I explored this prediction in Chapter 4 using a large
sample of researchers from the disciplines of psychology and medicine.
My investigation with p values involved 198 researchers, who each rated the
strength of evidence against the null hypothesis indicated by two-tailed p values
of .005, .02, .04, .06, .08, .20, .40, and .80. For the standard CI and CECI presentations,
188 and 152 researchers rated the same results presented as 95% CIs and 95% CECIs,
respectively. In Chapter 4, my investigation of these presentation formats was
reported over three consecutive experiments, to help provide a sequential narrative of
how the experiments, especially the one with CECIs, were developed. For this
discussion, however, I will combine the findings of all three experiments, and discuss

204

their implications altogether.
Overall, my cliff effect investigation with p value and standard CI
presentations failed to provide convincing evidence for the prediction derived from
the CI model. Of the 198 researchers presented with p values, 48% had a cliff effect at
the .05 or .10 p levels (26% for p = .05 cliff, and 22% for p = .10). For the 188
researchers with standard CI presentations, 40% had a cliff effect at the end of the CI,
corresponding to p = .05; another 8% had a cliff at the corresponding .10 p level. The
frequent occurrence of a cliff effect despite the standard CI presentations implies that
simply replacing p values with CIs may not be sufficient to overcome the long
reliance on the NHST reject or do-not-reject dichotomy. This conclusion was further
supported by my qualitative analysis, which found that many researchers interpreted
the CIs merely as NHST, by noting whether the interval excludes zero (i.e.,
significant-or-nonsignificant), and thus the null hypothesis can be rejected. For both p
value and standard CI presentations, results were similar for the two disciplines. Again,
these findings implied that the reporting of CIs may not be a sufficient solution to
dichotomous thinking.
Another interesting feature of my comparison between the p value and
standard CI presentations was that the cliff effect occurred predominately at the end of
the CI, which corresponds to p = .05. For p values, however, the cliff effect spread
relatively evenly across the .05 and .10 p levels. In Chapter 4, I attributed this pattern
of results partly to the hybrid logic of NHST, which is often accompanied by the
acceptance of near or marginal significance for .05< p <.10. Further analysis of
opened-ended comments revealed that the cliff effect in standard CI presentations
may be a combined result of dichotomous reject-or-do-not-reject decision making and
misconceptions. Of particular importance was the false belief that the relative
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likelihood distribution of CIs takes the shape of a uniform (or other discontinuous)
distribution on either side of the interval limits rather than a normal distribution that
extends beyond the interval limits. This misconception may be diffused from the
reject-or-do-not-reject decisions of NHST, and together result in a cliff effect in CIs.
My study with CECIs aimed to reduce this relative likelihood misconception,
and by doing so, the cliff effect. As was explained earlier, the CECI graphic shows
that the relative likelihood varies gradually and continuously across either side of the
interval limits. This extra information may undermine the all-or-none dichotomy, the
relative likelihood misconception, and therefore the cliff effect.
Overall, the CECI figure substantially reduced the cliff effect for medical
respondents (n = 73; 15% showed a cliff effect with CECI, compared with the overall
35% for standard CI presentations) but there was very little reduction for psychological
researchers (n = 79; 38% with CECI, compared with the 42% for standard CI
presentations). Qualitative analysis revealed that medical researchers (35%) were
substantially more likely to incorporate the extra information on relative likelihood in
their judgments than were psychology researchers (13%), Mdiff = 22 [7, 35] percentage
points. This difference is only moderate in size, but interesting because it reflects
the different histories of statistical practices and education in the two disciplines.
Medicine underwent some statistical reform during the mid ‘80s, and articles have
been routinely expected to report CIs since. So, it is plausible that CIs and estimation
constitute a substantial part of training in medicine. For these reasons, it may not be
surprising that medical researchers would incorporate the new information in a
CECI—the relative likelihood distribution—more readily in their reasoning, and
therefore reduced the cliff effect.

206

In sum, findings of my cliff effect investigation were inconsistent with the CI
model in that simply replacing p values with CIs did not necessarily reduce the cliff
effect. However, my investigation also showed that the new CECI presentation offers
a promising release from dichotomous thinking, at least for a proportion of the
participating medical researchers. Based on the difference between my psychology
and medical respondents, I suggested that it may be beneficial for students in
psychology to receive more training in effect size and interval estimation, as an
independent inferential approach, rather than a supplement to NHST. When combined
with the use of better visuals (e.g., CECIs) in the teaching and presentations of CIs,
these strategies may improve students' resistance to dichotomous and erroneous
reasoning. I will elaborate on this in Section 7.2.
Underestimation of sampling variability
In Chapter 5, I explored the law of small numbers, a misconception that
claimed to have undermined researchers' receptiveness to the considerable extent of
sampling variability in replication. Tversky and Kahneman (1971) argued that this
misconception is reinforced by an illusion of certainty created by the dichotomous,
and seemingly definitive decisions of NHST. On the other hand, CIs may help reduce
this misconception by providing researchers with information about the true extent of
sampling variability. Tversky and Kahneman's argument was consistent with the
prediction of my CI model, which holds that CIs may help reduce misconceptions that
are commonly identified with NHST. This prediction was examined in Chapter 5, in
two research articles.
In the first, I reported 3 email surveys that estimated to what extent, published
researchers in psychology, medicine and statistics underestimate the variability of p
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values. Because the variability of p is governed by the extent of sampling variability,
for any given N and population effect size, an underestimation of the variability of p
would imply an under-appreciation of sampling variability. In the 3 surveys, I asked
researchers to give an interval that would, in their opinions, include 80% of
replication p values. Overall, responses from 360 researchers gave intervals with an
average 40 to 50% chance of including replication p, rather than the target 80%. Results
of the 3 surveys were similar, as were results for the three disciplines. These findings
indicated that, when presented with p values obtained in an initial experiment,
researchers tended to severely underestimate the sampling variability of p values over
replication.
In the second paper, I compared researchers’ judgments about the variability
over replications, given either a p value or a CI from an initial experiment. The
comparison was made using data from one of my email surveys (i.e., sets of 10
replication p values), and those obtained in comparable study conducted by Cumming
et al. (2004b) using 95% CIs (to predict sets of 10 replication means); I referred to
them as the NHST and CI study, respectively. The goal of the study was to put the
subject-generated p values and sample means on a common scale so that they could be
compared directly across the two studies. When compared on a p value metric,
respondents in the NHST study generally gave replication p values that clustered too
tightly to represent how much they will actually fluctuate simply because of sampling
variability. There was a lot less underestimation in the CI study, as assessed by the
calculated equivalent p values. On average, those respondents gave a 76% estimated
subjective p interval, which was a much better approximation to the target 80%
coverage level than that obtained in the NHST study (i.e., average 37% subjective p
interval). In a second analysis, I did the same comparison in terms of the SD of a set of
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10 replication means. The theoretical sampling distribution of replication means has a
SD of 216 around an initial mean of 750 and the margin of error of 300. Although
respondents from both studies, on average, gave means that were too tightly clustered,
the clustering was much more severe in the NHST study (i.e., average SD = 64) than
the CI study (i.e., average SD = 165). These findings were in line with Tversky and
Kahneman's (1971) argument that CIs are better than NHST p values at informing and
raising researchers' awareness about the extent of sampling variability in replication. At
a theoretical level, my findings were consistent with the CI model in suggesting that
CIs can help avoid misconceptions frequently identified with NHST which, in this
investigation, is the law of small numbers.
7.1.4 Summary
Overall, findings of my research program were generally inconsistent with the
predictions derived from the CI model. The only piece of convincing evidence for the
CI model was produced in my investigation of the law of small numbers in which
researchers, when given the mean and CI from an initial experiment, underestimated
the extent of sampling variability much less than those presented with the p values of
an initial experiment . In other words, CIs can help researchers appreciate the great
extent of sampling variability in replication. According to Cumming (2008), this
appreciation may also lead researchers using CIs to challenge, and therefore avoid the
dichotomous, all-or-none thinking that underlie NHST.
Unfortunately, Cumming's (2008) speculation was not reflected in my cliff
effect investigation or study with the use of language. Most notably, it was found that
many researchers relied on the dichotomous reject-or-don't reject dichotomy of NHST
despite the standard CI presentations. Of course, the cliff effect in CIs may due partly
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to the relative likelihood misconception, but it does highlight the plausibility that
researchers using CIs may not have considered and integrated other information in
their assessments of hypotheses but instead focused only on whether the interval
includes zero. Similarly, my journal survey of language showed that research
questions in psychology is very often expressed and examined in a dichotomous way
despite the frequent reporting of error bars. There were too few articles that used
estimation language in their research aims and too few reported CIs to indicate any
clear association between the two. For both of these investigations, researchers often
used the reported CIs as NHST.
Based on these findings, my most general conclusion is that replacing p values
with CIs alone is insufficient to overcome dichotomous thinking. The reporting of CIs
is an important part of, but far from all, that is required to move psychology forward,
from hypothesis rejection to effect size and interval estimation. As educators, we can
help facilitate psychology's reform by developing better, more innovative ways to
teach our students to think and communicate, not in terms of robotic decision making,
but in terms of estimation and sound reasoning. Furthermore, the positive results in
my CECI investigation, at least for a proportion of my sample of medical researchers,
suggested that teaching with the CECI graphic may further improve students'
resistance to dichotomous thinking and erroneous reasoning. These recommendations
will be further discussed in the following Section 7.2.

7.2

Implications for Statistical Education

In psychology, most time and effort is devoted to teaching the dichotomous
routine of NHST (Aiken et al., 2008; Aiken, West, Sechrest, & Reno, 1990). Rigorous
training in NHST may have led students into the habit of asking dichotomous
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questions and focusing too much on rejecting dichotomous statistical hypotheses (i.e.,
H0: µ = 0) on the basis of statistical significance (i.e., p < .05). Of course, CIs are
much more informative than p values and their uptake is likely to benefit psychology
in the long run, but a reform in the teaching of statistics is required to help students
avoid developing the habits of dichotomous thinking. Considering the changes needed
in the teaching of statistics in psychology, Gigerenzer (1998b) made the following
suggestion:
What we need to teach our students is neither NHSTP [NHST
procedure] nor any other statistical ritual. We need to teach them
statistical thinking: how to generate bold hypotheses, derive precise
alternative predictions... analyze data for each individual separately if
possible rather than automatically aggregating, and perform sound
descriptive statistics and exploratory data analysis. And we need to
teach them that there are several important statistical schools and tools.
(p. 3)
What this statement suggests is that educators must teach their students how to
think statistically. In what follows, I will make several recommendations for how to
help prevent novice students from developing dichotomous thinking, and overcome it
for those who have been trained under the current NHST regime. My
recommendations are focused primarily on fostering statistical thinking in students,
with a particular focus on estimation.
7.2.1 Teaching estimation to novice students
The best way to help students overcome dichotomous thinking, or avoid
developing it in the first place, is to teach them estimation before NHST, and make
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estimation the primary focus throughout (Cumming, 2012). In this section, I will
discuss some of the potential advantages of making estimation the primary focus of
introductory statistics. My discussion will include some practical recommendations
for how estimation can be best taught to students, not only as an alternative approach
to inference, but as a new way of thinking and communication that may help
overcome the three aspects of dichotomous thinking documented in this thesis. In the
next section (Section 7.2.2), I will further my discussion on how to introduce
estimation to students who have already undergone the NHST training regime.
Estimation Language
The communication of research ideas and statistical concepts is an important
skill that students acquire through observing their teachers, as well as the feedback,
examples and instructions they get from their teachers and course materials. It is from
my own teaching experience that I realize it is often easy to open a research topic or
discussion with a dichotomous leading question, for example, "...so the question
remains as to whether Repetitive transcranial magnetic stimulation (rTMS) is
effective in reducing depressive symptoms". Even as an advocate of estimation, I find
it difficult at times to resist the seductive simplicity of dichotomous language, often
without consciously realizing until after the students have given me a dichotomous
answer with little of their own interpretation and thoughts on the matter. Therefore,
my recommendation to teachers of statistics (and of other subjects) is to practise
asking questions that can encourage students to base their answers on effect size and
intervals estimates, and can prompt them to express their own opinions on the subject
matter. I was often surprised by how conceptually and theoretically sophisticated
some of these informed judgments were and their usefulness for bridging onto more
complex concepts that are to be covered in the course.
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Building intuitions and relational understanding
There is growing evidence in educational research suggesting that premature
instruction of standard terminologies and rules can hinder students from developing
their own intuitions and understanding of statistical concepts (e.g., Boaler, 1997;
Capraro & Capraro, 2002; Flyvbjerg, 2001; Schoenfeld, 1991). The lack of intuitive
and relational understanding of statistical concepts was found to be a contributing
factor that leads people to use statistical tools mechanically, rather than carefully
examining their relationship to the data (Makar & Confrey, 2004).
My cliff effect investigation with CIs provided some evidence that researchers'
intuitions about statistical concepts may be somewhat fragile or in some cases,
conceptually disconnected. While many respondents claimed to have based their
judgments on a combination of effect sizes, variability and interval width, such
integrative reasoning was often not reflected in their numerical responses (i.e., the
SoE estimates), which resulted in the frequent occurrence of the cliff effect. These
findings implied that researchers do have some knowledge about the individual
concepts that that underlie a CI, but previous training with standardized NHST
methods may have prevented these researchers from developing the intuitive and
relational understanding necessary to integrate these concepts effectively.
Unlike NHST, the estimation approach is much less liable to be conducted as a
structured ritual (Cortina & Landis, 2011). Therefore, estimation can provide students
the flexibility to think and communicate beyond standard rules and terminologies.
Recent findings in statistics education suggested that this freedom to use nonstandard
language can help students make sense of, and develop intuitions about complex and
novel statistical concepts (Capraro & Capraro, 2002; Makar & Confrey, 2004).
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Despite the great flexibility offered in estimation, it is important that students are
attuned to the technical terminologies and equations for understanding the existing
literature, as well as for professional communication and writing. However, I suggest
that these topics, including NHST should be taught only after the students have
developed some intuitive understanding about these underlying concepts.
One possible way to do this is to begin the lesson with very simple examples,
chosen to focus on the design or statistical concepts to be learned. The teacher can
then move progressively to examples that are closer to what’s in the research literature,
and bring up an interesting, real-life research problem that will be used in a class
discussion. The teacher can briefly introduce students to the research background, and
collaborate with them to determine the research question and ways to explore,
describe, and analyse the data (either simulated or collected before the lesson).
Examples like that give students a context in which to appreciate the purposes and
meaning of the necessary statistical concepts. Also, the teacher should prompt
students to talk about and connect the relevant statistical concepts during the guided
collaborative analysis, and give students appropriate and immediate feedback. As
Noss and Hoyles (1996) suggested, encouraging students to discuss difficult concepts
in their own words can often help them make sense of these concepts.
Making good judgments by acknowledging and coping with subjectivity
Part of statistical thinking is about making well-formulated interpretations
about the importance of a result using effect sizes, interval estimates, and all other
relevant information, with particular attention to the research questions, and the
research context. Informed judgment is required. It is important to note that
interpretation based on effect size is a complex skill that requires deliberate attention
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and training. In the current teaching of statistics, students are often taught to
"associate regions of the effect-size metric with descriptive adjectives such a ‘small,’
‘moderate, ‘large,’ and the like’’ (Glass, McGaw, & Smith, 1981, p. 104), based on the
arbitrary benchmarks proposed by Cohen (1994). This type of effect size
interpretation, based on fixed benchmarks or surrogates, was criticized as "stupid" and
"mindless" even by advocates of statistical reform (e.g., Gigerenzer, 2004; Glass et al.,
1981; Thompson, 2001).
As Kline (2008) explained in his textbook, these effect size surrogates do not
say much about the importance of an effect. That is, a "large" effect in qualitative
terms may not necessarily be an important result; a "small" effect size may not
necessarily be unimportant or trivial. He further explained that evaluation of the
importance of an effect depends on several factors, "including the particular research
question , the status of the extant theory or previous empirical results, the researcher's
personal values, societal concerns, and..the size of the effect” (p. 174).The evaluation
of importance is therefore a matter of making the best informed judgments, which
cannot be entirely objective (Kirk, 1996; Kline, 2008). To prevent students from
relying habitually on effect size surrogates and falsely equating them to estimation,
we should teach students to be open and explicit about the expectations and human
elements that underlie their judgments. Also, writers of the syllabuses should include
more activities and exercises that could help develop students' ability to appropriately
justify the assumptions and choices that led up to their judgments and conclusions
rather than to rely blindly on the crude benchmarks proposed by Cohen (1994), or any
other conventions.
In his textbook, Cumming (2012) gave examples of formal and informal
conventions that can help determine the importance of effects. Formal conventions are
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usually developed empirically, using large sample observations. They are often used
for interpreting results of psychological assessments, such as the Beck Depression
Inventory (BDI-II; Beck, Steer, Ball, & Ranieri, 1996) where scores of 0-13, 14-19,
20-28, and 29-63 are labelled, respectively, as minimal, mild, moderate, and severe
levels of depression. At other times, these conventions are established and justified in
a less formal way. Cumming (2012) described a colleague who developed rough
conventions by integrating empirical evidence from the literature with his own
experience, for example, "A decrease of about 15% in the memory score of a client
with some brain injury, between two testing times, is the smallest difference he judges
likely to be clinically noteworthy" (p. 43). When used in education, these examples
can teach students that the conventions for judging the importance of effects can
sometimes be informal (i.e., not entirely objective), and that they can vary with
contexts and should be justified and updated regularly using new available evidence.
These are, of course, important characteristics of statistical thinking, exercised in
estimation.
In this section, I described some of the potential advantages of making
estimation the primary focus of introductory statistics. I argued that the flexibility of
estimation in the use nonstandard language provides students with the necessary tools
for developing their own intuitions and understanding about statistical concepts, and
thus appreciate the relationships between these concepts. These intuitions may foster
habits in students to examine data in an integrative and creative, rather than in a
mechanical way. Also, I suggested some of the important skills and topics that should
be covered in the teaching of estimation, and ways in which they can be taught. My
proposed exercises aimed to develop the ability of students to communicate ideas in
estimation language; to appreciate the purpose and connections of statistical concepts;
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and to cope effectively with subjective elements in data interpretation. These skills are
crucial to help students think and communicate in terms of estimation; these are also
the skills that can help prevent novice students from acquiring the damaging habits of
dichotomous thinking. Next, I will further my discussion on how to develop
estimation thinking in students who have already undergone the NHST training
regime.
7.2.2 Teaching estimation to "post-NHST" students
A recent textbook by Geoff Cumming (2012), titled "Understanding the new
statistics: Effect sizes, confidence intervals, and meta-analysis", provides detailed
discussions of how estimation techniques can be taught in an interesting, and thought
provoking way. Consistent with my proposition, he argued that it would be best to
start statistics training with estimation, with no mention of NHST until later, when it
needs to be taught (so students can read the existing literature) and can be presented
as a side issue, via its links with estimation. However, for students who have been
trained under the current NHST regime, we also need to teach them the problems of
NHST and comparative advantages of estimation; there's no better way to do this than
to present some easy-to-understand examples designed to encourage active thinking
and discussions among students.
At the beginning of his textbook, Cumming (2012) gave a simple, yet
compelling example of how dichotomous thinking, as reinforced by NHST, could
result in confusing, and sometimes erroneous judgements. The example also
highlights how these problems could be avoided by adopting CI presentations and
estimation thinking. Here, I will give a shortened version of his example.
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Cumming's (2012) example begins with a research scenario where the results
of two fictional experiments were presented as NHST (Figure 7.1). The scenario was
developed so that the observed effects were similar across the two studies in terms of
their magnitude, but only one has reached statistical significance at the .05 level. This
is an example of the classic case in which "the difference between 'significant' and
'not significant' is not itself statistically significant" (Grissom & Kim, 2012, p. 328).

Suppose you read the following in the introduction to a journal article:
Only two studies have evaluated the therapeutic effectiveness of a
new treatment for insomnia. Both Lucky (2008) and Noluck (2008) used
two independent, equal-sized groups and reported the difference between
the means for the new treatment and current treatment.
Lucky (2008) found the new treatment showed a statistically
significant advantage over the current treatment, M(difference) = 3.61,
SD(difference) = 6.97, t(42) = 2.43, p = .02. The study by Noluck (2008)
found no statistically significant difference between the two treatment
means, M(difference) = 2.23, SD(difference) = 7.59, t(34) = 1.25, p = .22.

Figure 7.1. The research scenario from the textbook by Cumming (2012, pp. 1-2),
containing the results of two fictional studies presented as NHST. Readers were
invited to judge whether findings of the two studies were (1) inconsistent, (2)
equivocal, or (3) consistent.
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Immediately after the scenario, Cumming (2012) invited the readers to judge
whether findings of the two studies were inconsistent, equivocal, or consistent by
selecting one of the three interpretations below.
1.

Inconsistent: "The Lucky result is clearly statistically significant at the .05 level,
whereas the Noluck result is clearly not significant. The two results conflict. We
can’t say whether the treatment is effective, and we should examine the two
studies to try to find why one found an effect and the other didn’t. Further
research might investigate why the treatment seems to work in some cases, but
not others."

2.

Equivocal: "One result is statistically significant, and the other nonsignificant,
although the two are in the same direction. We have equivocal findings and
cannot yet conclude that the treatment is effective. Further research is required."

3.

Consistent: "The two results are in the same direction, and the size of the mean
difference is fairly similar in the two studies. The two studies therefore reinforce
each other, even though one is statistically significant and the other not. The two
results are consistent and, considered together, provide fairly strong evidence
that the treatment is effective." (Cumming, 2012, p. 2)
Next, Cumming (2012) presented the same results again, but claimed that

researchers from the two fictional experiments reported 95% CIs rather than NHST
(Figure 7.2) Again, the readers were asked to select one of the three interpretations
above.
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Figure 7.2. The research scenario from the textbook by Cumming (2012, p. 3). This
scenario is exactly the same of that presented in Figure 7.1, except this time results of
the two fictional studies were presented as 95% CIs.

Cumming (2012) explained that because the two presentations were based on
exactly the same data, they should lead to the same interpretation. He further
explained that the CIs in Figure7.2 show most clearly that the most justifiable
interpretation is that the results of the two fictional studies were consistent
(interpretation 3). This interpretation is justified by the substantially overlapping
between the two CIs, and if NHST was used to test whether there was any difference
between the two studies, the result would also be deemed statistically nonsignificant,
p = .55. Based on these evaluations, results of the two studies are entirely consistent,
and thus reinforce each other.
By guiding the readers through these little exercises, Cumming (2012)
introduced the concept of dichotomous thinking. He explained that the automated
decision making of NHST tends to elicit dichotomous thinking, which can often lead
to erroneous judgments. For the Lucky-Noluck example, such errors lie in the
decision that the two studies produced conflicting results simply because one was
statistically significant, and the other wasn't. From these examples, Cumming (2012)
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highlighted the comparative advantages of estimation. He explained that the intervals
presented in Figure 7.2 do indeed permit dichotomous thinking if interpreted only as
NHST, but estimation does not limit their use in this way. The goal of estimation is to
provide the best point estimate of the population parameter of interest, and to give an
in interval estimate to signal how close that point estimate is likely to be to the
population parameter. When applied to the Lucky-Noluck example, researchers who
exercise estimation thinking would likely (correctly) regard the two studies as
consistent because their point estimates were highly similar, and that their intervals
overlapped very substantially.
For students who have been trained under the current NHST regime, exercises
consisting of examples similar to the Lucky-Noluck scenario may challenge the habits
of dichotomous thinking, and motivate a gradual conceptual change towards
estimation thinking. My proposal is inspired by the conceptual change model which
has been implemented in different fields of science to help students overcome
misconceptions associated with NHST (For detailed review, see Duit, 1999; Ö zdemir
& Clark, 2007). In practice, it involves asking the students questions that would
prompt the conceptual errors that are to be eradicated. Next, the students are
challenged with a series of arguments and examples exposing the errors in order to
create a state of cognitive conflict, and are then debriefed as to the correct conceptions.
As a result, students should find the new (or correct) conceptions more reasonable and
easier to understand. This framework has been successfully implemented by Grissom
and Kim (2012) for reducing the inverse probability fallacy, and more recently by
Jazayeri, Lai, Fidler, and Cumming (2010) to help students overcome misconceptions
about the relationship between sample size and variability. It is plausible that the same
approach can also be used to eradicate the cognitive errors associated with
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dichotomous thinking, such as the cliff effect, using the Lucky-Noluck, or similarly
compelling examples.
In Sections 7.2.1 and 7.2.2, I have suggested some strategies and exercises that
can help foster statistical thinking in estimation, respectively for novice and advanced
students. Next, I will discuss the role of visualization in students' statistical thinking.
My discussion will highlight the need for educators to consider better pictures for
teaching CIs, and the usefulness of interactive software and visualization tools for
eradicating cognitive errors that could hinder the acquisition of statistical and
estimation thinking.
7.2.3 Visualization
Teaching our students to think and communicate in terms of estimation is an
important step for promoting statistical thinking. In addition, helping them develop a
correct, and more sophisticated understanding of CIs is another vital aspect of
statistical thinking in estimation. I have, in Section 7.2.1, highlighted the educational
benefits of using nonstandard language for achieving precisely this, in novice students
learning estimation; those benefits should in fact be applicable to advanced students
as well. In this section, I will focus on the benefits of using visualization tools for the
same purposes.
Better pictures of CIs, better intuitions
Part of psychology's reform is to promote an efficient use of graphics, not only
in the presentation of data, but also in the teaching of statistics. The advocacy of
graphics stems from their ability to draw the eye to the most important information
intended by the presenter (Wilkinson & TFSI, 1999) and to assist accurate, easy
understanding. When teaching estimation, pictures of CIs might provide a useful way
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to draw students' attention to the key concepts of effect size and precision because
they form the most salient features in the picture—the mid- and end-points of the
interval. This may help students develop an emphasis on effect size and precision in
their thinking. This argument is consistent with my observation that researchers
tended to think more quantitatively (i.e., with less cliff effect), when CIs were
presented as pictures rather than in text (Mdiff = 15 [2, 30] percentage points).
Although this improvement is only small-to-moderate in size, it does resonate with
past research in judgment and decision making which found that people tended to
base their judgment on information that is the most explicit or salient (e.g., Ng, Pipe,
Beath, & Holton, 1999; Sanfey & Hastie, 1998).
However, while standard pictures of CIs can prompt people to consider effect
size and precision, it seems that the impact of this process is often overshadowed by
peoples' tendency to rely on the inside-or-outside heuristic when making judgments
with CIs. This heuristic was reflected in the 32% of the 89 researchers who showed a
cliff effect at the end of a standard CI graphic (47% of 89 for CI in text). From an
educational perspective, this heuristic can be explained by the training in NHST (see
Section 7.2.1). From a cognitive perspective, however, this heuristic may be explained
by the lack of visual clues in standard CI presentations (graphic or text) to indicate
that the relative likelihood of µ = 0 can in fact vary based on where it lies inside (or
outside) the interval. Without this information, researcher and students may be more
likely to focus on whether the interval contained zero—information that is immediately
visible and accessible. My study with CECIs provided some evidence for this
cognitive argument. It was found that by simply adding information about relative
likelihood distribution onto a standard CI graphic, medical researchers from the CECI
survey produced moderately less cliff responses than those presented with standard
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CI-graphic (Mdiff = 12% [-3, 28] ), CI-text (Mdiff = 18% [7, 31]) and p values (Mdiff =
14% [25, 1]). The impact of presentation was minimal for psychology respondents,
possibly due to a lack of experience with and sophisticated conceptions about
estimation, CIs and other related concepts.
Base on the overall findings, I suggest that training with CECIs, especially
with the aid of interactive software, might be the ideal way to help students develop a
more correct, and more sophisticated understanding about CIs and its related concepts.
Furthermore, educators are encourage to explore and present better pictures to
describe the different concepts that underlie CIs that can help draw students' attention
to them and integrate them more easily. These benefits of efficient graph use should
be applicable to both novice and advanced students. When teaching estimation to
novice students, the efficient use of graphs, partnered with simulations and
instructions of nonstandard language, may help them appreciate the connections and
underlying mechanics of statistical concepts that are typically hidden from sight (e.g.,
the relative likelihood distribution). This appreciation will likely enhance students'
resistance to misconceptions and dichotomous thinking. When applied to the
conceptual change model (see Section 7.2.2), training advanced students with better,
interactive graphics, may challenge any existing misconceptions they may hold about
CIs and/or their related concepts, such as the relative likelihood misconception and
the law of small numbers.
Visualization software
In previous sections, I have suggested several times the use of visualization
software for teaching estimation. While good pictures can draw students' attention to
key concepts such as effect size, variability, and relative likelihood distribution, they
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are not enough to let students experience these concepts in action. Visualization
software allows students to "see" these concepts from the ground up, and how they
interact with one another to shape the outcomes of a study or to form more complex
ideas. In what follows, I will give a couple of examples of how visualization software
can be applied to the teaching of estimation to enrich intuitions about statistical
concepts in both novice and advanced students.
Example 1: Sampling Variability
There has been much discussion about the role of interactive visualization
software in developing students' statistical reasoning about the variability of data (e.g.,
Hammerman & Rubin, 2004; Kirk, 2003; Kline, 2013) . Softwares such as
TinkerPlotsTM (Konold & Miller, 2004) and FathomTM Dynamic StatisticsTM (Key
Curriculum Press, 2000) were often used to facilitate the training of high-school
students, as well as their teachers, to improve their understanding of sampling
variability. These softwares allow students to transform graphs (e.g., frequency
histogram) interactively to get a feel about how it would impact the sample statistics,
such as the means and standard deviation. The student can also add (or remove) data
from the graph and observe the corresponding changes in these sample statistics.
These exercises can help novice students in developing intuitions about sampling
variability, and how it behaves in relation to the data and/or other factors, such as
sample size. A firm grasping of these fundamental concepts is likely to facilitate their
learning of more sophisticated new concepts, such as estimation, CIs and p values.
For the developing students' statistical reasoning about CIs and p values,
educators may consider using the ESCI program (Exploratory Software for
Confidence Intervals). This program was developed by Geoff Cumming specifically
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to help students explore properties or "behaviours" of CIs and p values in relation to
other statistical concepts (e.g., sampling variability) and inferential inputs (e.g., N, µ)
using a wide range of interactive graphics and simulations (available from:
http://www.latrobe.edu.au/psy/research/projects/esci). One package in ESCI was
designed to simulate the variability of p over replications, based on the sample and
population parameters entered by the student into the spaces provided in the "control
panel", each with a its own pop-up instructions. I will not describe the user-interface
of ESCI here; detailed descriptions and instructions can be found Cumming (2012). In
short, this simulation reveals that the value of p varies greatly over replication. For an
initial p of .05, there is an 80% chance the next replication p value will fall within the
wide interval (.0012, .48), and a 10% chance that it will fall outside this interval, in
either direction. The astonishing width of this interval mirrors the great fluctuation of p
over replication, which results from sampling variability alone. In Chapter 5, I
demonstrated that researchers often severely underestimate the variability of p, which
could potentially lead them to place too much emphasis on decisions drawn from
single p values. The simulation in ESCI may help advance students to appreciate this
amazing variability, and thus lessen their reliance on p and statistical significance.
As a possible class exercise, students could perform simulations of the
variability of p using ESCI. The instructor can assist students explore the package by
encouraging them to try out different values for the population and sample parameters.
Also, the instructor can prompt students to share their thoughts about how p behaves
in replication and help them articulate their own conclusions about the variability of p,
and more generally about sampling variability. The instructor may even go further and
prompt students to discuss, based on the simulation, the potential limitations and
problems associated with NHST and p values. These discussions are likely to spark
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students' interest to learn more about CIs and estimation.
Example 2: Relative likelihood distribution and confidence levels
In their invention study, Kalinowski et al. (manuscript in preparation) aimed to
reduce two misconceptions associated with CI. First was the "inverse-width"
misconception which states that, all other things being equal, a 50% CI is wider than a
95% CI. The second was the relative likelihood misconception which holds that the
relative likelihood distribution takes the shape of a uniform distribution with a vertical
drop at either ends of the interval. As was explained in earlier chapters, this
misconception is partly responsible for producing a cliff effect in CIs.
In their short 15-minute tutorials, postgraduate students who were previously
identified with these misconceptions explored the relevant characteristics of CIs using
ESCI. During the tutorials, the students were asked to adjust the confidence level of a
CECI figure, and observe the corresponding changes to the relative likelihood
distribution (see Figure 7.3). Also, the students were frequently prompted to explain
why the animations on screen were (or were not) behaving in ways that they would
have expected. Despite the briefness of the tutorial, the students were in many cases
able to overcome these misconceptions by understanding the two key (correct)
characteristics about the relative likelihood distribution of CIs:
1.

A 50% CI is narrower than a 95% CI, for a fixed value of SE and n; the 50%
CI captures only a portion of the relative likelihood distribution of a 95% CI.

2.

The likelihood distribution of CIs takes the shape of a continuous, normal
distribution that extends beyond the limits of the interval.
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Figure 7.3. CECI figures of for several levels of confidence, and of SE bars. The
numbers at the top are the fatness ratio, which is the greatest fatness of the shaded
area (at M) divided by the fatness at either end of the interval. The numbers at the
bottom are the confidence level of each interval, which is the shaded area relative to
the whole relative likelihood distribution (extracted from Cumming, 2012, p. 98).

The findings of Kalinowski et al. (manuscript in preparation) suggested that
interactive teaching with CECIs helps enrich students' intuitions about the concept of
relative likelihood distribution. After training, the students were able to integrate this
concept with their existing knowledge, which has ultimately improved their
understanding of CIs. As was shown in my cliff effect study, the intuitive
understanding of relative likelihood distribution may help reduce the cliff effect, and
by extension, dichotomous thinking. For teaching novice students who have only
minimal statistical knowledge, the interactive ESCI program allows teachers to
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construct the CECI from the ground up using simulated data. This function allows
teachers to demonstrate, in a step-by-step sequence, the underlying mechanics of the
relative likelihood distribution, CIs, and eventually the CECIs. This method of
teaching, based on step-by-step ESCI demonstrations, has been applied at La Trobe
University by Professor Geoff Cumming for teaching CIs to first-year psychology
undergraduates (as a separate unit from their standard NHST training). Although there
has been no direct research on Cumming's lecture series, it seems plausible that the
demonstrations by ESCI could help prevent novice students from developing
misconceptions that could undermine their potential to think statistically in
estimation.
In sum, the teaching in psychology should emphasize developing students'
statistical thinking with estimation techniques. My position throughout this thesis is
that, psychology's reform should entail not only a behavioural (i.e., reporting CIs), but
also a conceptual change from hypothesis rejection to estimation. I argued that the
best way to achieve this is to make estimation the primary focus of training, and only
present NHST later as a side issue, via its links with estimation. In this section, I have
made several suggestions on how to teach estimation and statistical thinking to novice
students, and also advanced students how have been trained under the current NHST
regime.
For novice students, I suggested that the focus should be placed on developing
their intuitions about statistical concepts and their ability to bridge these concepts
together to form complex reasoning and judgments. By drawing from the literature of
statistics education, I proposed that educators should avoid teaching students with
statistical jargons and standard rules before the students have already developed
reasonable intuitions about the underlying concepts, and were able to discuss these
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concepts in their own words (i.e., using nonstandard statistical language). Also, I
proposed that we need to teach students to cope with the subjective elements that
come inevitably with all (good) scientific judgements. These suggestions for teaching
novice students to think statistically in estimation are applicable also to advanced
students. However, for advanced students, we need also to teach them the problems of
NHST and comparative advantages of estimation. I recommended using compelling
examples such as the Lucky-Noluck scenario to confront the existing habits of
dichotomous thinking. Finally, I have outlined the role of visualization in developing
students' intuitions about statistical concepts. Most notably, I proposed that the use of
interactive graphics and simulations may prevent students from developing
misconceptions that could hinder their learning of estimation and statistical thinking.
The teaching of estimation can likely offer students an alternative (and better) way to
think and communicate beyond the NHST dichotomy, but further research is needed
on how we can better teach and present estimation and CIs. I will discuss this in the
next section.

7.3 Future Directions

In this section, I will propose some ideas and questions that may help guide
future research into dichotomous thinking and how we might promote progress to
estimation thinking. I will begin by briefly discussing how future researchers may
examine the efficacy of my proposed teaching strategies to challenge dichotomous
thinking, or other cognitive errors or biases. My discussion will then proceed to the
bigger, and more conceptual questions, including some that were explored but
remained unanswered in my research program. To limit repetition, I will only discuss
new ideas that have not been already discussed in detail in my empirical chapters.
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7.3.1 Overcoming dichotomous thinking
My research program in this thesis investigated which presentations of CIs can
prompt people to think statistically, and carry out estimation. Overall, my findings
suggest that misconceptions and the educational focus on NHST may have
undermined the potential of CIs to reduce dichotomous thinking, or prompt progress
to estimation. In Section 7.2, I have proposed several strategies and exercises that may
help students develop more sophisticated intuitions about estimation, CIs and other
related concepts. These exercises may also help foster students' resistance to
dichotomous thinking. However, because my proposals were based largely on
published discussions and preliminary evidence, their effectiveness to overcome
dichotomous thinking is still a topic that awaits further research.
Overcoming the cliff effect
For future research, one interesting topic is to assess the effectiveness of my
proposed exercises in reducing the cliff effect in advanced students who have
undergone a conventional NHST training regime. As discussed, the cliff effect is an
example of the reject or do-not-reject heuristic that often underlies the interpretation of
NHST, and the corresponding inside-or-outside heuristic in CIs. If my proposed
exercises can elicit a conceptual change by drawing students' attention to the
problems of dichotomous thinking, and the comparative advantages of estimation, the
cliff effect should be less pronounced in students who participated in a tutorial that
consisted of my proposed exercises. In what follows, I will suggest two teaching
experiments for testing the efficacy of the Lucky-Noluck or similar examples and the
CECI tutorial to reduce the conceptual errors that were deemed responsible for the
cliff effect. The two proposed interventions were developed with reference to the
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conceptual change framework described in Section 7.2.2.
Qualitative data from my cliff effect study suggested that one possible cause of
a cliff at the end of a CI is that researchers tend to consider each individual CI in
isolation, with little appreciation of the overlap between intervals. This type of
reasoning has likely lead researchers to pay too much attention to whether a particular
CI subsumes the null value (i.e., zero) rather than the relationship between the set (or
subsets) of intervals, and ultimately resulted in the cliff effect. The Lucky-Noluck
example, as was described in Section 7.2.2, was designed by Cumming (2012) to
highlight this particular problem associated with dichotomous thinking, as reinforced
by NHST (a detailed description of the Lucky-Noluck example is provided in Section
7.2.2).
As a possible teaching intervention, future researchers may consider guiding
students through a focus-group discussion based on the Lucky-Noluck and other
similar examples. The researcher can prompt students to describe the thought
processes that led to their judgments of whether the results of the Lucky and Noluck
studies are consistent, inconsistent or equivocal. Then, the researcher could share
his/her own (i.e., the most justifiable) interpretation of the scenario: Despite the fact
that only one of the studies was statistically significant, their results were generally
consistent because their 95% CIs overlapped considerably. The researcher may go
further and justify his/her interpretation by performing a test comparing the results of
the two studies. Exercises based on the Lucky-Noluck, or similar examples may help
students appreciate better, more sophisticated ways to think about CIs beyond the
impoverished inside-or-outside heuristic—including consideration of the overlap
between intervals. In virtue of Robert Abelson's (1997) law of the diffusion of idiocy,
it is plausible that the eradication of the inside-or-outside heuristic in CIs may

232

ultimately undermine the reject or do-not-reject heuristic that often underlies the
interpretation of NHST. If so, the teaching intervention described above should help
reduce, or even eliminate the cliff effect in students' interpretation of CIs and p values.
Besides the inside-or-outside heuristic, the relative likelihood misconception
was also found to be a possible cause of a CI cliff effect. In Section 7.2.3, I have
provided a detailed description of the teaching experiment by Kalinowski et al.
(manuscript in preparation) who found that a short tutorial with CECIs was
reasonably effective for rectifying the relative likelihood misconception in
postgraduate students in psychology. My research in Chapter 4 further demonstrated
that by simply adding information about relative likelihood distribution onto a
standard CI graphic, medical researchers presented with CECI figures produced
moderately less cliff responses than those with standard CI presentations. Therefore, it
is plausible that further training with CECIs, via ESCI tutorials similar to the ones
developed by Kalinowski et al., may help students overcome the relative likelihood
misconception, and ultimately the cliff effect. Future researchers may consider
following up with these predictions. Also, because CECI is a relatively new concept,
further research is needed to identify the conceptual benefits and challenges
associated with its application.
The understanding of variability
In Chapter 5, I demonstrated that researchers often severely underestimate the
variability of p, which could potentially lead them to place too much emphasis on
decisions drawn from single p values. However, while researchers presented with a
95% CI gave replication means that better describe the true extent of sampling
variability, the spread of the 10 estimated means (i.e., SD = 165) still fell short of the
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normative spread (i.e., SD ≈ 216) derived from the theoretical sampling distribution.
One explanation for this underestimation is that many of these researchers (76% of 89)
falsely fitted nine, or even all the 10 estimated replication means into the initial 95%
CI. These findings were consistent with the confidence level misconception, which
holds that 95% of replication means will fall within the 95% CI from the initial study.
As Moore (1990) described, statistical thinking includes the ability to
appreciate, and consider appropriate ways to quantify the variability of data.
Therefore, to further psychology's progress from dichotomous to statistical thinking
methodologists need to consider ways to address the conceptual errors described
above. In Section 7.2.3, I have discussed how interactive simulations in ESCI may
help students appreciate the amazing variability of p values in replication. In addition,
the package also provides a "CI view" of the simulation so that for each replication p
generated by the package, students can also see the "dance" of the corresponding CIs.
During the simulation, ESCI records and graphs the frequency with which the
replication means have fallen inside the initial CI. With sufficient prompts and
discussions, the students should come to realize that a 95% CI should, on average in
the long run, capture only around 83% of replication means. As a possible teaching
experiment, the researcher could ask the students to complete a survey that examines
their intuitions about the variability of p and CIs in replication, before and after the
intervention; for example, the surveys that were reported in Chapter 5 in which the
respondents were asked to imagine 10 replications of the initial experiment, and to type
10 p values (or means) they felt the replications could plausibly give. If ESCI is
effective in developing students' intuitions about variability, their post-intervention
responses should approximate more closely with the true extent of variability than
their pre-intervention estimates.

234

7.3.2 Language in statistics
"How plausible is it that reporting of CIs can prompt a deliberate use of
estimation language?" My journal survey in Chapter 6 aimed to explore this question,
using 85 articles published in Psychological Science. Considering that the two factors
(i.e., reporting and language) may be mutually reinforcing, my exploratory survey
was also interested in the plausibility that better research questions can prompt the
reporting of CIs. In other words, I was interested in investigating the possible causal
links between the two. Based on past discussions, it was my initial expectation that
authors who expressed their research questions in estimation language and reported
CIs were also more likely to provide substantial interpretation of effect size in their
articles.
As was summarised in Section 7.1.3, my exploratory survey failed to provide
convincing evidence for any of the hypothesized associations above. There were
simply too few articles that used estimation language (3 of 85), and too few reported
CIs (8 of 85) to reveal any reliable association between the two factors. This sample,
again, is too small to reveal any meaningful association between these two factors and
the interpretation of effect size. Therefore, further research is needed to examine this
possible association, perhaps with journals from other disciplines, such as medicine. I
recommended the inclusion of medical journals because medicine has, since the mid
80’s, routinely reported CIs. The frequent reporting of CIs in medical research means
that it would be much easier to detect any association it might have with the use of
estimation language and the interpretation of effect sizes.
Furthermore, future research may also consider expanding the study of
language to other fields of psychology. Past surveys by Smith and colleagues (2002;
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2000) revealed that journals in "harder" fields of psychology, such as the
neurosciences and psychophysics, tended to report graphs and error bars much more
often than the "softer" fields. Given that they have different reporting traditions, it
may be reasonable to suspect that they might have a different language set for
reporting, or even asking research questions. Also, future surveys may consider using
an alternative stopping rule. For example, rather than to stop sampling at, say, 85
articles, future researchers may continue the search until they find a certain number of
articles with dichotomous language, and the same number with estimation. This
sampling method may require coders to skim through a very large number of articles,
and is separate from the strategy needed for exploring the prevalence of dichotomous
and estimation language use in journals. However, this method would ensure that the
researchers obtain a sufficient sample to reveal the hypothesized associations that my
survey was aimed, but failed, to discover.
In addition to the study of journals, surveys of textbooks can provide an
educational perspective (or explanation) on certain malpractices or misconceptions,
and their origins (e.g., Huberty, 1993).Therefore, future research may consider
studying the use of language in statistics textbooks. For example, if the descriptions
and working examples in statistics textbooks are infused with dichotomous, NHST
language, then that would go a long way to explain why research questions in
psychology are often asked and examined in a dichotomous way. Findings from such
surveys may provide valuable insights to help guide the needed reform in the teaching
of statistics.
7.3.3

Methodological suggestions
In statistical cognition, much research is conducted in the form of
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questionnaires and surveys. For my research program, this data collection method was
used in both my cliff effect investigation (Chapter 4), and in my study of sampling
variability (Chapter 5). Similar to most online surveys in the past (e.g., Belia et al.,
2005; Coulson et al., 2010; Cumming et al., 2004b), my investigations were met with
the challenge of low response rates: my response rates varied from 6% to 18% across
different tasks and research disciplines. Not only was the data-collection process slow
and laborious, my findings may also be prone to selection biases. For example, it is
quite plausible that researchers who participated in my surveys were more statistically
sophisticated than those who declined or ignored my invitations to participate, in
which case the data obtained from my surveys are likely to be an under-representation
of the true extent of dichotomous thinking. To avoid these problems, future research
should, if possible, consider better, more effective ways to collect data, and/or ways to
maximise response rates when using email or online surveys.
In a recent article, Paquin and Rivard (2012) recommended a relatively new
online engine, the "Amazon's Mechanical Turk", or MTurk, as a promising alternative
to traditional survey methods. They explained that this online engine functions like a
massive participant registry bringing together the people and tools that enable task
creation, participant recruitment, compensation, and data collection (p. 3). A large
population of registered members consisting of people from a wide demographic
means that the MTurk may provide researchers with an efficient and inexpensive way
to obtain high quality data. A detailed description can be found in Buhrmester et al.
about the underlying mechanics of MTurk.
The compensation in MTurk is monetary, typically around 2, 10, and 50 cents
respectively for a short (5 minutes), medium (10 minutes) and long (30 minutes)
survey. These awards are small , but a survey with 187 MTurk respondents revealed
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that their participation was driven mostly by how enjoyable and interesting the tasks
were (M = 5.08 on a 7-point Likert scale where responses ranged from 1 = strongly
disagree to 7 = strongly agree) rather than to make money (M = 3.39) (Paquin &
Rivard, 2012). Consistent with these findings, Buhrmester et al. demonstrated that it is
possible to accumulate 25 participants over a relatively short 5-hour interval, for a
30-minute task, with 2 cents compensation; they accumulated another 25 participants
in less than two hours by increasing the compensation to 50 cents. These findings of
data collection speed are quite impressive considering it took me approximately 3 to 4
weeks to accumulate the same number of responses for my own research.
Next, Paquin and Rivard (2012) included three formal analyses of the quality
of data provided by MTurk. First, they analysed the inter-item reliability (i.e.,
Cronbach alpha) across the three compensation levels using 11 different psychological
scales, including Global Self-esteem (RSES; Rosenberg, 1965), Attachment Styles
(AAQ; Simpson, Rholes, & Nelligan, 1992), Social Dominance Orientation (SDO;
Pratto, Sidanius, Stallworth, & Malle, 1994) and Big-Five Personality Traits (BFI; John
& Srivastava, 1999), each sized N = 160, except for four scales where N = 74. When
combining the three compensation levels, data collected from MTurk produced mean
alphas, which ranged between .77 and .93 across the 11 scales; mean alphas
were .87, .88 and .87 respectively for the three compensation levels. These results
suggested that MTurk produces good quality (i.e., reliable) data for various scales,
regardless of the amount of compensation. In the second analysis, Paquin and Rivard
(2012) compared these alpha values to those produced in Gosling, Rentfrow, and
Swann (2003) using the traditional pen-and-paper method on a large sample of
undergraduates (N = 1822), and in a series of standard online surveys consisting of
116 respondents. Cronbach alphas were almost the same between the MTurk and
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these alternative methods, Mdiff < .02 for all alpha values. In other words, data
provided by MTurk were at least as reliable as those obtained via the traditional
pen-and-paper and standard internet methods.
In their final analysis, Paquin and Rivard (2012) compared the test-retest
reliability correlations of MTurk data and data samples from past research, using
seven of the 11 scales used in the first two analyses (i.e., RSES , SDO, and BFI). It
was found that the correlation coefficients (r) were higher for the MTurk data (r range:
[.86, .94]) than past data samples(r range: [.76, .83]) for all seven scales. Based on
these results, Buhrmester et al. concluded that the data provided by MTurk were
reliable, and that their quality was consistent with, or even beyond the psychometric
standards associated with previous published research.
The analyses by Paquin and Rivard (2012) highlighted the promising prospect
of MTurk in psychological research. It provides an efficient and inexpensive way to
produce quality data, which may be particularly useful for overcoming the notorious
problem of low response rates in statistical cognition research. However, it is
important to note that the conclusions by Buhrmester et al. were derived from data
samples obtained in personality and social psychology, and may not be directly
applicable to the discipline of statistical cognition. Most noticeably, further analysis is
required to investigate the composition of the MTurk population for academics and
students that may have different levels of statistical training and in different research
backgrounds. Also, further evidence is needed to ensure the quality and reliability of
data generated in MTurk for other research disciplines. Future researchers in
statistical cognition may further explore this seemingly promising alternative, and
consider using MTurk for their own research.
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7.4 General Conclusion

In this thesis, I have studied the intuitive reasoning and use of language
associated with NHST and CIs. My research contributes to the emerging field of
statistical cognition by evaluating the plausibility that CIs can elicit better and more
integrative reasoning than NHST. In doing so, my thesis explored the extent to which
CIs may help overcome dichotomous thinking, and encourage more informative
estimation thinking, which emphasizes sizes and variability of effects.
Overall, my findings suggested that pictures of CIs can help enhance
researchers' intuitions about certain statistical concepts, but may not necessarily be
enough to overcome habits of dichotomous thinking. My study of language has
provided preliminary evidence that reporting of CIs does not necessarily lead to the
use of estimation language. Effect sizes and error bars were most often used for
presentation, but not interpretation of data. My research into the cliff effect also
revealed that researchers' intuitions about CIs tended to be somewhat fragile and
conceptually disconnected. Although many respondents mentioned concepts such as
effect size, variability, and width of intervals, the frequent occurrence of a cliff
suggested that their judgements were based mainly, and sometimes exclusively, on
whether zero was inside or outside the interval.
In spite of the negative findings summarized in the above paragraph, my
research program also provided evidence that CIs can enhance researchers' intuitions
about sampling variability. As illustrated in Chapter 5, researchers in psychology and
medicine have a reasonable appreciation of the extent of variability over replications of
sample means, when presented the initial 95% CI of a study, but severely
underestimate the extent of the variability over replication of the p value. Intuitions
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about variability may help reduce dichotomous thinking (Cumming, 2008), but further
training in estimation is required to allow such intuitions to be generalized and
exercised effectively for practical problem solving.
Making estimation the primary focus of introductory statistics is perhaps the
best way to prevent novice students from developing dichotomous thinking. For
students who have been trained under the current NHST regime, we also need to teach
them the problems of NHST and comparative advantages of estimation. In each of
these cases, I have suggested some strategies and exercises for developing students'
reasoning about CIs and other related concepts that are necessary to counter
dichotomous thinking, and promote statistical thinking based on estimation. Also,
considering my findings of the relative likelihood misconception, and its association
with CI cliff effect, I argued that educators need to explore better ways to display and
teach CIs so that they are less subject to dichotomous and erroneous interpretations.
My research has provided initial evidence to suggest that CECIs may well be one such
better way. Finally, future research into the cognition of p and CIs is crucial to further
our understanding of how we, as educators, can best help our students overcome
dichotomous thinking, and acquire the valuable skills of estimation and statistical
thinking.
To restate my general conclusion, simply replacing p values with CIs is not a
sufficient solution to dichotomous thinking. The reporting of CIs is a necessary step,
but far from all that is required to move psychology forward, from hypothesis
rejection to effect size and interval estimation. As educators, we can help facilitate
psychology's reform by developing better ways to teach our students to think and
communicate, not in terms of robotic decision making, but in terms of estimation and
sound reasoning.
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